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ABSTRACT

This paper analyzes fragmentation issues and proves that
the reconfigurable area must be tiled much finer as has been
done in existing approaches. The optimal tile grid can typi-
cally only be implemented by tiling the reconfigurable area
into a two-dimensional grid. This will further increase the
utilization of dedicated resources such as block RAMs. In
order to provide communication with the reconfigurable mod-
ules, the novel ReCoBus communication architecture is en-
hanced for two-dimensional communication. A case study
will demonstrate a system with 248 individual logic tiles that
are each less than 200 LUTs in size while still being able of
providing a module connection in each particular tile.

1. INTRODUCTION

When utilizing partial runtime reconfiguration in a system,
a partitioning step for dividing the FPGA resources into a
static and one or more reconfigurable regions is required.
The partitioning massively affects the placement flexibility
and results into a specific placement style as illustrated in
Figure 1. As it is unlikely to manage the reconfigurable area
in plenty of small look-up tables, it is common to group mul-
tiple look-up tables to one ore more rectangular tiles. Such a
tile is the smallest atomic area that can be assigned to a mod-
ule and, depending on the system, multiple adjacent tiles
may be occupied by a module. As revealed in the figure,
the tiling grid may follow a) a simple island style b) a one-
dimensional slot style or c) a two-dimensional grid style.
The placement style is massively influencing the logic over-
head that consists on two factors: 1) the logic required to
provide communication with other modules or the static part
of the system and 2) the internal fragmentation that arises by
fitting modules into tiles.

However, FPGAs typically require the resource slots con-
secutive aligned and the slots may not be uniformed because
of some dedicated resources, such as memory blocks.
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Fig. 1. Placement styles of reconfigurable modules.

The next section will theoretically examine the impact
of the resource slot granularity with respect to the internal
fragmentation. After this, the following two sections re-
veal communication architecture enhancements for linking
A static system with some reconfigurable modules. This in-
cludes two-dimensional buses (Section 3) and point-to-point
connections (Section 4). Finally, in Section 5, an example
system will be benchmarked.

2. CUT-OFF LOGIC OVERHEAD

If omitting communication cost, half the amount of resources
available in one tile (l/2) will be wasted in average per mod-
ule just because of internal fragmentation. This is because
in the best case, all tiles will be completely filled and in
the worst case, a module will leave almost the amount of
logic provided in one tile unused. Consequently, the tiles
should be small. On the other side, the cost for implement-
ing the communication for the reconfigurable modules may
unlikely rise for small tiles. Assuming that each resource
slot takes a fixed communication cost c in terms of look-up
tables and that a tile provides altogether l LUTs. Then, all
modules mi ∈ M, ∀i = {1, . . . , |M|} possess the follow-
ing avarage module overhead O in terms of look-up tables:

O =
1
|M|

·
|M|∑
i=1

(⌈
|mi|
l − c

⌉
· l − |mi|

)
. (1)

Where |mi| denotes the size of a module and where d |mi|
l−c e

states the amount of tiles required to implement a particular
reconfigurable module.

Let us assume an synthetic scenario with 9700 modules
ranging from 300 to 10000 LUTs what roughly corresponds
to 10% to 300% of the logic of an average 32-bit softcore
CPU. Then, as can be seen in Figure 2, the communication
cost is dominating for smaller resource slots, while for larger
slots the internal fragmentation will dominate. In the case
that a module |mi| � l, the placement overhead converges
to l

l−c . In other words, for large modules requiring many re-
source slots, the internal fragmentation becomes negligible
and the communication cost c will dominate.

For a given set of modulesM, the optimal resource slot
size lopt against the communication cost can be computed



Fig. 2. The impact of the tile size and the communication
cost on the average module overhead.

Fig. 3. Optimal slot size lopt over the communication cost.

by differentiating Equation 1 with respect to the slot size l:

∂ O(l)
∂ l

= 0⇒ lopt =
1
2

c±

√√√√|M| · c · |M|∑
i=1

|mi|

 .

Figure 3 plots the relationship between lopt and an increase
in the communication cost c. The results are for the same
synthetic 9700 modules scenario as assumed for Figure 2.

The geometrical view on a particular system allows to
state whether runtime reconfiguration is suitable or not. For
instance, Figure 4 reveals an example where a static only im-
plementation would require less FPGA resources than the
reconfigurable counterpart. In order to achieve an overall
benefit by using runtime reconfiguration, the following parts
can be optimized: 1) the internal fragmentation 2) the com-
munication overhead c, and 3) the configuration interface
logic cconst. While the cost for cconst is negligible, it re-
quires a sophisticated communication architecture capable
to provide a very fine tile grid (for reducing internal frag-
mentation) while keeping the resource requirements as low
as possible. Such an architecture that further allows high
speed communication, will be revealed in the following.

3. BUSES FOR FINE-GRAINED
TWO-DIMENSIONAL MODULE PLACEMENT

With the ReCoBus technology [4, 3], a communication ar-
chitecture is available that is capable of integrating mod-
ules directly into a system via an on-FPGA backplane bus
in a one-dimensional slot-based manner. Each tile provides
a module interface at exactly the same relative position in-
side a tile containing an identical internal logic and routing
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Fig. 4. Example of a system with seven tiles (R = 7) and
a set M of reconfigurable modules. Each tile provides l
resources and comprises a communication logic overhead of
c. At runtime, the peak resource requirement is demanded
when the modules of subset M̂ are loaded to the FPGA. In
this case, the total reconfiguration logic overhead is R ∗ l −∑
∀mi ∈M̂ |mi|+cconst, which is in this particular example

larger than the area that can by saved with the help of partial
runtime reconfiguration that is

∑
∀mi ∈ (M\M̂)

|mi|.

layout. Consequently, modules can be relocated to differ-
ent tiles. One key property of the ReCoBus architecture is
that data and address signals can be clustered in N subsets
and that the module interface is arranged over multiple reg-
ular consecutive resource slots, such that one slot connects
only 1/N of the available data and address signals to a mod-
ule. Therefore, N consecutive slots provide the full interface
and the module interface grows together with the module
size, what is common for real world applications. An addi-
tional alignment multiplexer in the static part of the system
arranges the different chains according to the module posi-
tion, hence, modules can be freely placed at a ReCoBus.

This work reveals an enhancement of the ReCoBus in-
terleaving scheme that is suitable for two-dimensional mod-
ule placement. As illustrated in Figure 5, each row of re-
source slots is interleaved, while each row is horizontally
displaced one position further as compared to the preced-
ing row. Hence, interleaving the bus in both horizontal and
vertical direction. An alignment multiplexer and some glue
logic are sufficient to adjust the data from the reconfigurable
modules to the alignment within the static part according to
the start position of the currently accessed module.

Using a grid 2D style configuration instead of a 1D slot
arrangement will not increase the logic overhead per resource
slot, when using the ReCoBus approach. This allows re-
ducing the size of a resource slot in general and to enhance
utilization of the dedicated resources like for example dedi-
cated memory blocks.

4. POINT-TO-POINT LINKS FOR FINE-GRAINED
TWO-DIMENSIONAL MODULE PLACEMENT

Beside buses for directly accessing registers inside a recon-
figurable module (slave mode) or for addressing system mem-
ory by a reconfigurable module (master mode), a reconfig-
urable module may require some further signals to carry out
the communication with the environment. This could be
other reconfigurable modules, I/O pins, or some dedicated
modules in the static part of the system. Therefore a point-
to-point network is necessary that should keep the flexibility
of a ReCoBus, such as a fine tile grid or module relocation.
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Fig. 5. Two-dimensional interleaved ReCoBus (only read
data). All modules provide a 32 bit access via four consec-
utive tiles that are vertically (m1), horizontally (m2), or in
an ’L’-shape (m3 and m4) aligned. The highlighted top left
resource slot is the start resource slot connecting the most
significant byte within a reconfigurable module. The num-
bers in the resource slots denote the multiplexer setting for
the alignment multiplexer if the slot is the start point of a
reconfigurable module. The value is the sum of the x and
y start point coordinate modulo the interleaving factor here
(N = 4). For example, if module m4 is selected, the align-
ment multiplexers must be set to position (5+2) mod 4 = 3.

Changing point-to-point network settings is typically only
performed after exchanging or loading a reconfigurable mod-
ule [6, 5]. Therefore, there is only switching activity in the
point-to-point terminals upon reconfiguration. This observa-
tion has been taken into account for the design of so called
connection bars that feature an adjustable set of wires that
are routed from resource slot to resource slot in a homoge-
neous manner. Within each resource slot, a bar may be by-
passed, tapped to receive a downstream, or ripped for driv-
ing an upstream towards the bar, as illustrated in Figure 6.
Note that in the latter case the module may still receive a
downstream, hence, allowing to receive data, processing the
data, and sending it further along the bar to some other mod-
ules or the static part of the system in a read-manipulate-
write manner.
Connection Bars for two-dimensional systems When
connection bars are used in two-dimensional reconfigurable
systems, a set of horizontally aligned bars is required for
each tile row. Then, all vertical switching has to be imple-
mented with multiplexers located in the static part of the
system. This may require additional connection bars for
routing data streams in backwards direction, such that the
stream may be transferred multiple times over the reconfig-
urable area via different tile rows. In [3], it has been demon-
strated that hundreds of horizontal routing resources may
be allocated for connection bars before noticeable degrad-
ing routability or reducing the achievable clock frequency1.

1The reason for this is that a narrow but tall module form factor is best
suitable for implementing partial modules on Xilinx FPGAs. Then, there
are numerous horizontal routing resources having its driver within the mod-
ule bounding box but theirs wire ends outside the bounding boxes. As these
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Fig. 6. Example of a system with an audio module and two
video modules linked together by a ReCoBus and two con-
nection bars. The top bar allows the video filter module con-
necting to the external video input while sending its results
further to the segmentation modules and further to the video
output. Independent from this, the equalizer is linked to a
separate audio connection bar. A module can route through
the connection bar signals (box a), access the signals in a
read-manipulate-write fashion (box b), or tapping the stream
without manipulation (box c). The settings of the switching
elements inside the resource slots are part of the FPGA rout-
ing fabric and controlled by the configuration SRAM cells.

Consequently, no additional vertical routing, and hence, no
logic is required within the tiles containing the reconfig-
urable modules.

5. BENCHMARKING AN EXAMPLE SYSTEM

While the communication bar approach for dedicated circuit
switching connections omits any logic overhead in modules
that are not connected to a particular link, some logic for
providing access to a ReCoBus is required in all tiles. The
ReCoBus architecture is highly adaptable to the entire sys-
tem requirements in terms of the bit widths for the data and
address buses, the protocols (master or slave bus, pipelined
or combinatorial), the granularity, or the placement style
(1D or 2D).

For demonstrating the two-dimensional placement capa-
bilities of the ReCoBus architecture, the system depicted in
Figure 7 was implemented on a Xilinx XC2V6000-6 Virtex-
II FPGA. The example provides a two-dimensional slave
ReCoBus, and two connection bars within each horizontal
row of tiles. A video bar can transfer up to 32 bit from left
to right and at the same time vice versa back to the left hand
side of the device. The second connection bar placed in a
tile row links some push buttons globally to all tiles. The to-
tal amount of tiles in this example is R = Rh ·Rv = 66 ·4 =
264 individual tiles with 248 tiles containing a bus interface
and 16 further tiles with block RAMs / multipliers.

All 248 logic tiles are only one CLB wide and posses an
identical logic and routing layout. If implementing such a
system for Virtex-V FPGAs, the tiles should be two CLBs
wide, because in this architecture some features are only
available in every second column. By grouping two columns
together, the internal tile layout can be implemented regular
for supporting fine-grained module relocation on Virtex-V.

resources are not allowed for the module implementation, they can be allo-
cated for free in order to build the slot communication infrastructure.



Fig. 7. ReCoBus based system that is horizontally Nh = 6
times and vertically Nv = 4 times interleaved. Beside a
ReCoBus, each row of resource slots contains a connection
bar for 32 bit bidirectional video signals (green) and another
bar for connecting four push buttons globally. The three
modules implement all the same FIR filter, while the left
and middle one use dedicated RAM / multiplier resources,
the filter at the right hand side is completely implemented
with look-up tables.

In the test system, each tile connects slaves with 8-bit
read data, 8-bit write data, a 2-bit address, a module select,
a read enable, a module reset, and a shared interrupt signal.
By using 4 consecutive tiles, the size of the data channels
can be enhanced up to 32 bits and the address space to 8 bit.
The communication cost in each tile is c = 14 LUTs while
providing tiles as tiny as l = 192 LUTs in total (c = 7.3%
of l). The following list denotes detailed the implementa-
tion cost of the implemented communication architecture in
terms of LUTs:
• logic cost within the tiles: 248 · 14 = 3472 LUTs,
• ReCoBus connection within the static part Rv = 4 · [96

(data) + 24 (adr) + 12 (control signals)] = 528 LUTs,
• alignment (de)multiplexers: 1.) data to static system:

32 6-input multiplexers = 128 LUTs, 2.) data from
static system: 6 · 8 4-input multiplexer = 96 LUTs,
and 3.) address alignment: 6 · 2 6-input multiplexer =
48 LUTs (Σ 272 LUTs),

• static connection of the communication bar macros:
Rv = 4 · [64 (video) + 12 (push buttons)] = 304 LUTs,

• multiplexers for vertically routing the video data: Rv =
4 · 32 (# wires) · 2(both sides) = 256 4-input multi-
plexers = 512 LUTs, and

• ReCoBus and communication bar glue logic: 154 LUTs.
The total amount of LUTs required in the static part of the
system is 1770, thus leading to 5242 LUTs for the complete
communication architecture. This is 7.7% of all available
LUTs. At first glance, this value seems to be unlikely large,
but it amortizes easily because of the reduced internal frag-
mentation. Moreover, the vertical tiling allows a better uti-
lization of the dedicated memory and multiplier resources.

In [1], a one-dimensional slot based communication ar-
chitecture is presented where the 16 slots of the system pro-
vide a 32-bit master interface. The authors report a resource

consumption of 4277 slices (equal to 8554 LUTs) for their
system and a slot size of l=2560 LUTs. This size is more
than 13 times larger as the one presented using the ReCoBus
approach and in some cases, only the internal fragmentation
of just three modules will be more costly than the complete
ReCoBus and communication bar system shown in Figure 7.
Furthermore, the resource overhead is still much lower de-
spite the fact that [1] does not allow direct I/O connections.
Note that the presented ReCoBus system could be easily en-
hanced with master capabilities if two resource slot rows are
grouped together. Then one ReCoBus segment can connect
the data bus and the other one the addresses.

The end-to-end latency of the connection bars is 9.6 ns
and 9.8 ns on the critical path of the ReCoBus and is almost
half the amount as reported in [1]. In both cases, the values
are for pipelined communication. Note that pipeline flip-
flops can be optionally included within the communication
macros, hence, not requiring any additional resources.

6. CONCLUDING REMARKS

With this paper, we disclosed the impact of the module size
on the internal fragmentation that typically leads to a much
higher overhead as compared to the logic resources required
for a communication architecture. With the two-dimensional
ReCoBus architecture enhancements, a break through in gran-
ularity is achieved that was demonstrated in a system with
altogether 264 individual tiles. The system was implemented
with the tool ReCoBus-Builder [2] that is available from the
project website www.recobus.de.
Future work will also target on external fragmentation issues
and on using the ReCoBus technology for component based
system integration.
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