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Abstract. To authenticate something in the Internet is to verify that its identity is
as claimed. Unless the identity itself is meaningful and the user is presented with
evidence to support the claim of identity there can be no authentication. Many ef-
forts to implement authentication seem to forget this and only focus on the cryp-
tographic authentication mechanisms. We describe what is needed in addition to
cryptography for authentication to be meaningful to humans, and illustrates this
by showing how it can be applied in the Web and WAP architectures.

1 Introduction

”Hallo!” said Pooh, in case there was anything outside.
”Hallo!” said Whatever-it-was.
”Oh!” said Pooh. ”Hallo!”
”Hallo!”
”Oh, there you are!” said Pooh. ”Hallo!”
”Hallo!” said the Strange Animal, wondering how long this was going on. Pooh

was just going to say ”Hallo!” for the fourth time when he thought that he wouldn’t, so
he said, ”Who is it?” instead.

”Me,” said a voice.
”Oh!” said Pooh.
This quotation from Milne 1928 [14] illustrates a case of poor authentication. Un-

fortunately many supposedly security services used on the Internet such as the authenti-
cation of secure Web sites are not any better. The problem is partly due to the difficulty
of presenting the appropriate evidence to the user but also to the problem of defining
exactly what a name means in a global environment such as the Internet.

Systems providing cryptographic authentication are only meaningful if the users re-
ceive meaningful evidence about what the systems have authenticated. We humans are
used to identify and authenticate people and organisations not only by name but also
by other types of evidence such as face, voice and company logo. These additional ele-
ments are presently not used in applications based on cryptographic authentication. This
�
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makes it difficult for humans to authenticate persons and organisations during on-line
transactions. This paper describes a practical attack on Web authentication that exploits
this vulnerability. The proposed solution is based on presenting additional certified el-
ements such as company logo, image and voice to the user and thereby allow mean-
ingful authentication at a glance. When e-commerce security mechanisms use public
key certificates, correct authentication is a condition for other security services such as
confidentiality and integrity. Unless systems are designed so that users are actually able
to perform authentication any effort to provide security can be no more than an empty
exercise giving a false impression of security.

2 Evidence of Authenticity

When Diffie and Hellman introduced public-key cryptography [4] they proposed to
use something similar to a telephone directory for looking up public keys. Instead of
name, address and phone number it would list name, address and public key. If you
wanted to communicate with John Smith you would look him up in the directory and
send him a message for his eyes only using the public key found in the entry for John
Smith. Attempts to create an international standard for global names include the X.500
Directory Standard [9]. X.500 was to be a global, distributed database of named entities:
people, computers, printers, etc. The organisations owning some portion of the name
space would operate and maintain that portion. However it is clear that this directory
would be of limited value for inter-enterprise communication because access to it from
outside the organisations would be restricted.

Telephone numbers, IP addresses and Internet domain names actually represent
global identifiers but they are not suitable as stable and reliable identifiers of humans
and human organisations. When a person or organisation moves to a new area or country
their telephone numbers change. The IP address of a host often needs to be changed if
the host is moved from one room to another, and humans have difficulty reading and re-
membering IP addresses anyway. Domain names are usually easy to read and remember
and can in principle remain unchanged even if the hosts to which they refer are moved
to another continent. Domain names were designed to provide a way of mapping phys-
ical IP addresses onto a logical name space. However domain names identify Internet
hosts, and not individuals or companies. An IP address or domain name, sometimes
with additional elements, can be seen as the substitute of location or street address.
When a name is prefixed to domain names with ‘@’ in between it becomes an email
address, and when a file or directory name is suffixed to a domain name with ‘/’ in
between it becomes a Web address. It seems that we have to stick to good old ordinary
names for identifying humans and human organisations. The names we use for people
and organisations on the Internet tend to be the same as the ones we use in the physical
world, anything else would create unnecessary complications.

Names are in principal ambiguous in a global context but we rarely make mistakes
because they are used in a local context or because we rely on additional elements such
as face and voice for people, and company logo (trade mark) and physical location
(street address) for companies. The reason logos are useful for trusted commerce in
the physical world is not just familiarity, copyright and trademark protection, etc. An
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important part is that it is expensive and time-consuming to set up a physical shop
that spoofs another, and that the risk and penalty of exposure is fairly high. This is
precisely why appearance is usually enough in the physical world. That is much less
true in virtual space, and public-key certificates were designed to solve this problem,
but present standards and implementations fail to provide a good solution.

So called strong authentication on the Internet is based on public-key cryptography,
and the standard container for transporting public keys securely across the Internet is
the X.509 public-key certificate [10]. A certificate basically consists of the CA’s digital
signature on the public key together with the name of the owner, thereby linking the two
together in an unambiguous way. However, there is no global standard for specifying
the name contained in a certificate. For Web site certificates the organisation’s ordinary
business name is provided usually together with the domain name of the Web site. For
user certificates the person’s ordinary name is provided often together with an email
address. Other elements that we often rely on for authentication in the physical world
such as company logo, face or voice are presently not part of certificates. This makes
authentication a relatively difficult task requiring more concentration and attention than
necessary. The following allegory illustrates what we mean.

Imagine for example a country where the king had decided that everyone selling
and buying goods on town markets had to wear masks to cover their faces, not because
they should hide their identities, but because he wanted to introduce a method for veri-
fying identities by paper certificates. Originally the king wanted to grant privileges for
issuing certificates to some of his most loyal friends, but eventually he allowed anyone
to issue certificates. Honest merchants and customers wore masks that looked exactly
like their faces because they wanted to be recognised. But the king’s new scheme cre-
ated an atmosphere of distrust because there was always the possibility that somebody
was masquerading another, so market goers and stall owners had to rely on the written
certificates to know who they really were doing business with. However, people quickly
found the certificates difficult to rely on; it was time consuming to read, the names of the
owners were sometimes ambiguous, and the names of the issuer were sometimes un-
known. Most people never asked to see certificates and simply trusted that the mask and
the face behind it looked the same. Business went on, but everyone knew that swindlers
could be operating at the markets.

There is an imbalance between the ease of accessing web content on one hand and
evidence about authentication on the other, which means that security and authentica-
tion suffer.

3 Catching the Attention

Security services provide no additional functionality to an application other than se-
curity itself, meaning that if there was no malicious threat to the application then the
security service would not be needed. A common design philosophy is to make secu-
rity services as transparent as possible. Security services are implemented using various
mechanisms, and if the mechanisms were totally hidden from the user he or she would
not be able to tell whether they are working or not. This would allow successful attacks
to remain undetected and thereby make the system insecure.
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Security is a complex issue and evidence about the security mechanisms need to be
presented in a concise and intelligible way to users. The average user has no security
knowledge and user interfaces such as the Web browser have been designed to hide
the security mechanisms and provide a minimal amount of security evidence. This is
probably good for usability but very bad for security.

Human attention is a limited resource and if too much security evidence is presented
to the user he or she will either be confused or simply tune out, and this could allow
security breaches to pass undetected even if evidence about the breach is presented to
the user. This poses a dilemma; too much security evidence is just as bad as too little.
Obviously it can not be more than the user can understand and handle but it must be
sufficient for the required security level of the application. The challenge is to select the
most appropriate evidence and present it to the user in an intelligible way.

4 The TLS Man-in-the-Middle Attack

The TLS protocol [3] (a.k.a. SSL [15]) used between Web server and client provides
mechanisms for server authentication, communication confidentiality and integrity, and
optionally client authentication. However, the only security evidence that is presented to
the user when using TLS with current Web browsers is the padlock icon which only tells
the user that some Web server has been authenticated but not which one in particular.
For all practical purposes the user therefore has not authenticated anything at all.

Assume a user
�

who wants to access Web services from secure server � which for
example can be a bank providing on-line financial transaction services to its clients. In
the normal scenario, user

�
points his Web browser to bank � by the URL of � ’s web

server. The Web server returns � ’s certificate Cert- � to
�

’s browser which verifies the
certificate using the pre-stored public key of the root CA that generated Cert- � . After
successful certificate validation

�
’s browser displays the closed padlock icon on the

browser window and continues the communication with � in secure TLS mode.
Fig.1 below shows user

�
’s client machine on the left and bank � ’s server on the

right side. We will show that the intruder � in the middle is able to make both
�

and �
think they are communicating with each other although they in fact communicate with

� . The description of the attack is taken from Jøsang, Pedersen & Povey 2000 [12].

Client Intruding Server Authentic Server

TLS TLS

HTML
B

HTML
B

Cert
T

T B

A

B
Cert

Fig. 1. Man-in-the middle attack on TLS authentication
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In the attack, the intruding Web server � acts as a relay between
�

and � passing
HTML pages from � to

�
and service requests from

�
to � . For the attack to work user�

must initially point her browser to � instead of to � , and this can happen in various
ways. A false URL can for example be placed on a portal until somebody accesses �
from the portal in the belief that he or she accesses � . After successful attack, the false
URL can be removed in order not to leave any evidence of where the attack came from.
Another possibility is to simply create a masquerade Web site and post the false URL
to the major search engines so that people searching for the authentic web site find the
false URL. Yet another possibility is to send malicious active contents attached to email
messages in order to modify the recipient’s personal Web browser and place false URLs
in the file containing ‘book marks’ or ‘favourite’ Web links.

As soon as client
�

has established a TLS connection to the intruding server � using
� ’s certificate Cert- � , the intruding server sets up a TLS connection to bank � using
the bank’s certificate Cert- � and simply relays the data sent by

�
and � to the opposite

sides via two different TLS connections, including possible user passwords, so that
�

and � think that they are communicating with each other. The closed padlock icon is
displayed in the usual way, and the user will think that bank � has been authenticated
because the HTML seems to come from � , whereas in reality it is the intruder � that
has been authenticated. As a consequence, what has been and what the user thinks has
been authenticated are two different things, which means that the authentication has
totally failed. When

�
sends a request to transfer money from her own account for

paying a bill, � is able to modify the destination account number and the amount.
The browser does allow viewing the server certificate by clicking on the padlock

icon, but users hardly ever do this, and even security aware users who view the certifi-
cate when accessing a secure Web site can have difficulty in judging whether the cer-
tificate really is what it pretends to be. Depending on the implementation the browser
sometimes checks that the domain name in the certificate is the same as the domain
name pointed to by the browser, and aware users might notice that the intruder’s do-
main name is different from the expected domain name of the bank. However, users do
not usually inspect the URL for the domain name when browsing the Web, and many
companies’ secure Web sites have URLs with non-obvious domain names that do not
correspond to the domain names of their non-secure Web sites. One example is the
Norwegian bank Kreditkassen with the URL: http://www.kreditkassen.no and where its
secure on-line banking has URL: https://ibank.bbsas.no/iBank/Dispatcher. Another vul-
nerability is the fact that distinct domain names can appear very similar, for example dif-
fering only by a single letter so that a false domain name may pass undetected. How easy
is it for example to distinguish between the following URLs: http://www.bellabs.com,
http://www.belllabs.com, http://www.bell-labs.com ?

5 Improved Authentication on the Web

In order to make authentication on the Web more meaningful some familiar elements
from the physical world could be used. For example, the Web interface could be im-
proved by displaying a certified company logo when a secure connection is established.
This will allow authentication at a glance anytime without extra mouse clicks. This
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would allow the user to spend less effort and attention in order to perform authentica-
tion and bridge the gap between the cryptographic mechanisms and the human user.

Figure 2 below illustrates this idea by showing the Web browser window when for
example accessing the secure Web site of the Australian bank Westpac. We have added
the certified company logo in the upper right corner outside the area displaying HTML
contents.

Fig. 2. Example showing secure Web site with certified logo

6 Improved Authentication in the WAP Architecture

Mobile Internet security is likely to suffer from similar problems as Web security be-
cause the interface of mobile phones is even more limiting than the Web interface and
also because it is designed to be used by the average telephone user with little or no
understanding of security. The man-in-the-middle attack described in Sec.4 would be
perfectly possible in the context of mobile Internet access.

The WAP (Wireless Application Protocol) [6] and WML (Wireless Markup Lan-
guage) [7] are the mobile version of the the Web’s HTTP (Hypertext Transfer Protocol)
[5] and HTML (Hypertext Markup Language) [2]. WTLS (Wireless Transport Layer
Security) [8] technology is now being implemented in WAP mobile phones and gate-
ways, and is intended to work similarly to TLS. However, an inherent weakness in the
design of WTLS is that it does not provide end-to-end security between the WAP ter-
minal and the WML contents service provider, but only between the WAP terminal and
the WAP gateway, as illustrated in Fig.3 below.
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TLSWTLS

phone
WAP WML

servergateway
WAP
Telco

Fig. 3. Security architecture using WTLS

This solution creates an unavoidable plain text gap in the WAP gateway and makes
authentication meaningless. WTLS is specified with 3 functionality classes so that the
security features can be introduced in steps. Table 1 describes the functionality of each
class, where ”M” means mandatory and ”O” means optional.

Feature Class 1 Class 2 Class 3
Public-key-exchange M M M
Server certificates O M M
Client certificates O O M
Shared-secret handshake O O O
Compression - O O
Encryption M M M
MAC M M M
Smart card interface - O O

Table 1. WTLS Classes ([8] p.89)

Class 1 specifies public-key exchange without server or client certificates and is
based on the Diffie-Hellman key exchange protocol [4] , which provides encryption
and confidentiality but no authentication. So far only WTLS Class 1 is being used in
mobile WAP applications. Class 2 requires using server certificates and is supposed to
provide server authentication. Class 3 requires using client certificates and is supposed
to allow user authentication by the service providers.

However, when considering that the WTLS architecture does not provide end-to-
end security it is obvious that the WTLS classes 2 and 3 are meaningless. WTLS can
only ever provide authentication of the WAP gateway which is of no value to users and
companies. In our view this solution is a barrier to the development of m-commerce.
What users and companies want is to be able to authenticate each other.

We see it as unavoidable that mobile terminals will support something similar to
TCP/IP so that the upper protocol layers can communicate directly with the Internet.
That would also allow mobile terminals to use TLS and solve the security problem
introduced by the WAP gateway.

The motivation for introducing the WAP gateway and the WTLS security architec-
ture in the first place was probably to allow a business model where the mobile telecom
carriers have more control of the traffic and transactions and thereby allow specific busi-
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ness models. It could also have been to facilitate legal government interception of traffic
contents from the WAP gateway clear text gap. With an end-to-end security architecture
this would change, and in fact become similar to the existing security architecture on the
Internet. In the following we assume that an end-to-end security solution exists, allow-
ing server authentication by users as intended by WTLS Class 2 and user authentication
by servers as intended by WTLS Class 3.

If server authentication is to be meaningful the user must be presented with some
evidence showing what exactly has been authenticated. In order to counter the type of
attack described in Sec.4 we propose to display a certified logo on the screen for a few
seconds before accessing a secure company WAP page. In addition to, or instead of the
logo, a certified sound file can be played.

For authenticating secure personal WAP pages we propose to display a certified
photo on the screen and play a certified voice message. Figure 4 below shows the WAP
phone when for example accessing John Smith’s secure WAP site.

Fig. 4. WAP phone with certified image

7 System and Certification Authority Requirements

Image and sound can only be used for strong authentication if the image and sound files
are certified and included in digital certificates. This requires the CA to verify their au-
thenticity before issuing certificates. A company logo must for example be sufficiently
different from all other company logos and this requires the CA to perform a similarity
check, but this is likely to create new problems. What are the criteria for a similarity
check? If similar logos or names are for companies in totally different businesses, is
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that OK? Hierarchies adequate to issue certificates are not by themselves adequate to
insure global uniqueness. (see e.g. Stubblebine & Syverson 2000 [16]). Suppose that a
company obtains a certificate for a logo and then another company applies for a cer-
tificate for a much too similar logo, but it owns that logo as a registered trademark?
More generally, what about revocation of a logo because of previously unrecognised
problems? Does every little shop need to hire a graphic artist? What is the size of the
space of meaningfully discernible logos? The authenticity of pictures of persons can
best be assured by taking the photos on the CA’s premises. Similar requirements apply
to sound files, i.e. they must be recorded in person on the CA’s premises.

Verifying these additional elements will require the CA’s to be physically more local
to users or organisations, making it difficult for one CA to serve the whole world. As a
consequence PKI hierarchies will also need to be deeper and will create stronger needs
for cross certification between CAs in order to achieve global coverage.

The terminal presenting certified credentials like logos, pictures or sound must make
it easy to distinguish between certified and non-certified images and sound. In case of
the Web browser this can be achieved by placing the company logo outside the area
displaying normal HTML contents. This is also based on the assumptions that active
contents such as Java applets is not allowed to tamper with the display of certified
logos.

In case of WAP phones it seems unlikely that there can be a reserved area for cer-
tified contents on the screen because of its small size. A special ringing tone could
be played before displaying or playing certified info, or alternatively a separate light
indicator could indicate that certified contents is being displayed.

8 Trusting the Authentication

In the previous sections we have argued that authentication is useless unless people
understand how to interpret it (or that they interpret it at all). People have trouble un-
derstanding the nature of digitally certified credentials because they are so different
from what we are used to in the physical world. In Whitten & Tygar 1999 [17] it is
argued that effective security requires a different usability standard, and that it can not
be achieved through the user interface design techniques appropriate to other types of
consumer software.

X.509 certificates and Web PKIs are very impersonal whereas people are familiar
with personal trust relationships with varying strength (i.e. non-binary) in the physical
world. This is the sort of thing that trust models defined by e.g. PGP [18], Maurer 1996
[13], Abdul-Rahman & Hailes 1997 [1] and Jøsang 1999 [11] were designed to address.
Apart from assessing how well these models reflect human reasoning about trust a major
problem is that people have difficulties in determining numerical trust measures that are
needed as input. One approach is to use a discrete set of familiar verbal tags, such as e.g.
absolute trust, high trust, absolute distrust, high distrust, and uncertain trust as input,
and let the system work directly with these (as in PGP) or translate them into numerical
values. The goal is to let users reason about trust and authenticity similarly to how they
do it in the physical world. The suitability of this approach can only be determined by
practical implementation and experiments.
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9 Conclusion

If we accept that strong authentication is useful then it must also be designed and imple-
mented in a way that is meaningful. We have shown authentication based on TLS and
public-key certificates as it is presently implemented in Web browsers presents too little
information to the user. We have described how additional credentials such as company
logos, pictures and sound files can be used to support strong authentication and make it
meaningful to users.
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