
Multi-Source Trust Revision *

Audun Jøsang
University of Oslo, Norway

Email: josang@ifi.uio.no

Jie Zhang
NTU, Singapore

Email: ZhangJ@ntu.edu.sg

Dongxia Wang
NTU, Singapore

Email: wangdx1204@gmail.com

Abstract—Different belief sources often provide conflicting
evidence, due to e.g. varying source reliability or deliberate
deception. Source trust expresses the source reliability as seen
by the analyst. In case of conflicting sources the analyst needs
a strategy for managing and revising source trust. Intuitively,
trust should be reduced for sources that produce advice which is
in conflict with the ground truth, or in conflict with the advice
from other highly trusted sources. The present paper uses the
formalism of subjective logic to describe strategies for source
trust revision according to this principle.

I. INTRODUCTION

Analysts can collect information from multiple sources in
order to be better informed about the state of some situation,
e.g for making better decisions. Analysts can have different
levels of trust in the respective sources, and will therefore
naturally pay more attention to the sources that are most
trusted to be reliable. We focus on the case when the trust in
the sources is expressed as subjective opinions, and where the
sources express beliefs about a situation of interest in terms
of subjective opinions. This form of belief fusion involving
the analyst’s trust in the sources can be called trust fusion,
meaning that the derived opinions resulting from separate trust
paths are fused into one.

Let us consider a situation where Alice is on holiday in
a foreign country and wants to go to a restaurant which is
a favourite by the locals. She has received an advice from
a local named Carlo (source C1) that ‘Xylo’ is the locals’
favourite and the best place to go. Let us further assume that
Alice has doubts about Carlo’s advice, so before she goes she
would like to get a second opinion. She therefore asks her other
friend Claire (source C2) who has been to the restaurant Xylo.
Figure 1 shows the trust graph which includes both pieces of
advice about the variable X which can take one of the two
proposition values “Xylo is (is not) the locals’ favourite”.

The symbol � denotes fusion between the two trust paths
[A;C1,X ] and [A;C2,X ]. The choice of this symbol was moti-
vated by the resemblance between the diamond shape and the
graph of a typical trust fusion network, such as in Figure 1.

Formal notation of the graph of Figure 1 is shown in
Eq.(1). This trust network also involves trust transitivity which
involves trust discounting and trust fusion. The full notation
and compact notation of trust fusion are given in Eq.(1) below.

Full: [A,X ] = ([A;C1]:[C1,X ])� ([A;C2]:[C2,X ]),
Compact: [A,X ] = [A;C1,X ]� [A;C2,X ].

(1)
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Fig. 1. Example of trust fusion

The computation of trust fusion combines trust discounting
and belief fusion. More specifically, trust fusion applies belief
fusion to previously trust-discounted opinions.

In the example of Figure 1 analyst A has separate trust
opinions about the sources C1 and C2 from which A receives
advice opinions about the state of the variable X .

The specific operator for fusing multiple trust paths can be
selected from a set of different belief fusion operators [1]. We
describe and apply the two fusion operators cumulative fusion
and averaging fusion in this paper.

A problem in the case of trust fusion arises when multiple
sources provide highly conflicting opinions, which might indi-
cate that one or several sources are unreliable. In this situation,
a strategy is needed for dealing with the conflict.

Since high conflict indicates that one or several sources
might be unreliable or deceptive, the strategy should aim at
reducing the influence of the most unreliable sources in order
to derive the most reliable belief in the target.

This paper describes a method for trust revision which
handles an arbitrary number sources. Other subjective-logic
based methods of trust revision for unreliable sources have
been described in e.g. [5], [6], [7].

II. SUBJECTIVE OPINIONS

In subjective logic a domain is a state space of values which
can represent observable or hidden states, events, hypotheses
or propositions. Domains are typically specified to reflect
realistic situations for the purpose of being practically analysed
in some way.

The different values of the domain are assumed to be
mutually exclusive and exhaustive, which means that the



variable can take only one value at any time, and that all
possible values of interest are included in the domain.

The available information about the particular value of the
variable is very often of a probabilistic type, in the sense that
we do not know the particular value, but we might know its
probability. Probabilities express likelihoods with which the
variable takes the specific values and their sum over the whole
domain is 1. A variable together with a probability distribution
defined on its domain is a random variable.

For a given variable of interest, the values of its domain
are assumed to be the real possible states the variable can
take. In some cases, certain observations may indicate that
the variable takes one of several possible states, but it is
not clear which one in particular. For this reason it is often
practical to consider subsets of the domain as composite
values, where the hyperdomain contains all the singletons as
well as composites values; and assign beliefs to these values
according to the available information, instead of providing a
probability distributions on the original domain.

A subjective opinion distributes a belief mass over the values
of the hyperdomain. The sum of the belief masses is less
than or equal to 1, and is complemented with an uncertainty
mass which reflects the opinion’s confidence level. Subjective
opinions also contain a base rate probability distribution
expressing prior knowledge about the specific class of random
variables, so that in case of significant uncertainty about a
specific variable, the base rates provide a basis for default
likelihoods. We give formal definitions of these concepts in
what follows.

Let X be a variable over a domain X = {x1,x2, . . . ,xk}
of cardinality k, where xi (1 ≤ i ≤ k) represents a specific
value from the domain. Let P(X) be the powerset of X. The
hyperdomain is the reduced powerset of X, denoted by R(X),
and defined as:

R(X) = P(X)\{{X},{ /0}}. (2)

All proper subsets of X are elements of R(X), but {X}
and { /0} are not, since they obviously are not possible real
observations. The hyperdomain has cardinality 2k−2. We use
the same notation for the elements of the domain and the
hyperdomain, and consider X a hypervariable when it takes
values from the hyperdomain.

Let A denote a source which can be a human, a sensor, etc.
A subjective opinion ωA

X of the source A on the variable X is
a tuple

ω
A
X = (bbbA

X ,u
A
X ,aaa

A
X ), (3)

where bbbA
X : R(X)→ [0,1] is a belief mass distribution, the

parameter uA
X ∈ [0,1] is an uncertainty mass, and aaaA

X :X→ [0,1]
is a base rate probability distribution satisfying the following
additivity constrains:

uA
X +∑

x∈R(X)
bbbA

X (x) = 1, (4)

∑
x∈X

aaaA
X (x) = 1 . (5)

In the notation of the subjective opinion ωA
X , the subscript

is the target variable X , while the superscript is the source A.
Explicitly expressing the source of opinions makes is possible
to express that different sources produce different opinions on
the same variable. Indication of opinion source can be omitted
whenever implicit or irrelevant, for example, when there is
only one source in the modelled scenario.

The belief mass distribution bbbA
X has 2k − 2 parameters,

whereas the base rate distribution aaaA
X only has k parameters.

The uncertainty parameter uA
X is a simple scalar. A general

opinion thus contains 2k + k− 1 parameters. However, given
that Eq.(4) and Eq.(5) remove one degree of freedom each,
opinions over a domain of cardinality k only have 2k + k−3
degrees of freedom.

A subjective opinion in which uX = 0, i.e. an opinion
without uncertainty, is called a dogmatic opinion. A dogmatic
opinion for which bX (x) = 1, for some x, is called an absolute
opinion. In contrast, an opinion for which uX = 1, and conse-
quently, bX (x) = 0, for every x ∈R(X), i.e. an opinion with
complete uncertainty, is called a vacuous opinion.

Every subjective opinion ‘projects’ to a probability distri-
bution PX over X defined through the following function:

PX (xi) = ∑
x j∈R(X)

aaaX (xi|x j) bbbX (x j)+aaaX (xi) uX , (6)

where aX (xi|x j) is the relative base rate of xi ∈X with respect
to x j ∈R(X).

The relative base rate aaaX (xi|x j) is defined as follows:

aaaX (xi|x j) =
aaaX (xi∩ x j)

aaaX (x j)
, (7)

where aX is extended on R(X) additively. For the relative base
rate to be always defined, it is enough to assume aA

X (xi)> 0,
for every xi ∈X. This means that everything we include in the
domain has a non-zero probability of occurrence in general.

Binomial opinions apply to binary random variables where
the belief mass is distributed over two elements. Multinomial
opinions apply to random variables in n-ary domains, and
where the belief mass is distributed over the elements of
the domain. General opinions, also called hyper-opinions,
apply to hypervariables where belief mass is distributed over
elements in hyperdomains obtained from n-ary domains. A
binomial opinion is equivalent to a Beta probability density
function, a multinomial opinion is equivalent to a Dirichlet
probability density function, and a hyper-opinion is equivalent
to a hyper-Dirichlet probability density function [4]. Binomial
opinions thus represent the simplest opinion type, which can
be generalised to multinomial opinions, which in turn can
be generalised to hyper-opinions. Simple visualisations for
binomial and trinomial opinions are based on barycentric
coordinate systems as illustrated in Figure 2 below.

In general, a multinomial opinion can be represented as
a point inside a regular simplex. In particular, a trinomial
opinion can be represented inside a tetrahedron (a 4-axis
barycentric system), as shown in Figure 2.
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Fig. 2. Visualisation of a trinomial opinion

Assume the random variable X on domain X= {x1, x2, x3}.
Figure 2 shows multinomial opinion ωX with belief mass dis-
tribution bX = (0.20, 0.20, 0.20), uncertainty mass uX = 0.40
and base rate distribution aX = (0.750, 0.125, 0.125).

Figure 2 also shows the projected probability distribution
PX = (0.50, 0.25, 0.25) indicated as a point on the base
triangular plane.

III. BELIEF FUSION OPERATORS

There are different categories of belief fusion situations,
and each category requires its own model for the computation
of belief fusion [3]. In this paper we will only focus on
two fusion categories, namely cumulative belief fusion and
averaging belief fusion, which are described below.

A. Cumulative Fusion

Assume a domain X and its hyperdomain R(X). Assume a
process where variable X takes values from X resulting from
the process, and that the outcome can be observed by different
independent sources. Let C denote a frame of N independent
sources which can be expressed as C = {C1,C2, . . .CN}. Let
C ∈C denote a specific source, and let ωC

X denote its opinion
about the variable X . Assume that the sources in C produce
independent opinions about the same variable X .

Observations can be vague, meaning that sometimes the
sources observe an outcome which might be one of multiple
possible singletons in X, but the sources are unable to identify
the observed outcome uniquely.

For example, assume that sources C1 and C2 observe
coloured balls being picked from an urn, where the balls
can have one of four colours: black, white, red or green.
Assume further that the observer C2 is colour-blind, which
means that sometimes he is unable see the difference between
red and green balls, although he can always tell the other
colour combinations apart. As a result, his observations can
be vague, meaning that sometimes he perceives a specific ball
to be either red or green, but is unable to identify the ball’s
colour precisely. This corresponds to the situation where X is
a hypervariable which can take composite values from R(X).

The symbol ‘�’ denotes the fusion of independent sources
C ∈ C into a single cumulative merged source denoted �(C).

Let C = {C1,C2, . . .CN} be a frame of N sources with the
respective opinions ω

C1
X ,ωC2

X , . . .ωCN
X over the same variable X .

Let C denote a specific source C ∈C. The cumulative merger
of all the sources in the source frame C is denoted �(C). The
opinion ω

�(C)
X is the cumulative fused opinion expressed as:

Case I: uC
X 6= 0, ∀C ∈ C :



bbb�(C)X (x) =

∑
C∈C

(
bbbC

X (x) ∏
C j 6=C

u
C j
X

)

∑
C∈C

(
∏

C j 6=C
u

C j
X

)
− (N−1) ∏

C∈C
uC

X

,

u�(C)X =

∏
C∈C

uC
X

∑
C∈C

(
∏

C j 6=C
u

C j
X

)
− (N−1) ∏

C∈C
uC

X

,

(8)

Case II: ∃ uC
X = 0, define Cdog =

{
C where uC

X = 0
}

:


bbb�(C)X (x) = ∑

C∈Cdog
γ C

X bbbC
X (x),

u�(C)X = 0

(9)

(10)

where γ
C
X = lim

uC
dog

X → 0

uC
X

∑
C j∈Cdog

u
C j
X

, ∀C ∈ Cdog (11)

The cumulative fused opinion ω
�(C)
X results from cumulative

fusion of the respective opinions ωC
X of the sources C ∈C. By

using the symbol ‘⊕’ to designate the cumulative belief fusion
operator, we define

ω
�(C)
X ≡ ⊕

C∈C
(ωC

X ) (12)

≡ ω
C1
X ⊕ ω

C2
X ⊕ . . . ω

CN
X . (13)

It can be verified that the cumulative fusion operator is
commutative, associative and non-idempotent. In Case II of
Eq.9, the associativity depends on the preservation of relative
weights of intermediate results, which requires the additional
weight parameter γ . In this case, the cumulative fusion oper-
ator is equivalent to the weighted average of probabilities.

The argument base rate distributions are normally equal.
When that is not the case the fused base rate distribution over
X is specified to be the evidence-weighted average base rate.

In case of N dogmatic arguments ωC
X where C ∈ C it can

be assumed that the limits in Eq.(9) are defined as γC
X = 1/N.



B. Averaging Belief Fusion

Let C denote a group of N independent sources which can
be expressed as C= {C1,C2, . . .CN}. Assume that the sources
in C produce independent opinions about the same variable,
so their opinions are necessarily dependent. Still, their percep-
tions might be different, e.g. because their cognitive capabili-
ties are different. For example, assume that sources C1 and C2
observe the picking of coloured balls from an urn, where the
balls can have one of four colours: black, white, red or green.
Assume that observer C2 is colour-blind, which means that
sometimes he has trouble distinguishing between red and green
balls, although he can always distinguish between the other
colour combinations. Observer C1 has perfect colour vision,
and normally can always tell the correct colour when a ball
is picked. As a result, when a red ball is picked, observer
C1 normally identifies it as red, but observer C2 sometimes
identifies it as green. This can lead to C1 and C2 having
conflicting opinions about the same variable, although their
observations and opinions are totally dependent. Assume that
a priori it is unknown whether one of the observers is colour-
blind, so that their opinions are considered equally reliable.
The averaging belief fusion operator provides an adequate
model for this fusion situation.

Let C = {C1,C2, . . .CN} be a frame of N sources with the
respective opinions ω

C1
X ,ωC2

X , . . .ωCN
X over the same variable X .

Let C denote a specific source C ∈ C. The averaging merger
of all the sources in the source frame C is denoted �(C). The
opinion ω

�(C)
X is the averaging fused opinion expressed as:

Case I: uC
X 6= 0, ∀C ∈ C :



bbb�(C)X (x) =

∑
C∈C

(
bbbC

X (x) ∏
C j 6=C

u
C j
X

)

∑
C∈C

(
∏

C j 6=C
u

C j
X

) ,

u�(C)X =

N ∏
C∈C

uC
X

∑
C∈C

(
∏

C j 6=C
u

C j
X

) ,

(14)

Case II: ∃ uC
X = 0, define Cdog =

{
C where uC

X = 0
}

:


bbb�(C)X (x) = ∑

C∈Cdog
γ C

X bbbC
X (x),

u�(C)X = 0

(15)

(16)

where γ
C
X = lim

uC
dog

X → 0

uC
X

∑
C j∈Cdog

u
C j
X

, ∀C ∈ Cdog (17)

The averaging fused opinion ω
�(C)
X results from averaging

fusion of the respective opinions ωC
X of the sources C ∈C. By

using the symbol ‘⊕’ to designate the averaging belief fusion
operator, we define

ω
�(C)
X ≡ ⊕

C∈C
(ωC

X ). (18)

It can be verified that the averaging belief fusion operator
is commutative, idempotent, and non-associative. A form of
semi-associativity is expressed by Eq.(18) where the argument
order is irrelevant when the arguments are fused in one single
operation. However the averaging fusion operator is non-
associative in general, hence for three sources we have

(ωC1
X ⊕ω

C2
X )⊕ω

C3
X 6= ω

C1
X ⊕(ωC2

X ⊕ω
C3
X ). (19)

The only way to apply averaging fusion to more than two
sources is thus by fusing all arguments in one operation as
described in Eq.(14) and expressed by the notation of Eq.(18).

The argument base rate distributions are normally equal.
When that is not the case the fused base rate distribution is
specified to be the average base rate distribution. In case the
opinions of the N sources in C are all dogmatic opinions, then
the limits in Eq.(15) can be set to γ C

X = 1/N.

IV. TRUST FUSION

This section describes the principle of trust fusion which
combines trust discounting and belief fusion.

A. Trust Discounting

Trust discounting allows the analyst to moderate (discount)
an advice received from a source as a function of the ana-
lyst’s trust in the source. By representing both the trust and
the provided advice in the form of subjective opinions, we
describe a heuristic operation on these opinions to derive the
trust-discounted opinion [1].

Let A be the analyst and C an information source which can
be an agent providing an advice opinion or a sensor producing
data which can be translated into an opinion about the state of
a variable X . Assume further that agent A has a trust opinion
about C with regard to providing information about X , i.e. the
scope for A’s trust in C is to provide advice about X . Based
on the combination of A’s trust in C, as well as on C’s opinion
about X received by A, it is possible for A to derive an opinion
about X . This process is illustrated in Figure 3.

X 

A X 

A C 

C

X

A

C

CA

X

];[

C

X

A

C

Legend:
Discounting process

Trust

Belief
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The general representation of trust discounting is through
conditionals [2]. In this paper we apply a specific interpre-
tations of trust discounting which causes the uncertainty in
A’s derived opinion about X to increase as a function of
the projected distrust in the source/advisor [1]. The trust-
discounting operator is described next.

B. Trust Discounting with Two-Edge Paths

Agent A’s referral trust in C can be formally expressed
as a binomial opinion on domain TC = {t, t}, where the
values t and t denote trusted and distrusted respectively. We
simply denote this opinion by ωA

C ≡
(

bbbA
C(t),bbb

A
C(t),u

A
C,aaaC(t)

)
.

According to Eq.(4) the trust opinion parameters satisfy the
additivity requirement

bbbA
C(t) + bbbA

C(t) + uA
C = 1 . (20)

According to Eq.(6) the projected probability of A’s trust in
source C is computed as

PA
C(t) = bbbA

C(t) + aaaC(t)uA
C . (21)

The opinion ωA
C expresses the degree to which A trusts C

to provide advice about X in the current instance.
Let X denote a variable on domain X, and let ωC

X =
(bbbC

X ,u
C
X ,aaa

C
X ) be source C’s opinion about X as advised by C

to A. The notation for trust discounting is given by

ω
[A;C]
X = ω

A
C ⊗ω

C
X . (22)

The trust-discounting operator combines agent A’s trust
opinion about source C, denoted ωA

C , to discount C’s opinion
about variable X , denoted ωC

X , to produce A’s derived opinion
about X , denoted ω

[A;C]
X . The parameters of the derived opinion

ω
[A;C]
X are defined in the following way:

ω
[A;C]
X :



bbb[A;C]
X (x) = PA

C(t)bbbC
X (x),

u[A;C]
X = 1 − PA

C(t) ∑
x∈R(X)

bbbC
X (x),

aaa[A;C]
X (x) = aaaA

X (x).

(23)

Figure 4 illustrates the effect of the trust-discounting opera-
tor. The example analyses the simple trust network of Eq.(24):

A 99KC −→ X , (24)

where agent A trusts agent C who in turn has an opinion
about X . Let A’s trust in C be denoted ωA

C and let C’s opinion
about X be denoted ωC

X . With ωA
C and ωC

X as input arguments
Eq.(23) produces A’s derived opinion about X denoted ω

[A;C]
X .

The trust-discounted opinion ω
[A;C]
X typically gets increased

uncertainty mass, compared to the original opinion advised
by C, where the increase of uncertainty mass is dictated by
the projected probability of the referral trust opinion ωA

C .
Trust discounting follows the principle that the smaller the
projected probability PA

C(t), the greater the uncertainty mass
of the derived opinion ωA

C .
Figure 4 illustrates the general behaviour of the trust-

discounting operator, where the derived opinion is constrained
to the shaded sub-triangle at the top of the right-most triangle.
The height of the shaded sub-triangle corresponds to the
projected probability of trust in the trust opinion. The effect
of this is that the barycentric representation of ωC

X is shrunk
proportionally to PA

C(t), to become a barycentric opinion
representation inside the shaded sub-triangle.

C. Trust Fusion Process

The general principle of trust fusion of multiple sources
with opinions about a variable X is illustrated in Figure 5. It
is assumed that the analyst A has trust opinions in the sources
C ∈ C which in turn have opinions about the variable X .

The expression for A’s derived opinion about X as a function
of trust fusion is given by Eq.(25):

Cumulative trust fusion: ω
�[A;C]
X = ⊕

C∈C

(
ωA

C ⊗ωC
X
)

= ⊕
C∈C

(
ω

[A;C]
X

)
.

(25)

In the example of Figure 5 it is assumed that analyst A
receives opinions about X from each source C ∈C, and that A
also has a trust opinion about each source C ∈C. The opinions
ωA

C1
, ωA

C2
, . . .ωA

CN
are trust opinions, whereas ω

C1
X , ω

C2
X , . . .ωCN

X
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are general subjective opinions about variable X . The derived
opinion ω

�[A;C]
X is also a general opinion about X .

The operator for fusing multiple trust paths must be selected
from the set of belief fusion operators described in [1], ac-
cording to some criteria. As an example, Figure 5 and Eq.(25)
express trust fusion using the cumulative fusion operator ‘⊕’
which is described in Section III-A.

Averaging trust fusion is expressed in a similar way to
Eq.(25), by using the averaging fusion operator ⊕:

Averaging trust fusion: ω
�[A;C]
X = ⊕

C∈C

(
ωA

C ⊗ωC
X
)

= ⊕
C∈C

(
ω

[A;C]
X

)
.

(26)

V. TRUST REVISION

A. Motivation for Trust Revision

A situation where multiple sources provide highly conflict-
ing opinions can indicate that some sources are unreliable. In
this situation, it might be useful to have a strategy for dealing
with the conflict.

A simple strategy for fusing conflicting opinions would be
to not revise trust at all. With this strategy the relying party
only needs to determine the most suitable fusion operator for
the situation to be analysed. For example, if cumulative fusion
is considered suitable, then a simple model would be to derive
A’s opinion about X according to the principle of cumulative
fusion described in Section III-A.

This way of fusing highly conflicting opinions might be
appropriate, such as in case different possible events are
observed by different sources in different periods.

However, there are situations where it would be natural
to revise one or several trust opinions in the sources. One
such situation is when the source opinions ω

C1
X , ω

C2
X , . . .ωC1

N
are highly conflicting in terms of their projected probability
distributions on X .

For example, if the sources have observed the same evidence
or event, possibly at the same time, but still express different

opinions, then it is likely that some sources are unreliable, so
that trust revision should be considered.

Another situation that calls for trust revision is when the
relying party A learns that the ground truth about X is radically
different from the received source opinions. Hence, the analyst
has good reasons to distrust a source that provides a very
different opinion.

Since high conflict indicates that one or several sources
might be unreliable, the strategy should aim at reducing the
influence of unreliable sources, in order to derive the most
reliable opinion about the target variable.

A reduction of the influence of unreliable sources typically
involves some form of trust revision, i.e. the analyst’s trust in
some sources can be reduced as a function of their degree of
conflict. A method for trust revision in case of two sources
is described in [5]. This paper generalises trust fusion to the
case of multiple conflicting sources.

B. Trust Revision Method

Trust revision must be a function of the degree of conflict
between the opinions in the trust fusion process. The rationale
is that conflict indicates that some sources are unreliable, so
that trust in those sources should be revised as a function of
the degree of conflict.

We need a method to compute the degree of conflict within
the set of advice opinions. In case of only two sources the
BC (Belief Conflict) was defined in [1] as the product of PD
(Probability Distance) and CC (Conjunctive Confidence):

Belief conflict: BC = PD ·CC . (27)

The generalisation to multiple sources is based on comput-
ing a separate BC for each advice opinion. The belief conflict
is computed relative to the FR (Fusion Reference) opinion
which is simply the averaging trust fused opinion according
to Eq.(26):

Fusion Reference: ω
FR
X = ω

�[A;C]
X . (28)

The projected probability distance PD between ωFR
X and the

advice opinion ωC
X of each source C ∈ C is expressed as

PD(ωC
X ) =

∑
x∈X
|PFR

X (x)−PC
X (x)|

2
. (29)

Similarly, the conjunctive confidence CC between ωFR
X and

the opinion ωC
X of each source C ∈ C is expressed as

CC(ωC
X ) = (1−uFR

X )(1−uC
X ) . (30)

The degree of belief conflict BC between an advice opinion
ωC

X and the trust fusion reference is

BC(ωC
X ) = PD(ωC

X ) ·CC(ωC
X ) . (31)

In case a ground truth opinion denoted ωGT
X is available to

the analyst, the BC can be computed by replacing the fusion



reference opinion ωFR
X with the ground truth opinion ωGT

X
when computing PD and CC.

Trust revision consists of modifying the trust opinions by
increasing distrust mass at the cost of trust mass and uncer-
tainty mass. The idea is that sources found to be unreliable
should be distrusted more. A source found to be completely
unreliable should be absolutely distrusted.

Some degree of conflict will always exists in trust fusion,
and hence trust revision is not always warranted. For example,
in case all source opinions produce equal conflict then there
is no reason that trust in any of the sources should be revised.
Intuitively we will use the Maximum Conflict (MC) and AC
(Average Conflict) as threshold and moderating parameters for
trust revision. The MC and AC of the N sources C ∈ C are

MC(ωωωC
X ) = max

C∈C

(
BC(ωC

X )
)
, (32)

AC(ωωωC
X ) =

∑
C∈C

BC(ωC
X )

N
. (33)

The RW (Revision Weight) for the trust opinion ωA
C of a

specific source C is then obtained by subtracting AC from BC
of the source opinion ωC

X , and normalising afterward. If the
result is negative, then RW is set to zero.

IF BC(ωC
X )−AC(ωωωC

X ) > 0
THEN

RW(ωA
C ) =

MC(ωωωC∈C
X )

(
BC(ωC

X )−AC(ωωωC
X )
)

MC(ωωωC∈C
X )−AC(ωωωC

X )
ELSE

RW(ωA
C ) = 0

ENDIF

(34)

Given the initial trust opinion ωA
C ≡

(
bA

C(t),b
A
C(t),u

A
C,a

A
C(t)

)
,

the revised trust opinion denoted ω̌A
C is expressed as

Revised
trust
opinion

ω̌
A
C :



b̌A
C(t) = bA

C(t)−bA
C(t)·RW(ωA

C ),

b̌A
C(t) = bA

C(t)+(1−bA
C(t))·RW(ωA

C ),

ǔA
C = uA

C−uA
C ·RW(ωA

C ),

ǎA
C = aA

C .

(35)

In terms of representing trust as a point in the opinion
triangle, trust revision consists of moving the trust opinion
point towards the t-vertex as a function of the RW of the
corresponding source, as shown in Figure 6.The effect is that
the trust opinion becomes more distrusting.

After trust revision has been applied to produce ω̌A
C for all

sources C ∈ C, trust fusion e.g. according to Eq.(25) can be
applied, with reduced conflict. Trust-revised cumulative fusion
is given by the expression in Eq.(36) below:

Trust revised fusion: ω̌
�[A;C]
X = ⊕

C∈C

(
ω̌

A
C ⊗ω

C
X
)
. (36)

t vertext vertex
(trust)(distrust)

u vertex  (uncertainty)

A

C

)(tb
A

C )(tb
A
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C

Fig. 6. Revision of trust opinion ωA
C to produce ω̌A

C

Trust revision offers a strategy to handle situations where
potentially unreliable sources produce conflicting opinions,
presumably because some of them give opinions that are
wrong or significantly different from the ground truth. Based
on the degree of belief conflict trust revision determines
the degree by which the referral trust opinions should be
considered unreliable, and therefore be revised in order to have
less influence on the derived fused belief. This process leads
to more conservative results that take into account that the
information sources might be unreliable.

C. Example: Conflicting Restaurant Recommendations

Assume that Alice is on holiday in a foreign country and is
trying to find the favourite restaurant preferred by the locals.
She has met a local named Carlo (source C1) who said that the
restaurant ‘Xylo’ is the favourite of the locals. Alice stays in
a hostel with another traveler named Claire (source C2) who
tells her that she already tried ‘Xylo’, and that she was very
disappointed, because the food was average, and that there
were no locals there. Alice also checks the feedback about
Xylo on Tripadvisor.com (which we call source C3), a website
with a feedback reputation system for hotels and restaurants.

Alice has become friends with Claire, and judges her to be
an experienced traveler, so she intuitively develops a relatively
high trust in Claire. Let us also assume that Alice is somewhat
familiar with Tripadvisor, knowing that it is easy to manipulate
through spam ratings which therefore can not be fully trusted.
Alice has now received advice about the restaurant Xylo
from the frame of sources C = {C1,C2,C3}. This gives her
a basis and a reason to revise her trust in these sources, which
potentially could translate into distrusting some of the sources
with regard to recommending the restaurant Xylo.

Let ωA
C1
, ωA

C2
, ωA

C3
be trust opinions. Let ω

C1
X , ω

C2
X , ω

C3
X be

source opinions about variable X which takes its values from
X = {x1, x2} where x1 : “Xylo is the locals’ favourite” and
x2 : “Xylo is not the locals’ favourite”. Let us first compute
the trust fusion reference opinion ωFR

X :

ωFR
X = ω

�[A;C]
X

=⊕
(

ω
[A;C1]
X , ω

[A;C2]
X , ω

[A;C3]
X

)
.

(37)



Because X is a binary variable, any opinion ωX is a
binomial opinion. The argument opinions, as well as the
derived opinion, are shown in Table I.

TABLE I
ARGUMENT OPINIONS IN RESTAURANT ADVICE EXAMPLE

Initial trust opinions: Source advice opinions:
ωA

C1
ωA

C2
ωA

C3
ω

C1
X ω

C2
X ω

C3
X

bA
C(t) 0.30 0.70 0.40 bC

X (x1) 1.00 0.00 1.00

bA
C(t) 0.00 0.00 0.10 bC

X (x2) 0.00 1.00 0.00

uA
C 0.70 0.30 0.50 uC

X 0.00 0.00 0.00

aA
C(t) 0.90 0.90 0.90 aC

X (x1) 0.10 0.10 0.10

PA
C(t) 0.93 0.97 0.85 PC

X (x1) 1.00 0.00 1.00

It can be seen in Table I that Alice has relatively strong
trust in Claire (C2), but is relatively ignorant about Carlo (C1).
According to Table II the application of trust fusion to the
situation where Alice receives advice from Carlo (C1), Claire
(C2) and Tripadvisor.com (C3) produces a cumulative trust
fused opinion with projected probability PA

X (x1) = 0.36, which
indicates that the chances of Xylo being a good restaurant to be
relatively low, but not totally out of the question. The relatively
low probability is due to Claire’s negative advice about Xylo,
in contrast to the positive recommendation from Carlo and
Tripadvisor.com. Since Alice’s trust in Claire is much stronger
than her trust in Carlo and Tripadvisor.com it would seem
natural to let Claire’s advice carry significantly more weight,
but in the case of simple trust fusion as expressed for the trust
fusion opinions before revision in Table II, it does not.

TABLE II
REVISED TRUST OPINIONS AND TRUST FUSION OPINIONS

Revised trust: Trust fusion opinions:
opinions Before revision After revision

ωA
C1

ωA
C2

ωA
C3

ω
�[A;C]
X ω

�[A;C]
X ω̌

�[A;C]
X ω̌

�[A;C]
X

b̌A
C(t) 0.13 0.70 0.29 bA

X (x1) 0.36 0.35 0.06 0.06

b̌A
C(t) 0.57 0.00 0.35 bA

X (x2) 0.62 0.60 0.91 0.86

ǔA
C 0.30 0.30 0.36 uA

X 0.02 0.05 0.03 0.08

aA
C(t) 0.90 0.90 0.90 aA

X (x1) 0.10 0.10 0.10 0.10

P̌A
C(t) 0.40 0.97 0.61 PA

X (x1) 0.36 0.35 0.06 0.07

From an intuitive perspective, Alice’s natural reaction in
this situation would be to revise her trust in Carlo and Tri-
padvisor.com for the purpose of recommending Xylo, because
their advice conflict with that of Claire whom Alice trusts with
more confidence. Alice would typically start to distrust Carlo,
because apparently his advice is unreliable. As a result of this
trust revision, Claire’s advice would carry more weight.

As visualised in Figure 7, Alice’s trust in Carlo (C1) and
in Tripadvisor.com (C3) is significantly reduced, whereas her
trust in Claire (C2) is unchanged. This reflects the intuitive
reaction we would have in a similar situation.

t vertext vertex
(trust)(distrust)

u vertex  (uncertainty)

A

C
1

A

C
1

A

C
3 A

C

A

C
22

A

C
3

Fig. 7. Trust revision in the situation of restaurant recommendations

Trust revision is an ad hoc operation because it does not
correspond to any deterministic process that can be objectively
observed and analysed. Especially the revision factor RF is
affected by the design choice of mirroring intuitive human
judgment. There might be different design choices for the
revision factor that better reflect human intuition, and that also
can be shown to produce sound results under specific criteria.

VI. CONCLUSION

We have described multi-source trust fusion in subjective
logic. We have also described the principle of trust revision
in the case when multiple sources provide conflicting advice.
These methods are useful for modelling situations involving
multiple possibly unreliable sources of opinions.
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