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Abstract:  
A so-called root of trust for a computer platforms is the initial set of program instructions, typically stored as 
firmware, that starts executing before any other program when the computer boots. There are currently a 
number of competing solutions for the root-of-trust on X86 platforms, which are the platforms on which all 
Windows and Linux operating systems run today. While the technical need for such a solution is well 
established, we argue that specific variations/implementations of the root-of-trust are more motivated by 
strategic and political reasons, rather than by technical ones. Indeed, firmware-based stealthy malware on X86 
platforms has attracted considerable attention over the past years, mainly due to the fact that traditional 
detection mechanisms are inefficient against such malware. One of the most attractive targets of such 
malware is the BIOS/UEFI firmware which constitutes the root-of-trust on most X86 platforms. In order to 
increase the security assurance of these platforms, the so-called trusted computing is an alternative solution 
which aims at anchoring the X86 root-of-trust in specialized hardware rather than in firmware. Whoever 
controls the root-of-trust can technically monopolize the power to decide upon the security level of all 
subsequently running software on the platform. This naturally creates competition between different 
hardware and software providers about whose root-of-trust solution will be accepted and adopted in the 
market. This also means that government and commercial entities that understand the implications of 
controlling the X86 root-of-trust could decide not use/buy platforms from manufacturers located in countries 
that are not aligned with their political views. In this paper, we present and discuss the different root-of-trust 
solutions that have been proposed for the X86 platforms by different industry players. We then analyze 
possible strategic or political motives behind the design of these solutions. We mainly focus on design 
developed by the Trusted Computing Group (TCG) and Intel Corporation. Finally, we discuss the implications 
the solutions can have on the way X86 platforms are manufactured and distributed, as well as on how the 
solutions influences the corresponding ecosystem from the end users’ point of view. 
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1.  Introduction   
 
Modern citizens rely heavily on their computing platforms for daily activities. Many of these activities deal with 
data and transactions that are sensitive and private in nature, such as e-banking and e-health. Needless to say 
that it is important to ensure that these transactions are carried out with the highest assurance of integrity 
and confidentiality. End-point security focuses on the security of interconnected platforms in a network, and 
the root-of-trust is the foundation for end-point security. As Rutkowska articulates clearly, “Computer and 
network security in practice starts at the hardware and firmware underneath the endpoints. Their security 
provides an upper bound for the security of anything built on top”.Indeed, while having the most sophisticated 
transport layer encryption algorithms, would definitely be a sought after feature, at the end of the day, when 
we want to decrypt the messages we receive over the network, we have to do it within a certain end point 
computing platform. This means that we have to trust that the system software that is managing our 
decryption application is trusted and would not compromise our security either intentionally, by being infected 
by malware, or unintentionally, by being having a backdoor .” (Rutkowska, 2015). 
  
However, a paradox in today’s Internet computing environment is that we continue to build vulnerable client 
platforms while still expecting them to support trusted online interactions. According to PandaLabs’ estimates, 
approximately one third (31.63 %) of the world’s PCs are infected with some sort of malware (Q2 2012) of 
which most (78.92 %) are Trojans (PandaLabs, 2012). It must therefore be assumed that sooner or later a client 
platform will be infected by malware, which means that it can never be trusted. Within this paper, we aim to 
investigate trusted computing as one of the solution paradigms for malware detection and protection that 
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have been backed by both industry and academia. We will focus on analysing how much of the solution 
requirements have been influenced by technical vs. political reasons. 
 
The rest of the paper is organized as follows: the first section will start by introducing the classes of malware 
that can infect the different components of a modern computing platform (firmware, system software, 
application programs). The second section will focus on a specific type of malware which targets X86 BIOS 
firmware.  Subsequently, we will discuss the main solutions available nowadays to protect and detect against 
such BIOS-based malware. One of these solution paradigms, being trusted computing, will be presented in the 
following section. The paper will then introduce the different implementations of trusted computing which are 
adopted by the industry. We will show that many of the implementation and design choices for these 
seemingly different technologies are motivated mostly by geo-political reasons. The paper will close with 
further discussions about the possible consequences of the increasing geo-political dimension of the security 
technology design and implementation.  
 

2. Problem Statement and Background 

2.1  Malware Class of Focus 

According to Witten, a malware can be broadly defined as “a program that has a malicious intent. Examples of 
malware are viruses, Trojans, and worms. Malware is usually classified according to its propagation method 
and goal into the following categories” (Witten, 2007). Indeed, classifying malware is very important. It can 
provide a better understanding of the malware and its intent, as well as help us choose and decide on the 
proper solution to use against it. In this paper we focus on the class of malware which exhibits the following 
behaviour as articulated by Xiang and Yu:  
 

“A program or set of programs which resides in system space, able to change the kernel instruction 
execution flow or change the kernel auditing and important data structures that bookkeeping system 
relies on. It can hide itself, delete files, theft information and execute other malicious functions which 
damage operating system security” (XiangYu, 2015).   

 
In other words, the type of malware we will focus on is one that operates by modifying parts of the system 
software. By extension, malware that is stealthier than that is outside of the scope of this paper. The reason 
for this focus is because trusted computing was designed to specifically fight against this type of malware. The 
next section will explain why system software malware is of particular interest to us. 
 

2.2 Why System-Level Malware 

 
The system software (operating systems and virtual machine managers) represents the basic instructional 
foundation for computers to manage processing and memory resources, and to interface with input and 
output devices and applications (MSI Security, Ltd 2014). The X86 architecture was designed in a way that 
application level programs are managed by the underlying system software. This means that even if a program 
is properly designed and free of bugs, it would still be vulnerable to any vulnerability that the underlying 
operating system it runs on suffers from. Indeed, just because an application level program is free from bugs, 
does not mean that its execution will be secure (Lipp, 2016).  
 
This highlights the importance of ensuring that the operating system is not subverted by any type of malware, 
especially stealthy ones, as this will render any further security mechanisms practically useless. One way in 
which the operating system can be compromised is during its boot up process. Indeed, “before a computer can 
fully exploit the functionality of an operating system, the operating system must be loaded into memory and 
executed through a boot process. Computers typically include a Basic Input Output System (BIOS), which may 
reside in firmware or software, and which facilitates the basic input and output operations necessary to 
accomplish the booting of the computer. The BIOS may perform the steps of identifying bootable external 
devices, such as mechanical disk and loading boot instructions from a predetermined location, sometimes 



 
 

termed a master boot record, on the external device into the computer memory” (MSI Security, Ltd 2014). In 
Intel X86 platforms, the boot process follows the following sequence: 
  
 

 
 
   Figure 1: Example of X86 boot up process (Pachiyappan, 2013) 
 
 
As described by Pachiyappan, “When a typical Linux desktop machine is powered on, the hardware needs time 
for voltage to stabilize and reset to be released. After reset, processor executes code from a well known 
location. In a desktop machine this location is in BIOS (Basic Input Output System), which is stored in flash 
memory of mother board. The purpose of BIOS is to perform some low level initialization like Cache, Memory 
controller, clocks. CPU initially executes a portion of BIOS from flash itself, which includes low level 
initialization. Once initialization of chipset is done, CPU loads remaining portion of BIOS into RAM and executes 
it. BIOS searches for bootable devices in their order of priority, and looks for first level boot loader i.e. 
MBR(Master Boot Record). If MBR is found, it is loaded into RAM. If no MBR is found, BIOS gives error message 
"no bootable device, insert boot disk"(Pachiyappan, 2013).  
 
The description of the boot process clearly shows that at any stage of the booting process, if one of the 
components becomes compromised, then they would be able to subvert the operating system. Hence, it 
becomes clear than ensuring that the booting process is secure is actually at the core of endpoint security 
requirements. Hence, verifying the integrity of every component involved in the boot process, starting with the 
BIOS should be at the core of any solution aiming to provide strong security guarantees for X86 platforms. 
  

3. Currently Suggested Solutions 
Detection and protection against system level malware, especially BIOS malware, has been a topic of great 
research efforts from both academia and industry. The main solutions can be broadly classified under one of 
the following categories: 
 

1. Network Traffic analysis in order to detect suspicious outgoing leaked traffic from the computing 
platform. 

2. Reverse engineering of malware in order to develop network signatures for malicious traffic filtering 
(Zhong, 2015). 

3. Digital signatures of software running in the machine. 
4. Trusted computing. 

 
For several reasons that are outside the scope of this paper, there are well documented shortcomings to the 3 
first approaches. In the remaining of this paper we will focus on the trusted computing paradigm. 



 
 

4. Trusted Computing Paradigm 
The concept of the Trusted Computing was developed by an industry consortium, referred to as the Trusted 
Computing Group. It aims at protecting computing infrastructure and billions of end points, based on a 
hardware root of trust (TCG-Architecture, 2014). The principal mechanism for achieving this goal is to verify 
and enforce known, and thereby trusted, configurations of computing platforms. The verification of platform 
configuration rests on establishing a complete chain of trust, i.e. a verified list of all hardware and software 
that has been installed on a platform (Lyle, 2009)( Llopart, 2013). This chain of software can then be compared 
to a list of known ‘trusted’ software modules, in contrast to traditional approaches such as virus scanners that 
try to recognize and eliminate instances of bad software in isolation from the rest of software modules on a 
computing platform (Dietrich, 2012). 
 
The TPM (Trusted Platform Module) is of one of the main building blocks of this paradigm. TPM is defined by 
the TCG as a computer chip micro-controller that is attached to the motherboard. The technologies proposed 
by the TCG are centred on the TPM. The main services offered by TPMs are: Secure Storage; Remote Integrity 
Attestation; and Integrity Measurement. The latter is the focus of the paper, and its details are explained in 
Section 4 (TCG-P2. 2014). 

4.1 Integrity Measurement 

The TPM can securely store artefacts (encryption keys, passwords, certificates). It can also store platform 
integrity measurements that are used to verify the platform integrity. In the TPM jargon, this is expressed by 
saying that it helps to ensure that the platform remains trustworthy. This is possible thanks to the 16 PCRs 
(Platform Configuration Registers) it provides. A PCR is a 256/512 bit wide register that can hold a hash digest. 
Each digest corresponds to a measurement of a piece of software or hardware present on the platform (TCG-
P2, 2014). It is not possible to write directly to a PCR. The only allowed PCR operation is extend(x): This 
operation calculates the new value of a PCR as a hash digest of the concatenation of the old value and the new 
value x (TCG-P3, 2014) which then becomes a hash chain. By definition, the extend operation is non-
commutative, meaning that the tracking of the order of events is guaranteed. Also, because the size of the 
hash digest is fixed, a PCR has the capacity to store an arbitrary number of measurements. 

5. Root of Trust 
The root of trust of an X86 platform is the piece of software and/or hardware which bootstraps trust in the 
platform.  The focus of this paper is on the static root of trust of measurement; thereafter referred to as SRTM, 
which aims to achieve static boot process integrity verification, versus run time integrity verification. 
 

• Without TPM integrity measurement, we can say that the BIOS is the root of trust of X86 platforms, as 
it is the first piece of code that loads into the CPU. 

• The presence of the TPM integrity measurement process, assumes the presence of another 
component which will measure the BIOS in order to confirm that it hasn’t been altered by any 
malware, by hashing it and comparing the resulting value with a reference golden value. This new 
root of trust of measurement is called the Static Root of trust; thereafter referred to as the SRTM. 

o “As Per the TPM PC client spec, when the system boots the SRTM will measure itself as well 
as other parts of the BIOS, the master boot record, etc. and store the measurements in the 
TPM. The component that specifically performs self-measurement is considered the Core 
Root of Trust for Measurement (CRTM)” (Butterworth, 2013). 

• All subsequent discussions will focus on the CRTM as being the root of trust of measurement. 
 

5.1 Security Requirements for CRTM 

 
Now that we have defined what a CRTM is, this section will analyse whether its design specifications do match 
its security requirements. Indeed, it follows from the definition that “If the CRTM can be modified without the 
self-measurement detecting the change, the chain of trust is fundamentally broken, and all subsequent 
elements in the chain can be corrupted without detection (Butterworth, 2013). 
Hence, we can conclude the following security requirements for the design and implementation of the CRTM: 



 
 

From a pure technical perspective, one can conclude that: 
1. The CRTM should always be trusted to behave in the expected manner, because its misbehaviour 

cannot be detected under normal operation (TCG-CRTM, 2014). 
2. The CRTM should be written into a piece of memory that immutable and that will not be subject to 

the same software attacks that the BIOS is subject to. Otherwise, this becomes a senseless vicious 
cycle (TCG-CRTM, 2014). 

 
One would naturally expect that the implementation requirements stipulated in the specification would reflect 
the described design requirements, and on the surface, it does. The TPM PC client spec says that: “The Core 
Root of Trust for Measurement (CRTM) MUST be an immutable portion of the Host Platform's initialization 
code that executes upon a Host Platform Reset” (Butterworth, 2013). 
 

“Unfortunately this immutability is not per the dictionary definition. Instead, in this specification, 
immutable means that to maintain trust in the Host Platform, the replacement or modification of 
code or data MUST be performed by a Host Platform manufacturer-approved agent and method." 
There are therefore a number of reasons why the CRTM may in practice be quite mutable.” 
(Butterworth, 2013). 

 
What the above means, is that the specification leaves the room open for the CRTM to be implemented in a 
non-immutable memory, leaving it this way exposed to the same type of malware it is trying to protect the 
BIOS against. This is in clear contradiction with the whole trusted computing paradigm and its security 
requirement. Upon further research and reflection upon the topic, we concluded that such a decision was not 
based on technical considerations, but on political and strategic ones. Indeed, whoever owns the CRTM would 
have in theory the ability to manipulate the configuration of the platform, in a way that can potentially allow it 
to spy on the end user and leak its information. 

6. What Does It Mean to Own The CRTM? 
Simply put, whoever controls the platform root of trust would control the platform. And whoever controls  end 
user’ platforms would have the upper hand in Cyber warfare operations. 
 

1. If a CRTM is provided by a BIOS provider on a commercial company that is sympathetic to country X, 
why would you be surprised that in time of conflict with country Y, they would target computing 
platforms of the latter country?  Furthermore, entities controlling this root of trust would also be able 
to permanently backdoor their CRTM implementations, allowing for easy mass surveillance activities 
on unsuspecting citizens. 

a. Official entities at state level are very well aware of these facts. So it is only reasonable that a 
technology which imposes one and only CRTM to be used by all end users would not be 
supported, even if it meant weaker security guarantees. And this is what we are 
demonstrating in this paper.  

 
2. Other reasons why one secure implementation of the CRTM is not an attractive solution can be 

explained by commercial reasons. Theoretically, the CRTM implementation can mandate which 
subsequent software would be allowed to boot on a specific platform, and more interestingly which 
ones would not be able to. Whether this is something that CRTM providers would choose to do is only 
something we can speculate about, but its technical feasibility is not something to be taken lightly. 

6.1 Resulting CRTM Implementations: 

6.1.1 Flash Memory Based CRTM 

Because CRTM implementation in the specification still allowed for it to be in non-immutable memory, for the 
first couple of years of the technology being around, many BIOS providers made the ‘interesting’ choice of 
implementing CRTM in flash memory, at the risk of it being subject to the same type of malware it tries to 
protect the platform against. It should not come as a surprise when attacks against CRTM came to the public 
eye.  
 



 
 

One example of such documented attacks was disclosed by the team from The MITRE Corporation who 
showed “how novel tick malware, a 51 byte patch to the CRTM, can replay a forged measurement to the TPM, 
falsely indicating that the BIOS is pristine. This attack is broadly applicable, because all CRTMs we have seen to 
date are rooted in mutable firmware. They also show how malware can survive attempts to reflash infected 
malware with a clean image” (Butterworth, 2013). 
Indeed, all of these different political reasons have not only made the specifications loose, but they have given 
the community a false sense of security. 

7. Hardware Based CRTM 
After few years of only having non immutable based CRTM implementation, some hardware providers finally 
took the decision to put CRTM in hardware. There is more than way to implement hardware based CRTM: 
 

1. Discrete IP block (a chip) 
2. Integrated IP block 
3. Separate hardware domain  

 
While the 3 implementations could potentially offer similar security guarantees, they have different 
implications on who/how many people would be able to produce (TCG-CRTM, 2014).  
 

 
Figure 2: possible hardware implementations of the CRTM (TCG-CRTM, 2014) 

7.1 Intel Boot Guard 

Intel chose to implement a CRTM in which a “processor-provided and ROM-based, trusted piece of code 
executes first and plays the role of a CRTM. This CRTM then measures the next block of code (read from the 
flash), called the Initial Boot Block (IBB). Depending on the mode of operation (determined by blowing fuses by 
the OEM during platform manufacturing10) the Boot Guard’s CRTM will either: passively extend the TPM’s 
PCRs with the hash of the measured boot block, or 2) will check if the boot block is correctly signed with a key 
which has been encoded in the processor fuses by the OEM (Rutkowska, 2015). By making this move, and 
having a CRTM as part of the processor,  one can argue that Intel has basically rendered the other possible 
implementations of CRTM trivial, and that if boot guard is activated on the platform in its measurement mode, 
then it would have the ability to override the decisions of a software based CRTM 

8. Conclusion: 
In this paper we have discussed both the technical and political reasons that motivated the CRTM 
specifications design and implementation. We have concluded that political motives have been the reason for 
a less secure solution. While one can understand that given the current geopolitical context, it is 
understandable to be wary of putting a lot of power in the hands of one entity, one cannot help but reflect 
upon how our global society is evolving politically and how computer science is mirroring this evolution. 
Indeed, we are at a point where we can no more only take decisions that are technically sound for us to 
protect our computing platforms. These decisions are increasingly politically motivated, but the technical 



 
 

literature is typically silent about that. The distinction between bad guys and good guys has become very 
blurred. If we no longer know whom we want to protect ourselves from, then our security solutions will fall 
short.  
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