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Abstract. Today, a variety of intrusion detection systems based on a variety of techniques and data 
sources exists. The alarms generated by these sensors need to be managed efficiently to generate an 
appropriate amount of alerts. This could be accomplished by fusing alarms from multiple sensors to 
report an attack only once, correlate alarms to reduce the number of false alarms and aggregate alarms to 
present attack scenarios. This paper proposes a method for reasoning about intrusion attacks by 
associating beliefs with each type of alarm and analyzing combinations of alarms by using Subjective 
logic. The advantage of this approach is that different types of alarms easily can be combined together to 
enhance the accuracy and trustworthiness of the results and allowing evidence coming from less reliable 
sources to be discounted accordingly. 
 
 

1. Introduction 
Intrusion detection systems are based on analyzing system and network events as well as user 
behavior. The collected evidence is often ambiguous, i.e. it can indicate that an intrusion attempt is 
being made or it can indicate unusual but still acceptable user behavior. The quality of an intrusion 
detection system can be judged by how well it can separate between the two cases. A system that 
produces false positives, i.e. false alarms, creates information overload and an extra burden on system 
administration staff. A system that produces false negatives, i.e. that fails to raise alarm when an 
intrusion is taking place will let attacks pass undetected. There is also a risk that intrusion detection 
creates an administrative overload due to an increased number of alerts, e.g. an attack generates more 
than one alert. Letting a fusion component correlate alarms and use attack scenarios to report a 
condensed view could prevent this. Because the alarms and their meaning is often inconclusive the 
problem is to design an intrusion detection system that is able to make the right decisions in an 
environment of uncertainty. 

Intrusion detection systems could be constructed in a variety of ways using anomaly, misuse or 
correlation detection techniques. They could collect raw data from networks, host or applications. 
These techniques and raw data sources together with a variety of configuration parameters makes it 
possible to create sensors that have different strengths and weaknesses. Consider for example anomaly 
vs. misuse detection. Anomaly detection has a high potential to identify new and novel attacks. 
However, they normally generate a large number of false alarms. Misuse detection normally produces 
alarms with a high accuracy for a number of well-defined attacks, but might have problems identifying 
new and stealthy attacks. One way to improve the detection capability is to use the output from 
multiple heterogeneous sensors and correlate the alarms raised by these sensors.  
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Candidate techniques for dealing with intrusion alarms in an environment of uncertainty are for 
example neural networks, fuzzy logic or subjective logic. The next section briefly discusses the 
potential merits of neural networks, fuzzy logic and subjective logic for analyzing intrusion alarms to 
improve the accuracy of attacks detection. This paper will focus on subjective logic which will be 
described in more detail in Section 4. Section 5 provides some examples of analyzing alarm with 
subjective logic. 

2. Intrusion Analysis Techniques 

2.1. Neural Networks 
Neural networks are able to recognize patterns by learning. In order to learn how to detect intrusions 
the neural network must be fed with relevant evidence and each time be told whether this represents an 
intrusion or not. After a period of learning the network will be able to recognize and distinguish 
patterns in the evidence and decide whether it represents an intrusion attempt or not.  

The quality of the decisions will depend on the degree of similarity between different instances of 
the same type of intrusion alarm, and on the neural network paradigm (algorithm) used. New types of 
attacks will pass undetected as long as the neural network is not told that the corresponding pattern of 
alarms represents an attack. Neural networks have previously been used to perform both anomaly [3, 
12, 14] and misuse [2] detection. One problem relating to correlation of alarms might be to discount 
alarms from less reliable sources in an appropriate way.  

2.2. Fuzzy Logic 
Fuzzy logic is suitable for reasoning about linguistically fuzzy sets such as the set of high 
temperatures or the set of high speeds. Membership functions must be defined that determine an 
object's degree of membership (in the range 0 to 1) in the fuzzy set as a function of measured values. 
The measures must be crisp and can for example be the actual temperature and pressure of object of 
interest. Membership functions could for example translate engine temperature Ct o80= t and engine 
speed rpms 8000=  into high degrees of membership if they were referring to temperature and speed 
for a normal car engine, but low degree of membership for a Formula 1 engine. The fuzzy logic 
operator for AND is simply the Min value of two membership functions, and the operator for OR the 
Max value. An engine controller based on fuzzy logic could for example be programmed to reduce 
engine speed if membership values in {P the set of high temperatures} OR {the set of high speeds} is 
higher than a predetermined threshold value.   

Fuzzy logic has been successfully applied for controlling a range of dynamic processes where 
classical control theory becomes too complex. Fuzzy membership functions have been applied as a 
component of intrusion detection [4, 11]. The key to a good fuzzy control system lies in clever tuning 
of membership functions and threshold values, and this depends more on insight and experience than 
mathematical analysis. The suitability of fuzzy logic for intrusion detection depends on being able to 
express intrusion criteria as fuzzy logic rules and on the availability of crisp measures corresponding 
to the fuzzy sets. One important question is whether intrusion itself is a fuzzy concept. In our view it 
does not seem to be fuzzy because behaviour is determined by the will to either intrude or not, and not 
something in between.  

2.3. Subjective Logic 
Subjective logic is a framework for artificial reasoning which is based on belief theory. Belief theory 
(also called Dempster-Shafer theory) was first set forth by Dempster in the 1960s as a framework for 
upper and lower probability bounds, and subsequently extended by Shafer who in 1976 published A 
Mathematical Theory of Evidence [13]. A more concise presentation of belief theory can be found in 
Lucas & Van Der Gaag 1991 [10]. Classical belief theory mainly provides a sub-additive probability 



model for representing beliefs where probabilities of all possible events in an event space not 
necessarily add up to one. Classical Dempster-Shafer theory suffers from the lack of traditional logical 
operators such as AND and OR. 

Subjective logic is based on classical belief theory but contains the standard logical operators in 
addition to some non-standard operators which specifically depend on belief ownership. Beliefs can be 
interpreted as probability measures containing secondary uncertainty and subjective logic can be seen 
as an extension of both probability calculus and binary logic. Subjective logic is a framework for 
reasoning about linguistically crisp events, for example when it can be said that a system either is in 
one state or another, and not somewhere in between.  Subjective logic should therefore not be 
confused with fuzzy logic. The latter operates on crisp measures about linguistically fuzzy 
propositions whereas subjective logic operates on (uncertain) beliefs about crisp propositions.  
Subjective logic has been proposed for reliability analysis (Jøsang 1998 [5]), authentication (Jøsang 
1999 [6]), and legal reasoning (Jøsang and Bondi 2000 [7]). Subjective logic seems very suitable for 
reasoning about intrusion attacks because an attack can be considered to be a crisp event, i.e. an attack 
either takes place or not, and because beliefs about intrusion can have varying degrees of certainty.  

3. Subjective Logic Theory  
Subjective logic operates on a 3-dimensional metric called opinion. 
 
Definition1 (Opinion). Let { }xx,=Θ  be a state space containing x  and its complement x . Let xb , 

xd  and xu  represent the belief, disbelief and uncertainty in the truth of x satisfying the equation: 

1=++ xxx udb ,    (1) 

and let xa  be the relative atomicity of x  in Θ .  Then the opinion about x , denoted by xω , is the 
tuple: 

( )xxxxx audb ,,,≡ω  

The three coordinates ( )udb ,,  are dependent through Eq. (1) so that one is redundant. However, it is 
useful to keep all three coordinates in order to obtain simple operator expressions.  Opinions can be 
projected onto a 1-dimensional probability space by computing the probability expectation value. 
 
Definition 2 (Probability Expectation). Let ( )xxxx audb ,,,=ω  be an opinion about the truth of x , 
then the probability expectation of xω is defined by: 
 

( ) xxxx uabE +=ω  
 

Eq.(1) defines a triangle that can be used to graphically illustrate opinions. As an example the 
position of the opinion ( )60.0,50.0,10.0,40.0=xω  is indicated as a point in the triangle. Also shown 
are the probability expectation value and the relative atomicity.  The base line between the belief and 
disbelief corners in Fig.1 is called the probability axis. The relative atomicity can be graphically 
represented as a point on the probability axis. The line joining the top corner of the triangle and the 
relative atomicity point becomes the director.  In Fig.1 ( ) 60.0=xa  is represented as a point, and the 
dashed line pointing at it represents the director. 

The projector is parallel to the director and passes through the opinion point xω . Its intersection 
with the probability axis defines the probability expectation value which otherwise can be computed 
by the formula of Def.2. The position of the probability expectation ( ) 70.0=xE  is shown. For 
simplicity the probability expectation of an opinion xω can be denoted according to ( ) ( )xEE x ≡ω . 
 



 
Figure.1. Opinion triangle with xω  as example 

 
Opinions situated on the probability axis are called dogmatic opinions, representing traditional 

probabilities without uncertainty. The distance between an opinion point and the probability axis can 
be interpreted as the degree of uncertainty. Opinions situated in the left or right corner, i.e. with either 

1=b  or 1=d  are called absolute opinions. They represent situations where it is absolutely certain 
that a state is either true or false, and correspond to TRUE or FALSE proposition in binary logic. 

So far we have described the elements of a state space simply as states. In practice states will 
verbally be described as propositions. Standard binary logic operates on binary propositions that can 
take the values TRUE or FALSE. Subjective Logic operates on opinions about binary propositions, i.e. 
opinions about propositions that are assumed to be either TRUE or FALSE. In this section we describe 
the classical logical operators 'AND' and 'OR' as well as two non-traditional operators called 
'Discounting' and 'Consensus' that will be used in the example in Sec.5. A demonstration of the 
operators can be found at [16]. 

Opinions are considered to be held by individuals, and will therefore have an ownership assigned 
whenever relevant. In our notation, superscripts indicate ownership, and subscripts indicate the 
proposition to which the opinion applies. For example A

xω is an opinion held by agent A about the 
truth of proposition x . 

3.1. Multiplication and Co-multiplication 
This section describes the multiplication1 and co-multiplication2. A product of two opinions represents 
the opinion about the conjunction of states, whereas a co-product of two opinions represents the 
opinion about the disjunction of states. 

Forming an opinion about the conjunction of two states from distinct state spaces consists of 
determining from the opinions about each state a new opinion reflecting the truth of both states 
simultaneously. This corresponds to 'AND' in binary logic and to multiplication in probability 
calculus. 
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Theorem 1 (Multiplication). 
Let XΘ  and YΘ be two distinct binary state spaces and let x  and y be propositions about states in 

XΘ and YΘ respectively. Let ( )xxxxx audb ,,,=ω  and ( )yyyyy audb ,,,=ω  be an agent's opinions 
about x and y . Let ( )yxyxyxyxyx audb ∧∧∧∧∧ = ,,,ω be the opinion such that: 

 

1. yxyx bbb =∧  
2. yxyxyx ddddd −+=∧  
3. yxxyyxyx uuububu ++=∧  

4. 
yxxyyx

yxyxxyxyxy
yx uuubub

uuaaubauba
a

++

++
=∧  

 
Then yx∧ω  is called the product of xω  and yω , representing the agents opinion about both x  and 
y being true simultaneously. By using the symbol ' • ' to designate this operator, we define 

yxyx ωωω ⋅≡∧ . 
 

Let us now turn to co-multiplication of opinions. Forming an opinion about the disjunction of two 
propositions from distinct state spaces consists of determining from the opinions about each 
proposition a new opinion reflecting the truth of one or the other or both propositions. This 
corresponds to 'OR' in binary logic or co-multiplication in probability calculus. 
 
Theorem 2 (Co-multiplication) 
Let XΘ  and YΘ be two distinct binary state spaces and let x  and y be propositions about states in 

XΘ and YΘ respectively. Let ( )xxxxx audb ,,,=ω  and ( )yyyyy audb ,,,=ω  be an agent's opinions 
about x and y . Let ( )yxyxyxyxyx audb ∨∨∨∨∨ = ,,,ω be the opinion such that: 

 
1. yxyxyx bbbbb −+=∨  
2. yxyx ddd =∨  
3. yxxyyxyx uuududu ++=∨  

4. 
yxxyyxyx

yxyxxyxyxyyyxx
yx uuububuu

uuaaubaubauaua
a

−−−+

−−−+
=∨  

 
Then yx∨ω  is called the coproduct of xω  and yω , representing the agents opinion about both x  and 
y both being true. By using the symbol 'C ' to designate this operator, we define yxyx ωωω C≡∨ . 

 
When applied to absolute opinions, i.e with either 1=b  or 1=d , multiplication and co-

multiplication of opinions are equivalent to 'AND' and 'OR' of binary logic, that is; they produce the 
truth tables of logical 'AND' and 'OR' respectively. When applied to dogmatic opinions, i.e opinions 
with zero uncertainty, they are equivalent to multiplication and co-multiplication of probabilities 
respectively. 

3.2. Discounting 
Assume two agents A  and B  where A  has an opinion about B  in the form of the proposition: " B  is 
knowledgeable and will tell the truth''. In addition B  has an opinion about a proposition x . Agent A  
can then form an opinion about x  by discounting B 's opinion about x  with A 's opinion about B . 
There is no such thing as physical belief discounting, and discounting of opinions therefore lends itself 



to different interpretations. The main difficulty lies with describing the effect of A  disbelieving that 
B  will give a good advice. This we will interpret as if A  thinks that B  is uncertain about the truth 
value of x  so that A  also is uncertain about the truth value of x  no matter what B 's actual advice is. 
Our next definition captures this idea. 
 
Definition 3 (Discounting3)  
Let A  and B be two agents where ( )A

B
A
B

A
B

A
B

A
B audb ,,,=ω  is A 's opinion about B  as an advice 

provider, and let x  be a proposition where ( )B
x

B
x

B
x

B
x

B
x audb ,,,=ω  is B 's opinion about x  expressed 

in an advice to A .  Let ( )AB
x

AB
x

AB
x

AB
x

AB
x audb ,,,=ω  be the opinion such that: 

 
1. B

x
A
B

AB
x bbb =  

2. B
x

A
B

AB
x dbd =  

3. B
x

A
B

A
B

A
B

AB
x ubudu ++=  

4. B
x

AB
x aa =  

 
Then AB

xω  is called the discounting of B
xω  by A

xω  expressing A 's opinion about x  as a result of B 's 
advice to A . By using the symbol ' ⊗ ' to designate this operator, we define B

x
A
B

AB
x ωωω ⊗≡ . 

 
It is easy to prove that ⊗  is associative but not commutative. This means that in case of a chain of 

recommendations the discounting of opinions can start in either end of the chain, but that the order of 
opinions is significant. In a chain with more than one advisor, opinion independence must be assumed, 
which for example translates into not allowing the same entity to appear more than once in a chain. 

3.3.Consensus 
The consensus of two possibly conflicting and uncertain opinions is an opinion that reflects both 
opinions in a fair and equal way. For example if two observers have observed the outcomes of a 
repetitive process over two different time intervals so that they have formed two independent opinions 
about the likelihood of one particular outcome, then the consensus opinion must be the belief about 
that outcome to occur which a single agent would have after having observed the process during both 
periods. This interpretation of belief combination can be supported by classical statistical inference 
principles. See Jøsang 2001 [8] for a formal justification of the consensus operator. 
 
Definition 4 (Consensus Operator). 
Let ( )A

x
A
x

A
x

A
x

A
x audb ,,,=ω  and ( )B

x
B
x

B
x

B
x

B
x audb ,,,=ω  be opinions respectively held by agents A and 

B  about the same proposition x , and let B
x

A
x

B
x

A
x uuuu −+=κ . Let ( )BA

x
BA

x
BA

x
BA

x
BA

x audb ,,,,, ,,,=ω  be 
the opinion such that: 
 

:0≠κfor   :0=κfor  

( ) κA
x

B
x

B
x

A
x

BA
x ububb +=,    

2
,

B
x

A
xBA

x
bb

b
+

=  

( ) κA
x

B
x

B
x

A
x

BA
x ududd +=,    

2
,

B
x

A
xBA

x
dd

d
+

=  

( ) κB
x

A
x

BA
x uuu =,    0, =BA

xu  

( )
B
x

A
x

B
x

A
x

B
x

A
x

B
x

A
x

B
x

A
x

A
x

B
xBA

x uuuu
uuaauaua

a
2

,

−+
+−+

=   
2

,
B
x

A
xBA

x
aa

a
+

=  
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Then BA
x

,ω  is called the consensus between A
xω  by B

xω  representing an imaginary agent [ ]BA, 's 
opinion about x , as if that agent represented both A  and B . By using the symbol ' ⊕ ' to designate 
this operator, we define B

x
A
B

BA
x ωωω ⊕≡, . 

 
It is easy to prove that the consensus operator is both commutative and associative which means 

that the order in which opinions are combined has no importance. Opinion independence must be 
assumed, which obviously translates into not allowing an agent's opinion to be counted more than 
once. 

4. Intrusion detection with Subjective Logic 
In this study, a model consisting of one or more sensors and a sensor fusion component have been 
used to show how subjective logic could be applied to intrusion detection. A sensor processes raw data 
and will raise an alarm if necessary. The fusion component will process the generated alarms and if 
necessary generate an alert (Fig.2). The alert could be handle manually by a decision maker or 
generate an automatic response. The opinion about the accuracy of an alert will help the manual or 
automatic response process to handle an alert in an appropriate manner.  
 

 
 

Figure.2 Model used in this study 
 
Subjective logic could be appropriate for both sensor and fusion components. When subjective logic is 
applied to a sensor the evidence found in the raw data source can generate opinions about the presence 
of an attack. Some evidence can generate positive opinions and others can generate negative opinions, 
i.e. beliefs or opinion about the presence of an attack. This belief or opinion could then be reflected in 
the alarm and used by the fusion component to correlate multiple alarms.  

When subjective logic is applied to a fusion component, the fusion component could use the alarms 
generated by sensors together with its own opinion about the capability of the sensor to draw 
conclusions about the situation. In this study we have been focusing on subjective logic applied to the 
fusion component.  

5. Examples 
A fusion component could generate alerts based on a single type of alarm or a combination of several 
seemingly unrelated types of alarms. By translating each observed alarm into a belief or opinion about 
a crisp proposition, subjective logic rules can be defined for each category of intrusion attacks.  

In a simple set up the proposition can trivially be that an attack of category x is being attempted. 
By observing alarms from multiple sensors, opinions about the truth of the proposition can be 
generated. Some alarms can generate positive opinions and others can generate negative opinions, i.e. 
beliefs that the proposition is false. The more alarms generating positive opinions the stronger the final 
opinion about the truth of the proposition and vice versa. Under the assumption that the alarms are 
independent, this situation can be modelled using the consensus operator. 

Decision Maker

Sensor

Sensor

Sensor

Sensor
fusion

Alarm

Alert



In a more complex set up the propositions can be indirectly related to an attack scenario, such as 
for example somebody is doing a port scan and somebody is sending illegal commands. A fusion rule 
could for example define that an attack is being attempted if both propositions are true. This can be 
modelled using the multiplication operator. 

In a third set up the evidence can be collected from sites outside the own administrative and policy 
domain. This type of evidence should be discounted as a function of the perceived trustworthiness of 
the originator. This situation can be modelled using the discounting operator. The same operator could 
also be used to discount the opinion of an alarm based on a priori knowledge about the sensors 
capability. 

5.1. Correlate multiple sensors to reduce the number of alerts  
This example illustrates how subjective logic, in combination with multiple sensors, could be used to 
correlate alarms and draw some conclusions about the accuracy of the alarms. Lets assume that we 
have a signature-based sensor 1S  that reports an unauthorized access after three failed login attempts. 
Also assume that we have a second sensor 2S that, after every successful login, classifies the login as 
normal or anomalous (e.g. based on the user's profile). A third sensor 3S  observes a user's activities 
during a session and will raise an alarm if an anomaly has been detected. This sensor could also be 
asked whether or not the user's activities are normal or not. 

Let x  represent an unauthorized access and let 1a , 2a and 3a  represent the three different types of 
alarms, generated by 1S , 2S  and 3S  respectively, giving positive or negative support to belief in x . 
The fusion component denoted by F  will form three separate opinions about x , expressed as ( )1aF

xω , 
( )2aF

xω  and ( )3aF
xω  respectively, as a function of each alarm. The belief that attack x  is being 

attempted based on the observed alarms can then be computed as: 
 

( ) ( ) ( ) ( )321321 ,, aF
x

aF
x

aF
x

aaaF
x ωωωω ⊕⊕=  

 
Assume that 1S  reports that x  is taking place, i.e. has observed three failed logins, and 2S  reports 
that x  is not taking place, i.e. have recorded the login as normal for that user and 3S  has not reported 
an alarm but, when asked, reports normal behavior. Table 1. below gives a numerical example of the 
fusion component's opinion about the presence of an attack x . The table also presents the opinion 
calculated by the fusion component regarding proposition x , as a function of the alarms from each 
sensor. This belief can then be compared with a predetermined threshold value for deciding whether to 
raise an alert or not. In this example, the belief that attack x  has occurred is ( ) 320.0321 ,, =aaaF

xb  and 
the disbelief is ( ) 643.0321 ,, =aaaF

xd  and the uncertainty is only ( ) 037.0321 ,, =aaaF
xu . This will lead to the 

conclusion that no attack has occurred. 
 
Table 1  

( ) ( )50.0,10.0,00.0,90.01 =aF
xω  

( ) ( )50.0,10.0,90.0,00.02 =aF
xω  

( ) ( )50.0,10.0,90.0,00.03 =aF
xω  

( ) ( )500.0,037.0,,643.0,320.0323 ,, =aaaF
xω  

 
As another numerical example (Table 2.), assume that 1S does not report that x  is taking place, i.e. the 
absence of alarm interpreted as high uncertainty, but 2S  and 3S  have reported anomalous behavior. In 
this example, the belief that attack x  has occurred is ( ) 898.0321 ,, =aaaF

xb  and the disbelief is 
( ) 051.0321 ,, =aaaF

xd  and the uncertainty is only ( ) 051.0321 ,, =aaaF
xu . This will lead to the conclusion that 

an attack has occurred. 
 
 



Table 2.   
( ) ( )50.0,50.0,50.0,00.01 =aF

xω  
( ) ( )50.0,10.0,00.0,90.02 =aF

xω  
( ) ( )50.0,10.0,00.0,90.03 =aF

xω  

( ) ( )500.0,051.0,051.0,898.0321 ,, =aaaF
xω  

5.2. Detection of attack scenario  
In order for a perpetrator to get access to a system, a number of different steps need to be taken. 

These steps could be collected together to create an attack scenario. This attack scenario could be 
used, together with subjective logic, to produce a condensed view of attacks launched at the system to 
give decision makers better support for their countermeasures. If all steps in a scenario have been 
detected, an alert reporting the attack scenario instead of each individual step in the attack will be 
suitable for some decision makers.  

Assume that we have an attack scenario that consists of a probe attack (e.g. looking for 
vulnerabilities), followed by a remote attacker getting access to a local system and then a data theft 
resulting in valuable information getting stolen. Let y , z  and w  represent three propositions related 
to the three steps in the attack scenario x . Let 1a , 2a and 3a  be alarms supporting y , z  and w  
respectively. The opinions about y , z  and w  can be expressed as ( )1aF

yω , ( )2aF
zω  and ( )3aF

wω  
respectively. Assuming that all three propositions y , z  and w  must be true when the attack scenario 
x  takes place, the belief in the attack can be computed as: 
 

( ) ( )321 )( aF
w

aF
z

aF
y

F
wzy

F
x ωωωωω ⋅⋅== ∧∧  

 
In Table 3, three numerical examples are presented. In the first example, there is a strong belief in the 
presence of the three attacks. In the second example, there is a strong belief in the occurrence of two 
of the attacks and a big uncertainty concerning the third attack. In the third example, there is a strong 
belief that two of the attacks have taken place but a strong disbelief in the presence of the third attack.  
This will result in the following conclusions. In example one, there is a strong indication that the 
attack scenario has taken place, in example two there is a big uncertainty about the attack scenario and 
finally, in example three, the is a strong indication that the attack scenario has not yet occurred.  
Table 3   
Ex 1 ( ) ( )5.0,1.0,0.0,9.01 =aF

yω  
( ) ( )5.0,1.0,0.0,9.02 =aF

zω  
( ) ( )5.0,1.0,0.0,9.03 =aF

wω  

( )476.0,271.0,000.0,729.0=F
xω

 

Ex 2 ( ) ( )5.0,1.0,0.0,9.01 =aF
yω  

( ) ( )5.0,1.0,0.0,9.02 =aF
zω  

( ) ( )5.0,5.0,0.0,5.03 =aF
wω  

( )489.0,595.0,000.0,405.0=F
xω

 

Ex 3 ( ) ( )5.0,1.0,0.0,9.01 =aF
yω  

( ) ( )5.0,1.0,0.0,9.02 =aF
zω  

( ) ( )5.0,1.0,9.0,0.03 =aF
wω  

( )452.0,10.0,900.0,000.0=F
xω

 

5.3. The use of less trusted sensors  
Sometimes it might be valuable to use sensors located outside the own trusted domain. There is always 
a risk that an attacker will try to mislead or deceive the decision maker into acting upon false alarms. 
If the protection of the sensors is to be considered less rigorous or if an attacker might be able to 
simulate alarms in the less trusted domain, the alarms generated should be discounted accordingly. 

Even if the sensors are located within our own domain, the alarms might not be correct. The 
capability of a sensor could be less rigorous for some types of attacks or the capability could have 
been degraded due to changes in the intrusion detection system or in the target system. This might 



reduce the sensors ability to correctly interpret the activities in the target system. The result could be 
that a sensor might not be able to detect all attacks or might generate a large number of false alarms 
and may need to be discounted accordingly.  

Let x  represent a particular attack and let the fusion component F  receive alarm 1a  from sites B  
and alarm 2a  from site C . System F  would have formed opinions ( )1aF

xω  and ( )2aF
xω  about x  had 

the alarms been observed in the own system, but because they originated from remote systems that are 
not completely trusted these opinions must be discounted by F 's opinions F

Bω  and F
Cω  about B  and 

C  respectively. The belief that attack x  is being attempted based on the received evidence can then 
be computed as: 

 
( ) ( )( ) ( ) ( )2121 , a

x
F
C

a
x

F
B

aCaBF
x ωωωωω ⊗⊕⊗=   

 
Assume that the alarm from site B gives a strong belief in x and the alarms from site C gives a strong 
disbelief in x. Let F have a strong belief in B and being highly uncertain about C . This could be 
illustrated by the numerical example in Table 4. The result from the example indicates that even if site 
C  has a strong disbelief in the presence of an attack, there is a relative strong belief in the presence of 
attack x  (due to F's uncertainty in C). 
 
Table 4   

( )5.0,1.0,0.0,9.0=F
Bω  

( )5.0,1.0,0.0,9.01 =a
xω  

( )( ) ( )5.0,19.0,00.0,81.01 =aBF
xω

 
( ) ( )( ) ( )500.0,186.0,018.0,796.021 , =aCaBF

xω  

( )5.0,9.0,0.0,1.0=F
Cω  

( )5.0,1.0,9.0,0.02 =a
xω  

( )( ) ( )5.0,91.0,09.0,00.02 =aCF
xω

 
 

 
Let x  represent a particular attack and assume that the fusion component F  receive evidence about 

alarms 1a from sensor B . Component F  would have formed opinions ( )1aF
xω  about x if the sensor 

had been known to be perfect. However, F  have a priori knowledge about the capability of the 
sensors and the opinion about the alarms must be discounted by F 's opinion F

Bω . The belief that 
attack x  is being attempted based on the received evidence can then be computed as: 

 
( )( ) ( )11 a

x
F
B

aBF
x ωωω ⊗=   

 
In Table 5., three numerical examples are presented where alarm 1a  gives a strong belief in the 
proposition x , but the final result will be reflecting F 's opinions about the trustworthiness of the 
sensor. In the first example, F has a high degree of trust in B which will result in F  having a strong 
belief in x. In the second example, F  distrusts B and F  will be totally uncertain about the status of 
proposition x . And finally, in the third example, F  is highly uncertain about B which will result in 
F  being highly uncertain about the proposition x . 
 
Table 5   
Ex 1 ( )5.0,1.0,0.0,9.0=F

Bω  
( )5.0,1.0,0.0,9.01 =a

xω  

( )( ) ( )50.0,19.0,00.0,81.01 =aBF
xω  

Ex 2 ( )5.0,1.0,9.0,0.0=F
Bω  

( )5.0,1.0,0.0,9.01 =a
xω  

( )( ) ( )50.0,00.1,00.0,00.01 =aBF
xω  

Ex 3 ( )5.0,9.0,0.0,1.0=F
Bω  

( )5.0,1.0,0.0,9.01 =a
xω  

( )( ) ( )50.0,91.0,00.0,09.01 =aBF
xω  

 



5.4. Enhance the quality of sensor reports  
In the previous examples the correlation of alarms were demonstrated without taking into account the 
real world difficulties that could arise from the lack of specificity, i.e. the lack of accuracy of the 
information provided by alarms. Instead of having a perfect match between the attributes of the two 
alarms, there might be some amount of differences in the resemblance between the alarms. This 
difference could, for example, stem from inconsistence related to the naming of attributes, (e.g. two 
sensors use different names on an attack), different ways of representing time or different attributes of 
an alarm.  

In this example we consider a situation where a fusion component F have received two alarms 
where one sensor has identified a port scan on one part of our network and another sensor has 
identified a port scan on another part of the network. After calculating the resemblance for each 
relevant attribute, the likelihood that the two alarms are related to the same attack could be calculated.  

Let y represents the proposition "same type of attack" and z  represents the proposition "same 
source of the attack". Let 1c  and 2c  be calculations, based on the attributes of the two alarms, 
supporting y and z  respectively. The opinions about y  and z  can be expressed as ( )1cF

yω  and ( )2cF
zω  

respectively. Assuming that both propositions y  and z  must be true when the attack x  takes place, 
the belief in the attack can be computed as: 
 

( )21 )( cF
z

cF
y

F
zy

F
x ωωωω ⋅== ∧  

 
In Table 6 it can be seen that the fusion component beliefs that there is a high resemblance between 
"the attack type" and a slightly lower resemblance between "the source of the attack". The opinion of 
the fusion component regarding proposition x , as a function of the resemblance of the attributes of the 
alarms, shows that there is a belief in the resemblance of the alarms.  
Table 6  

( ) ( )5.0,1.0,0.0,9.01 =cF
yω  

( ) ( )5.0,2.0,0.0,8.02 =CF
zω  

( )48.0,28.0,00.0,72.0=F
xω  

6. Discussion 
A major challenge for applying this type of attack analysis is to determine opinion values as a function 
of observed alarms, and to set threshold values for raising alerts. Today, the opinion of the sensors is 
often dogmatic, i.e. does not contain any uncertainty. Because it's only possible to reach consensus 
with an entity that maintains some uncertainty, the alarms needs to be transformed. This could be done 
using the discount operator as illustrated in example section 5.3.The opinion about a sensor could, for 
example, be based on evaluation and test results or previous experiences of sensors ability to correctly 
identify an alarm (e.g. through a feedback loop). Another possibility would be to consider aspects 
related to degradation of performance which might occur over time, e.g. based on time since the 
sensor were first introduced in the system, number of configuration changes in the environment, 
number of configuration changes of the intrusion detection component.  

Introducing a sensor fusion component that could use small, highly specialised sensors to cover a 
large part of cyberspace, without overloading an administrator, requires an extensive knowledge about 
the sensors. In order for a fusion component to get full effect we need: 

• sensors that are independent of each other  
• cover different parts of cyberspace 
• have the ability to detect different types of attacks 

The evaluations performed in the DARPA off-line evaluations are one way to get more knowledge 
about the sensors and their capabilities. Another way would be to perform theoretical evaluation of 
intrusion detection system, which has been proposed in [1]. Both approaches need to consider not only 



evaluations of sensors but also evaluation of fusion components. The requirements on test data for 
fusion components must contain alarm data instead of raw events and a realistic model for how 
sensors will respond to an attack or attack scenario. The production of alarm data need to simulate 
both individual attacks and larger attack scenario to relevant aspects for fusion components. It must 
also be taken into account that alarm attributes will depend on the type of sensor, e.g. a host-based 
sensor could present a process number where as a network-based sensor could not. The work 
performed by IETF IDWG [15] creates a standard for message exchange defines some attributes that 
could be relevant for calculation of resemblance. 

The DARPA 1999 Off-line intrusion detection evaluation [17] included a study about the accuracy 
of the identification information provided for detected attacks. The result from that study, based on 
alarms from four high performance systems, shows that 74-100% of the attack category label, 53-88% 
of the attack name, 51-87% of the victim port and 69-90% of the source IP address were correct [9]. 
This only illustrates one aspect of the problem of finding resemblance among alarms. 

The calculation of resemblance between two alarms could be based on the resemblance between 
respective attributes of the alarm. Not all alarms will be possible to correlate due to different scope. 
The calculation could be based on rules that contain information about, for example, time distance 
between the alarms, distance between the source of the alarms, distance between the location of target 
and distance between the attack types. The value of the distance could be compared against maximum 
allowed value for that attribute, minimum value for that attribute and perhaps some expected value to 
get an opinion about the resemblance.  

7. Conclusion and future work 
Subjective logic is a framework for reasoning in an environment of uncertainty and therefore seems to 
be a suitable tool for fusing alarms from multiple sensors. This paper has described the principle for 
how reports from multiple heterogeneous sensors can be used to reduce the number of alerts, the 
number of false alarms and even identify attack scenarios which will give a more condensed view of 
the situation and improve the ability to make decisions. 

Our next step is to build a system and do actual performance tests on fusion components based on 
subjective logic. We will also look at some new types of sensor aimed at detecting and reporting 
normal behaviour and sensors that could give their opinion about a particular proposition.  
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