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Abstract— This paper investigates advanced features of the
PhysX physics simulation engine for simulated robotic evolu-
tion, with the goal of applying the results to a real world
soft robotic system which is under construction. The cloth
feature in PhysX has the potential of taking into account
complex dynamics while at the same time being accelerated
by a graphics processing unit. As an initial approach, muscle-
shaped structures are simulated with the cloth feature and
employed as actuators in a robotic structure where both
morphology and control parameters are subject to optimization
by a genetic algorithm. A linear and a spring-damper-based
model have also been applied for reference. Stable locomotion
has been successfully evolved, however, attention to simulation
parameters has been necessary in order to avoid simulator
instability.

I. INTRODUCTION

By applying evolutionary algorithms to robot control, in-
teresting and efficient behavior has been obtained, especially
in the case of robot locomotion [1], [2], [3]. An evolutionary
setup on real robots would typically involve some mechanism
restricting the movement such that the robot does not get
stuck in the evaluation area, which would give different
solutions different conditions for success. By introducing a
software physics simulation in the evolutionary design of
robots, more flexibility can be had in terms of both easier
evaluation and the flexibility of being able to evolve the
robot morphology. The use of such simulators has resulted in
interesting virtual robots, such as the life-like locomotion of
the evolved creatures in [4], and the developmentally created
results from [5]. It has also been investigated how such
virtual robots can be transferred to the real world through
the use of rapid prototyping [6]. However, moving from
a simulator with a limited model of real-world features to
the real world will necessarily change the conditions for the
solution, and is often referred to as the ”reality gap” [7]. This
motivates the need for an adaptation process for the solutions
after being transferred to the real world, possibly in form of
evolution adjusting locomotion control parameters.

A typical feature of robotic behavior is the rigid, abrupt
nature of movements. In addition, such a movement, often
caused by electrical motors, is often accompanied by noise. It
would be advantageous to have more smooth, natural move-
ments, as these could help in making robots more suitable
for interaction with humans. With the improving features of
physics simulators, such as soft body simulation and hard-
ware acceleration, it becomes more possible to investigate
the evolution of ”soft” robot features. One example of such

Fig. 1: Bio-inspired robotic limb. Artist’s illustration.

an investigation is shown in [8], where the authors take
advantage of the graphics processing unit (GPU) hardware
acceleration of soft bodies in the Nvidia PhysX [9] physics
engine. It should be noted that the commonly available
physics engines are primarily designed for use in computer
games, and thus the simulation techniques employed are
often optimized for speed and visually plausible results,
rather than physical accuracy. It is therefore an open question
whether the size of the reality gap for solutions evolved with
such simulators is small enough to be useful for transfer to
real-world designs.

We would like to investigate the possibilities for a
more natural, biologically-inspired actuation of robotic limbs
through the use of custom shape muscle-like structures. An
illustration of this concept can be seen in Fig. 1. The muscle-
like structures are to be made of an elastic material and
filled with liquid for contraction and thus actuation of limbs.
Other work on prefabricated fluidic muscles advocates the
advantages of a hydraulic approach [10]. Before conducting
experiments on real world structures, we investigate as a
first step the use of the PhysX physics engine for simulated
evolution of robot and muscle structures. The first task for
the evolved robots will be forward locomotion, analogous to
earlier experiments conducted with a real robot in [11].

The paper is structured as follows. Section II describes
the status of the real robot design process, while Section III
describes the developed robot simulator. The experimental
setup and results are given in Section IV and discussed in
Section V. Finally, Section VI concludes the paper.

II. REAL ROBOT PROTOTYPE

This section describes the actuator technology considered
as well as the robot setup. With the real robot prototype not
ready at the time of writing this section will give an overview
of the achievements so far and the planned result.
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Fig. 2: Early prototypes of pump (a) and artificial muscle(b).
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Fig. 3: Mechanical setup for gait evolution. The robot (a)
(here: the pneumatic version employed in earlier experi-
ments [11]) is attached to the end of a balancing rod which
is connected to a central hub (b) (here: cross section).

A. Artificial Muscle Actuator

We would like to manufacture artificial muscles from
elastic materials, shaped as a container which can be filled
with liquid. As the pressure in the container rises the muscle
will be deformed and, with the right design, a contraction
should be obtained along a desired axis. These muscles
would then work in protagonist/antagonist pairs, since the
substantial force will be obtained in the contraction and not
the extension phase. It is envisioned that a miniature gear
pump will be able to pump the liquid between the protagonist
and the antagonist muscle containers. A preliminary design
of the pump can be seen in Fig. 2a. At the moment, the
experimental production process consists of using a 3D
printer for making molds which are then filled by a silicone
polymer material, resulting in an elastic shape as seen in
Fig. 2b. In future work we plan to employ the Connex500
from Objet, a 3D printer capable of printing elastic materials,
for direct manufacturing of the muscle. This could also make
it possible to automatically integrate the robot bones with the
muscles, ligaments, tendons, and hydraulic pipes all in one
printer pass.

B. Biped Robot and Evolutionary Setup

As a first step, we would like to apply the muscle actuator
technology to a biped robot, inspired by the robot system
described in [11]. See Fig. 3. Having already developed
the central hub for measuring fitness with the help of a
rotation sensor, this is believed to be a good evolutionary

setup before more advanced robot morphologies and fitness
measurement devices are developed. One advantage of this
setup is that the robot cannot get stuck in corners, nor
does it require a reset to a starting position for each fitness
evaluation. In addition, the rod connecting the robot to the
central hub allows the evolutionary search to concentrate
on a gait resulting in forward motion, without considering
balance. Combined with a relatively low number of joints
and therefore a low number of required muscle actuators,
finding a satisfactory solution is hoped to be feasible. It
could be imagined that this setup would be the first stage
of an incremental evolutionary setup, where the evolution of
gradually more advanced and self-sufficient locomotion is
performed.

III. SIMULATION

This section presents the developed simulation environ-
ment and the simulation of the robot and its actuators.

A. Robot Simulation Environment

A robot simulator has been developed, based on the PhysX
physics library and using OpenGL for visualization, see
Fig. 5b for a screenshot. The PhysX library is primarily
developed for real-time applications such as computer games,
and some features (cloth, soft bodies, fluids) can be hardware
accelerated by a GPU through the CUDA framework.

B. Muscle Actuator Models

This section describes the different muscle simulation
models proposed. Since the prototypes of the artificial mus-
cles are not yet ready it is unknown how well these models
will relate to the real life behavior. A more careful design
and tuning of the models will have to be performed when
properties of the real life muscles are ready. It is desirable to
have results from the simulation dictate parameters for the
production of the real life muscles.

1) Distance Joint Model: The simplest muscle actuator
model consists of a PhysX distance joint where the constraint
is a fixed distance between points on two different dynamic
objects. By updating this fixed distance, muscle contraction
can be simulated. This type of actuator does not take into ac-
count the more complex dynamics of a soft hydraulic muscle,
but is included as a reference actuation method. For stability
reasons we chose to not have a protagonist/antagonist pair
when applying this actuator, since the distance is a hard
constraint and simulation instability can occur if two such
forces are working against each other. In addition, this
type of actuator is able to perform both contraction and
extension. The contraction amount of the actuator is given
in a percentage of the distance between the points, in our
experiments set to 4.5%.

2) Spring Joint Model: The second muscle actuator model
extends the distance joint by adding spring behavior to the
target distance constraint. This increases the complexity of
the dynamics and makes the actuator behave in a softer
fashion. Setting the desired contraction amount is thus in
this case not immediately followed by the same change in



Fig. 4: Simulated muscle cloth mesh structure.

distance between the end points. The spring properties are
controlled by spring and damper values. For our experiments
these are set to 5000 and 0.5, respectively, which have been
considered to give a relatively soft behavior.

3) Cloth and Pressure Model: The third muscle actuator
model employs the cloth simulation feature of PhysX which
is a position based dynamics approach [12]. A cloth is in
this case a patch defined by a number of particles which
are connected to each other in a triangular fashion, and
the constraints which are applied to these connections. The
main constraints are bending and stretching stiffness values.
When having a closed cloth mesh, interior pressure can
be simulated which deforms the structure. One can take
advantage of this to construct an artificial muscle cloth mesh
which is able to contract between the muscle endpoints.
To make this contraction possible one needs to make the
structure expand/stretch more in the plane which is orthog-
onal to the contraction axis. In the PhysX cloth model
one method of achieving different stretching properties in
different directions is to vary the number of cloth particles
in the different directions. Few particles in one direction give
a higher stiffness. These properties have been employed in
order to construct a muscle-shaped closed cloth composed
of N particles in the direction of the contraction axis and
a higher number of particles, M , in the circumference. See
Fig. 4. The radius of the shape along the contraction axis x
can be defined as r = R × sin(x) where 0 ≤ x ≤ π and R
is the radius at the widest point. In our experiments we have
chosen N = 6, M = 32, R = 1.4, and set the bending and
stretching constraints to the maximum values. The applied
pressure varies between 1.0 and 2.5 atmospheres. Controlling
the muscle contraction is in this case equivalent to setting the
internal cloth pressure, which will in turn make the muscle
shape deform, and eventually contract the end points.

C. Robot Model

The structure of the simulated biped robot is illustrated
in Fig 5a. The limbs are simulated as dynamic rigid bodies,
and are constrained by revolution joints which are limited to
rotation along one single axis. The morphology of the robot
is determined by the values of various parameters: Muscle
attachment positions, resting angle of the joints, and lengths
of the body parts. The two legs have the same structure.

The biped robot is then connected to a central hub by
two radial rods, see Fig. 5b, restricting the robot to always
stand straight up. The central hub allows the radial rods
to rotate such that the robot can walk in a circle, which
makes conditions similar to the real world setup. A very

(a) (b)

Fig. 5: The biped model. (a) Schematic side view illustrating
the morphology parameters with grey arrows. (b) Simulation
setup for evolution, showing the best evolved configuration.
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Fig. 6: Example period of the controller output.

high number (50) of solver iterations has been applied to the
bodies in order to avoid problems with joint instabilities.

D. Controller Model

A relatively simple muscle controller model has been
chosen for producing the biped gait. An illustration of a
period of the controller curve for one joint can be seen in
Fig. 6. The attack parameter decides the time between t0 and
t1, pause the time between t1 and t2, and decay the time
between t2 and t3. The time between t3 and t4 is then the
remaining period time given by the frequency parameter. The
controller then repeats the same curve in a cyclic fashion.
The controllers for the top and bottom joints share the
frequency parameter, but have different attack, decay and
pause parameters. In addition, the bottom controller is phase
shifted by φ0. The second leg has the same parameter values,
however an additional phase shift φ1 is applied, relative to
the first leg.

IV. EXPERIMENTS

This section describes the experiments and the results.

A. Evolutionary Algorithm Settings

For the evolutionary runs, the GAlib [13] library has been
employed, running the ”simple” genetic algorithm (GA) as
described in [14]. The evolution runs have been run for
50 generations, with a population size of 50 and mutation
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Fig. 7: Elite fitness curves for the different actuator models.
Average of 3 runs and normalized for each model, i.e. the
absolute fitness values differ.

and crossover probabilities of 0.005 and 0.1 respectively.
The genome, with a total length of 111 bits, consists of
binary-coded numbers which are scaled to decimal numbers
in desired parameter ranges for the robot morphology and
controller.

The fitness function is based on the total distance covered
by the biped robot in the positive walking direction over
700 simulation steps (11.7 s). However, a number of cut-
off criterions have been introduced in order to be able to
stop evaluation early and give zero fitness, such as when the
robot walks backwards or stands still. In addition, certain
unwanted behaviors are suppressed by stopping evaluation
if certain constraints are exceeded. These constraints can be
the robot moving too fast or the platform being too high or
too low, and can be related to the robot breaking down or
exploiting some unknown simulator feature which is unlikely
to happen in the real world.

B. Evolution Runs

Evolution runs with the goal of producing a stable sym-
metrical biped walking gait were initiated for each of the
different muscle actuator models. In this case the controller
frequency was fixed with only a little adjustment margin in
order to have controlled and more comparable results, and φ1
had a short range around 0.5. Also, the maximum speed was
limited in order to avoid jumping or similar behavior. The
elite fitness curves can be seen in figure 7. During the cloth
evolution runs, several invalid solutions were encountered
and suppressed, most notably the cases where the structure
collapsed because of the cloth stretching too much, and
the robot getting stuck with both legs in a fully backwards
position while still having a bouncing forward movement.

The computer running the experiments was equipped with
an Intel Xeon 5160 CPU running at 3 GHz and a mid-range
GPU: Nvidia GeForce GTS 250. The software simulation ran
at a speed of 2260, 2167, and 100 simulation steps per second
for the distance, spring, and cloth actuated robots, respec-
tively. One simulation step corresponds to 1/60 s of simulated
time. When enabling GPU hardware acceleration, the cloth
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Fig. 8: Evolved distance controller and leg movement.
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Fig. 9: Evolved spring controller and leg movement.

actuated robot simulation runs at 234 steps per second, ie.
a 2.3 times speed increase. The distance and spring based
simulations do not support GPU acceleration in the current
version of PhysX (2.8.3). However, GPU acceleration was
disabled for the experiments due to the difficulty of finding
stable parameters for the cloth simulation. A full evolution
run for spring based individuals took 13 min, while a cloth
based run took 131 min.

C. Evolved Gaits

The evolved gaits from the runs described in the previous
section are presented in figures 8, 9, and 10. Here, the
control values for the actuators as well as the resulting
movement for a point on the tip of the first leg are combined
in the same figure. The x position is relative to the center
of the robot body, whereas the y position is relative to the
ground. The absolute fitness values of the differently actuated
robots are not comparable since these are highly dependent
on the different actuator properties, and are thus not reported.
By qualitative observation in the simulator all of the gaits
seem functional and stable after an initial run-in period. It
is possible to observe that the leg of the distance actuated
robot steps slightly through the ground plane when pushing
down and backwards. The difference of the x position in the
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Fig. 10: Evolved cloth controller and leg movement.

TABLE I: Result of applying the evolved solutions on
different simulation models.

evolved for applied: distance applied: spring applied: cloth
distance good backwards collapse
spring very slow good very slow
cloth ok very slow good

cloth actuated robot for every two control periods, as seen in
10, is less striking by observation in the simulator. The best
evolved cloth actuator configuration can be seen in Fig. 5b.

The evolved solutions were then evaluated qualitatively
when employing the other simulation models than they were
evolved for. The results are summarized in Tab. I. When
the cloth model was applied to the evolved distance muscle
solution, the robot collapsed and could not walk, due to
the muscles not being strong enough to support the evolved
structure. The solution evolved for the cloth model had the
overall best stability when transferred to the other models.

Another evolutionary run was conducted for the cloth actu-
ator, where a slightly higher maximum speed was allowed in
the fitness function. This resulted in a more asymmetric and
unstable gait which corresponded less to the applied control
values, see Fig. 11
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Fig. 11: Evolved cloth controller and leg movement, causing
jumping behavior.

V. DISCUSSION

This section discusses the experimental results.

A. Evolution Runs and Results

From observing the plot of the evolutionary runs for the
different actuation models (Fig. 7), it seems like the advances
in the elite fitness tend to be more frequent for the distance
and spring actuators, but in shorter steps, than for the cloth
actuator. This could indicate that the fitness landscape is
more difficult for the cloth actuator, due to the complex
dynamics of the cloth, and that the search thus is less
directed. In addition, the large improvement steps of the cloth
search may be related to the potential contraction/extension
power inherent in the current cloth muscle actuator setup.
This may also seem connected to the fact that the cloth
actuated robot was the only reaching the ”speed limit” in the
fitness function. It is unknown whether all of this actuator
power is a natural phenomenon or some artifact of the
simulation model, and it may seem sensible to keep the cloth
parameters, such as the pressure, within a limited range in
order to avoid unnatural behavior.

By limiting the frequency of the controller we have been
able to produce relatively stable, but slow-paced gaits. The
simulation inaccuracy causing the y position artifact for the
distance actuated robot (Fig. 8) is probably due to a failure of
the simulator to satisfy collision constraints when submitted
to the hard constraint of the distance actuator. The disparity
of the x position in the first and second controller periods
of the cloth robot (Fig. 10) makes it the only model with
which a ”normal” gait has not been found, and indicates
more complex dynamics in the employed cloth model. This
becomes even more apparent in Fig. 11, where the increase
of the speed limit allows even more complex locomotion and
it becomes difficult to evaluate the validity of the solution.
The fact that the evolved cloth based solution is the one that
performs best when changing to the other actuator models,
as seen in Tab. I, may indicate that the complex dynamics of
the cloth muscle has led to a more robust solution. In order
to improve the smoothness of the gaits, and also possibly
reduce energy consumption, the fitness function should be
extended to take such qualities into account.

Although there were variations in the evolved morpholo-
gies, no particular trends have been apparent. However, from
the experiment reported in Tab. I, it became apparent that
the cloth based actuators are weaker and that the distance
actuator based solution would collapse when using cloth
actuators. This signifies that the evolved cloth solution is
more stable in terms of requiring less force to hold the robot
together. As these experiments primarily have focused on
achieving functional solutions in the first place, it would be
an interesting path for future work to explore more variations
in morphology not only for the robot bodies but also the
actuator shapes.

B. Simulation Models

The cloth muscle simulation model, although being a
considerably more computationally intensive model than the



spring model, gives a relatively high (higher than real-time)
frame rate for the simulation. This is particularly the case
when GPU acceleration can be applied. A more accurate
finite element model would be computationally more in-
tensive and this would pose constraints on the number of
solutions that can be evaluated. We believe it is an advantage
to have ”interactive” speeds for the evolution. Not only in
terms of having faster evolution, but also in terms of being
able to observe the behavior and progress of the evaluated
solutions in an intuitive way. It also a clear advantage, for
practical reasons, to be able to use only one physics library
for simulating all behaviors, being both the soft actuators as
well as the standard rigid bodies and dynamics.

Using the cloth feature of PhysX intuitively seems like
a suitable model for an artificial hydraulics-based muscle
made from an elastic material. However, it has been difficult
to control the behavior of the cloth, in particular to achieve
a high muscle stiffness without causing instabilities in the
simulation. Increasing the pressure would seem intuitive but
has the side effect of creating ghost forces which eventually
make the robot hover above ground. On the other hand,
increasing the mass of the cloth particles resulted in a higher
perceived stiffness and actuation force, but caused instability
and particle explosions when running on the GPU. It is there-
fore unclear whether this model will in all cases be a better
choice than a spring-based muscle model. The cloth model
has the potential however to take into account interaction of
the muscle with the morphology of the robot, although for
simplicity and stability this has been avoided to a certain
degree in the current simulation by turning off muscle -
rigid body collisions. A focus of future research should be to
improve the simulation setup such that also this behavior can
be modeled in a stable way. Also, when a prototype of the
real artificial muscle system has been finished, effort should
be taken in order to make the simulation models behave in a
similar way, and do further investigations on which models
are most appropriate.

A finite element-based simulation could be advantageous
for determining the optimal shape properties of the muscle,
as this would give a higher level of accuracy and control,
but it could be impractical to incorporate it into the robot
simulator for the evolution of morphology and controller
parameters, both for speed and compatibility reasons. How-
ever, one approach could be to evolve muscle shape and
parameters based on a finite element model and then transfer
the properties of the resulting muscle into simpler models,
such as spring or cloth, in the simulator.

The advantage of being able to apply GPU acceleration
to the simulation of the cloth is clearly an advantage which
speeds up the evolution significantly. However, we have not
yet found good parameters for the GPU-based cloth which
are robust for all individual evaluations and still stiff enough.
We believe this may be related to the solver accuracy in
the GPU implementation and that there are chances that
such problems will be reduced in future versions of the
library and/or GPU hardware. The employed GPU in these
experiments, the Nvidia GTS 250, does not have double

precision floating point support in CUDA, however it is
unknown whether this is the reason for the instability.

VI. CONCLUSION AND FUTURE WORK

We have explored employing an advanced feature from
a modern commercial physics engine in an evolutionary
robotics simulation, with transfer to real world robots as a
future goal. The cloth feature seems like a promising way for
the evolution of advanced soft locomotion, however further
research is needed on the relation between the simulation
model and the real world behavior. In addition, the stability
of the simulation model is highly dependent on the cloth
parameters and it has been difficult to achieve stable GPU-
accelerated evolution. Future work includes, in addition to
improving the stability of the simulation, a more advanced
control scheme, such as recurrent neural networks, and
possible feedback from bio-inspired sensors. Furthermore, it
is desirable to investigate a highly automated prototyping
process through the application of advanced 3D printing
technology, such that a second phase in the evolution can
be performed on a real-world robot.
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