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A brief history of Learning

Non-linear modelsLinear models
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Part 1 
Classification 

Trees

Breiman, Leo. (2001). Statistical modeling: The 
two cultures. Statistical science, 16(3), 199-231.

Breiman, Leo, Jerome H. Friedman, Richard A. 
Olshen, and Charles J. Stone. Classification and 
regression trees. Routledge, 2017 (Reprint)

Original publication: 1984, Chapman & Hall 3



A binary classification problem
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Building a Classification Tree

➢ Split predictor space into 
“boxes”

➢ Binary Recursive Partitioning
➢ Stopping criterion?
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Classification Tree ⇔ Predictor Space
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Most common class decides output prediction

➢ Every node “carries” a subset of the 
observations
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Split observations by minimizing the Classification Error

➢ Best split => maximally separated 
observations
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Split observations by minimizing the Gini Index
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➢ 1000 features? 
Use them all to 
find the best split!



Predict penguin class

➢ Trees are interpretable models
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Variance-bias tradeoff (1)
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Variance-bias tradeoff (2)
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➢ More bias => larger error



Variance-bias tradeoff (3)
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“Deep” trees are prone to overfitting and less interpretable

➢ High variance => tree structure would 
change drastically if data changes
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Tree pruning to avoid overfitting

➢ Set split restrictions
○ Minimum number of observations in (leaf) nodes

➢ min(Error + cp * |T|)
○ cp => complexity
○ |T| => tree size (number of leaf nodes)
○ cp ⬆ => |T| ⬇

➢ cp hyperparameter controls the variance-bias tradeoff
○ Similar to regularization hyperparameter λ (lambda) in Lasso regression
○ Tune via cross-validation
○ Shiny example using spam dataset on Github

15

https://github.com/bblodfon/mlr3tests/tree/main/shiny-trees


Summary: Classification Trees
➢ Advantages:

● Can tackle non-linear relationship between predictors
● Interpretable => mirror human decision making
● No feature scaling required
● Can handle qualitative data (and missing values)

➢ Disadvantages:
● High variance
● Not the best model in terms of predictions
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➢ Ensemble modeling techniques can help! 



Part 2
Ensemble Learning

https://www.statlearning.com/ 17
Image from: https://medium.com/analytics-vidhya/ensemble-models-bagging-boosting-c33706db0b0b

https://www.statlearning.com/
https://medium.com/analytics-vidhya/ensemble-models-bagging-boosting-c33706db0b0b


The 2 key ideas behind ensemble learning

Galton, F. (1907). Vox populi. Nature, 75(1949), 450–451.
Surowiecki, J. (2004). The wisdom of crowds: Why the many are smarter than the few and how collective wisdom shapes 
business. Economies, Societies and Nations, 296(5).

➢ Wisdom of the crowds
➢ Diversity of opinions
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Single vs ensemble models

➢ Ensemble approaches differ in steps (1)-(3)
19



How to reduce variance in tree models?

➢ Averaging reduces variance

https://mlr3book.mlr-org.com/

high variance, low bias

low variance, low bias

? Lower expected error
(Var + bias2 + σ2)
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https://mlr3book.mlr-org.com/


Bagging = Bootstrap aggregating

“… multiple versions are formed by making bootstrap replicates of the learning set and using these as new 
learning sets” Breiman, Leo. 1996. “Bagging Predictors.” Machine Learning 24 (2): 123–40.

Bagged Trees:
1. Bootstrap data
2. Use deep trees
3. Average/Majority

➢ Would bagging have significant effect using linear models in Step 2?
21



Bootstrap resampling

➢ Sample with replacement
➢ Out of bag (OOB) samples allow 

validation while training
22



Summary: Bagged trees
➢ Advantages:

● Better predictions than single trees
● OOB error estimation
● Easy to parallelize
● Increasing number of bootstrap samples (B) doesn’t lead to overfitting
● Others (due to using trees)

○ No feature scaling required
○ Handling of qualitative and missing data

➢ Disadvantages:
● Less interpretable => but can get Feature Importance:

○ Gini Importance
○ Permutation Importance (model-agnostic)

● Less model diversity (correlated trees) 23

➢ A bagged tree is no longer a tree!



Example of correlated trees in bagging 

➢ Correlated trees => less variance reduction!
➢ How to reduce the correlation between trees?
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Constructing decorrelated trees by randomizing the tree-growing 
process
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➢ Decorrelated trees => larger variance reduction => less error



Random Forests = improved bagged trees

Random Forests:
1. Bootstrap data
2. Use deep trees and randomly select m predictors before each split
3. Average/Majority
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Effect of m and #Trees on prediction performance

➢ Predict class: normal vs cancer
○ n = 349 patients
○ p = 500 predictors (genes)

➢ m = p => Bagging
➢ m < p => Random Forests
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Figure 8.10 from An Introduction to Statistical Learning, 2nd Edition

Single Tree Error

➢ Tuning m is important!



Summary: Random Forests
➢ Random Forests are essentially Bagged Trees

○ …but with more dissimilar trees!
○ Feature Importance, OOB error, … (same as Bagged Trees)

➢ Popular & powerful (predictive) model
○ Performs well across a range of problems
○ Robust to noisy datasets
○ Easy to train/tune (#Trees = 500, m = √p)
○ Black-box method, not easily interpretable
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A brief history of Boosting
➢ Proof that any weak learner can be 

converted to a strong learner via a 
simplified boosting procedure 
(Schapire 1990)

➢ AdaBoost (Adaptive Boosting) 
(Freund & Schapire 1997)

➢ Gradient Boosting (Friedman 2001)
➢ XGBoost (Chen & Guestrin 2016)
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Schapire, R. E. (1990). The strength of weak learnability. Machine Learning 1990 5:2, 5(2), 197–227. (First boosting paper)
Freund, Y. & Schapire, R. E.. A decision-theoretic generalization of on-line learning and an application to boosting. Journal of computer and 
system sciences 55.1 (1997): 119-139. (Adaboost paper)
Friedman, J. (2001). Greedy function approximation: A gradient boosting machine. Ann. Statist. 29 1189–1232. (Gradient-based boosting)
Chen, T., & Guestrin, C. (2016). XGBoost: A scalable tree boosting system. Proceedings of the ACM SIGKDD International Conference on 
Knowledge Discovery and Data Mining, 785–794. (Extreme Gradient-boosting)

Adaboost

https://blog.paperspace.com/adaboost-optimizer/


Gradient Boosting: how it works (simplified)

30Nice article => https://towardsdatascience.com/all-you-need-to-know-about-gradient-boosting-algorithm-part-2-classification-d3ed8f56541e

https://towardsdatascience.com/all-you-need-to-know-about-gradient-boosting-algorithm-part-2-classification-d3ed8f56541e


Why Gradient-based boosting?
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➢ Boosting methods as iterative functional gradient descent algorithms



The 3 most important parameters to tune

➢ Number of boosting iterations (B) => how many trees in the ensemble?
○ B ⬆ => overfitting
○ Choose B = 100 - 1000 or even more

➢ Learning rate/Shrinkage (η) => how much does each tree contribute?
○ η ⬇ => limit overfitting (counterbalance large B)
○ Choose η = 0.001 - 0.1

➢ Interaction/Tree depth (d) => how large is each tree?
○ d => number of binary splits
○ d = 1 => tree stumps
○ Choose d small (1 - 7) to ensure high bias, low variance trees

32

➢ Boosting methods are prone to overfitting => tuning is important!



Boosting: Summary

➢ A sequential ensemble model building 
approach

➢ Achieve lower error by decreasing bias of 
weak learners

○ Use high bias base learners (e.g. small trees)
○ Bagging instead reduces variance of “complex” 

base learners (e.g. deep trees)
➢ Top-performing models use XGBoost in 

Kaggle ML competitions
➢ Hard to tune and avoid overfitting
➢ Less interpretable

○ Shapley values
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Expected error
(Var + bias2 + σ2)

https://towardsdatascience.com/the-explainable-boosting-machine-f24152509ebb

https://towardsdatascience.com/the-explainable-boosting-machine-f24152509ebb


Stacking: an ensemble meta-learning approach

➢ Stacked Generalization 
(Wolpert 1992)

➢ Ensemble of heterogeneous 
models

➢ The more diverse models, 
the better!

➢ Reduce bias by combining 
base models’ predictions 
using a meta-learner

➢ Superb prediction 
performance (Kaggle and 
TopCoder ML competitions)

➢ Even less interpretable

34Wolpert, D. H. (1992). Stacked generalization. Neural Networks, 5(2), 241–259.

https://mlr3book.mlr-org.com/

Heterogeneous base 
models (level 0)

Meta-learner
(level 1)

https://mlr3book.mlr-org.com/


Stacking example with 2 levels

35https://mlr3book.mlr-org.com/

level 0

level 1

level 2

➢ rpart => Classification Tree
➢ glmnet => Lasso 

regularized linear model
➢ PCA => Principal 

Component Analysis
➢ NOP => no operation, 

simply pass on features

https://mlr3book.mlr-org.com/


Thanks for your attention!
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http://tiny.cc/trees-ensembles

http://tiny.cc/trees-ensembles

