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Soon, we will all be owners of an array at home. There has never been a better time to learn about arrays!

Microphone Array Processing for Distant Speech

Recognition: Towards Real-World Deployment

When the signals from the individual sensors of a micro-
phone array with a known geometry are suitably combined,
the wray functions as a spatial filter capable of suppressi
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Microphone Array Processing for Distant Speech

Recognition: Towards Real-World Deployment

When the signals from the individual sensors of a micro-
phone array with a known geometry are suitably combined,
the array functions as a spatial filter capable of suppressing
noise, reverberation, and competing speech. Such burm,frrur.l
ing technigues have received a great deal of attention w
the acoustic array processing community in the recent past [2],
[31. [4]. [5). 161 [7]. [8].

Despite this effort, however. such techniques have often
been ignored within the mainstream community working on
distant speech recognition. As pointed out in [7], [8], [9],
this could be due to the fact that the disparate research
communities for acoustic array processing and automatic
speech rm.ngnmnn have failed to adopt each nt|1|.r~ best

practi

nores speaker adaptation IeLhnlques. which can compensate
for mismatches between acoustic conditions during training
and testing. Moreover, this community has largely preferred to
work on controlled, synthetic recordings. obtained by convolv-
ing noise- and reverberation-free speech with measured, static

room impulse responses, with subsequent artificial addition of
15 in the recent PASCAL CHIME Speech Separation

noise,

[2012]

The primary goal of this contribution is to provide a tutorial
in the application of acoustic array processing to distant speech
recognition that is intelligible to anyone with a general signal
background, while still maintaining the interest
in the field. Our secondary goal is to bridge the
gaps between the current acoustic array processing and speech
recognition communities, A third and everarching goal is

What if the gap between the fields is related
to scientific jargon or language?

2. What if there are also many other
researchers (not just signal processing folks)
who could get access to array concepts and

contribute to the field?
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Example: Better (array-based) speech recognition using
Deep Neural Networks (DNNs)
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Array processing knowledge

Using statistics as a prism for observing

= What do beamformers do?

Our prism: = What assumptions do they rely on?

= Known assumptions?

= Lesser know assumptions?

= Do they extend well beyond intended use?
= Are they estimators?

= Or regularization schemes?

A statistical, general, model for signal
estimation from arrays
(to be developed)

= In what sense?
= What are their limitations

= When should you do something else?
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Using statistics as a prism for observing

bearpforming

Our prism:

A statistical, general, model for signal
estimation from arrays
(to be developed)

-

What do beamformers do?

What assumptions do they rely on?

Known assumptions?

Lesser know assumptions?

Do they extend well beyond intended use?
Are they estimators?

Or regularization schemes?

In what sense?

What are their limitations

Approaching arrays from square one we get to learn more about beam forming than beam forming engineers do!

Overview

1. Array signal estimation (without
beamforming)

2. What goes on in a 'beam former'?

3. Astatistical approach to signal recovery

Details

No sampling theory, complex numbers, plane waves, stationarity

assumptions, ...

Based on matrix inversion

Starting with singles frequency (cosine/sine)
What happens with "stationarity"

The transient

Fixed beams, minimum variance and other types of regularization

Deriving a statisical model
Subspace "shaving" through filtering

Sparsity and information
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Array signal estimation
(without beam forming)

A simplistic model using high school physics

~

All sounds emerging from every direction can be modelled through an infinitesimal set of tiny speakers on a

3D ball playing back sounds

(the signals can add up to include "anything" — multiple sources, echoes, background noise..)
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[ Observe that the transmit signals x ; are longer than the receive signals y; (and each X ; may have different length) }
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Fractional delays via interpolation

0.6q + 0.4y
0.6x4 + 0.day
0.6y + 0.4ag

(Linear) interpolation works — if the signals are "sufficiently smooth". We can assume they always are — by designing
our system to sample signals really fast




Other observations (for maths later)

= —Tm wonanoco X

A picks out a segment of its vector x

A= = T m

.
A moves this segment back to its original position — and pads with 0's

= —Tm wonanoco X

A picks out a segment of its vector x

A= — T m

~— — = m
°

T
A moves this segment back to its original position — and pads with 0's

Note that ATA is not identity, i.e. we don't have ATA = |

Cicrulant matrices and self-repeating signals

gnvqmﬁmnawm x
|

xa A0

xa A

® wmaooco X

A0 = (to be used for self-repeating signals)

for sines and cosines (of same period),
we can replace big left matrix by small orthogonal one
on the right side

Cicrulant matrices and self-repeating signals

nnvﬂmﬁmangm x
|

Kﬁ A0

xa A0

®m wmaooco X

A0 = (to be used for self-repeating signals)

for sines and cosines (of same period),
we can replace big left matrix by small orthogonal one

A world of self-repeating signals sounds wonderful? ©




Cicrulant matrices and self-repeating signals

“; ! BB E B
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é - I gg = §§ Q

Bases of sines and cosine pairs share the same feature — replacing a big left matrix by a small right matrix..
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A real speech example

4 sources x 4 microphones Linear equations, block matrix system
Algorithm Results
S S o el R
O W - B e o
“x st of Jougthis Py Py Py gelimted notres T, =T A
N WM* e

Summary on direct inversion of model

= Direct inversion of mixed signal segments works!
= Perhaps no need to learn beam forming after all? ©

= The example was very simplistic, straightforward. Used only 4 sources.
= Not clear what will happen when number of virtual sources increases
= Probably very ill-posed! Some though variance-bias choices ahead..
= |n real life, you have no control over number of or exact position of sources
= So you just have to include "loads of virtual sources" to be sure to cover all options

= We didn't utilize knowledge of signal smoothness
= =>can be shown to make it very sensitive to noise

What we did didn't help us understand beamforming — yet!

Towards beam forming

y=Ax+n Enn']=s"1

AL = [ATA + a1 tAT

Xx=Aly

. . . . . . ]
for some choice of & which depends on the noise variance a-.




x=[ATA +al] 'ATy = %[%AT‘A +1 ATy

which means that for sufficiently large values of o, we get ‘ In scenarios with lots of noise...
1 e
X~ —A'y
0
" . - T Interpretation:
a new “estimator” x = Aly P
r = I ™ T M - The (transposed) block
" A . matrices pads the y; vectors

L with zeros, shifts them
up/down and adds them up!

The shifts are the opposites of
those introduced as the
original sources were
propagated to out the various
B array microphones

x=[ATA +al] 'ATy = %[%AT‘A +1 ATy

which means that for sufficiently large values of a, we get ‘ In scenarios with lots of noise...

" . - T Interpretation:

a new “estimator” X = Aly P

mMr T - The (transposed) block
matrices pads the y; vectors

;{ with zeros, shifts them

up/down and adds them up!

The shifts are the opposites of
those introduced as the

-

[ DSP engineers will see that that we compute all directions at once. A single direction corresponds with single block row ]

T I I I I | ] array microphones

Delay-and-sum principle

The general principle at play here, is that if yvou have N copies of a signal x(t),
each with a some time-delay 4;, so that one samples y(t) = x(t —9;) + 2;(f) on
a set of sensors ¢ = 1....N. where z; is some other. residual signal such as noise
or interfering signals, then a good estimator for x(7) is

N

N N
o IO & SN IS
B(t) =5 ) _ult+48) = TZ%"“H ?Zl:.-,{r 5) (10)

i=1 i
as long as the second term vanishes as N increases, which is will be the case
unless there are some very specific connections between the z;(t) functions.

This is what goes on in classic beam forming: the microphone signals are artificially delayed and summed up
("back into focus") so that the source of interest has coherent signals that are magnifined relative to noise and
interference when averaged (or summed up)
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Summary on delay-and-sum

= |f there is a lot of sensor noise, the resulting MMSE estimator (Least
Squares with Noise) is close to delay-and-sum operator

= In some special cases ("critical sampling"), the signal noise n could
also represent inteferrents from the room, i.e. not just sensor noise
= Probably a more realistic assumption than "infinite sensor noise"

' A
The real reasons for using delay-and-sum (and its variants) are tied to the history of analog signal processing
and will be covered in greater detail in the next section
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These delay-weight-and-sum operations are really easy to implement in analogue electronics!

What goes on inside a beam
former?

(we know that it is not statistical estimation, really ;)

Workhorse 1: Least Squares & Bayes Estimation

Least squares, no

x = (ATA) IA'r'y noise or errors
y=Ax= 1T T .
x = VS, Ujy., A=US,V}
- . - Additive noise with
y=Ax+n EmnT)=cl=x%x=(ATA + f_;'l‘]I]_lA‘r).' <1 known covariance
(white)
— Ax 4 E(nn’) =R X = (ATCA +R) 'ATCy
Y=AXED pakT)=c T E(xKT) = C-CA(ATCA +R) 'ATC
e Additive noise with
) E — 2.) E .| known covariance

AND known signal
covariance




Workhorse 1: Least Squares & Bayes Estimation

Least squares, no

Ax = = (ATAY 'A"ﬂly noise or errors
y = Ax i A . )
VoS ULy, A =UyS,V{
- B Additive noise with
y=Ax+n Emn") =c’1=x=(ATA +c°I)"'ATy < known covariance
(white)

Ax 4 Eon")=R  x = (ATCA +R) '"ATCy

YEAXTR pixT)=c T E(xxT) = C-CA(ATCA +R)'ATC

N
y p T .
Ex—x)x—x) =E=..

( ) E{#i—x)) = Ej
Nice © gives you an

error estimate \_/

known covariance
AND known signal
covariance

‘/Additive noise with

Workhorse 1: Least Squares & Bayes Estimation

[A!A] IA'f'y

= A}( = _ o o
Y VoS; ' ULy, A = U,S,V!

y=Ax+n EmT)=cl=%x=(ATA + rrEIJ_'ATy

Emn")=R _ x = (ATCA +R) 'ATCy

Y=AXED T = Exx’) = C—CA(ATCA +R) 'ATC

-

-

The Bayes Estimator is easy to derive — and very powerful both for interpretation and practical estimation

Workhorse 2: Filters as matrix operations

K-1
w(t) = 2@ FOI) =D a(t—k)f(k)
k=0
y = [y0),y(1),..y(N -1 fl-?l
x = [e(=K+1).2(—K +2). a(0), .x(A)T
fo= [f0).f(1). . fOK=1)]
FK—1) f(K-2) FO) .0
y=Fx = 0 fIK-1) fiK-2) ... f(0) x

Workhorse 2: Filters as matrix operations

K1
u(t) = [« fOI) =Y x(t —k)f(k)

k=0
y = [y(0),y(1), .y(N =1 fl-?l
x = [e(=K+1).2(—K +2). x(0), .x(N)T
fo= [f0), (1), ... F(K =17

( Gives a the statistical \
fX=1) f(K-2) . floy ... 0 distribution/model of
y=Fx = 0 fIK-1) fiK-2)y ... f{o) x a filtered "signal
. chunk"!

E(xx") =~ I== E(yy!) = BE(Fxx"FT) = FE(xx"FT = -?FF!




DSP people love cosines and sines!

Why? Beacuse if a signal is a sine, a cosine or a delayed sine/cosine, the effect of a
signal time delay can be expressed as a linear combination of a sine and cosine
with the same frequency:

cos(wt — §) = a cos(wt) + b sin(wt)
sin(wt — §) = a cos(wt) + b sin(wt)

Also sums (and differences) of sines and cosines of the same frequency
becomes sum of sines/cosines of that same frequency

a; cos(wt — 6;) + -+ +ay cos(wt — §y) = K; cos(wt) + K, sin(wt)

Let's consider any and all microphone signals as linear combinations of a sine and cosine of a single frequency w!

37
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Observe: to guarantee that any sum
of signals (from all speakers) can be
represented solely as a sinusoid of

w, each signal x; must be a
prolonged sine/cosine wave!

w—

E—s

(a) x; are longerthany: -and A;; "cuts out adds up" portions of x;
(b) asingle non-sinusoid-only part of x ; could give a non-sinusoid y

Why is this important?

= We want to model the receive signals yi precisely
= We don't want any errors that can propagate upon inversion..
= Orthogonal errors may be ok (as we will see), but not other ones..

AVAVAVAVAY

AVAVAVAVAVAVA
\VAVAVAVAV/

AVAVAVAVAVAVAN

If we want y to definetly have this basis.... ...all the x's must have this basis

Let us define s, (f) as the sine vector of length t:

8,(f) = [sin(w), sin(2w), sin(3w), .. .,

pick t = N and w =2kv/N

Let en (K he the corresponding cosine vector,
N 2

G= [ c (N} | s.(N) ]

It follows from the selection of w that GTG = 1.

B

(2) G

40




N P
Let us define s, (t) as the sine vector of length t: !
s.,(1) = [sinfe). sin(2w). sin(3w). . . .. sin(tw)]”

pick t = N and w =2kv/N
Let ey (k) be the corresponding cosine vector.

G =[ cu(N) | 5.(N) ] (2) G
Tt follows from the selection of w that GTG = 1.

B =[ c.(P) |su(P) ] (3) y,

T
We recall that P; = N for all sonrces j =1.....] M. The matrix B; is therefore basi J
a periodic exfension of the matrix G: the N first rows are identical, and then (com;,'son) i db.a-S[;S 0
individua

the next P, = N columns are repetitions of the first P, = N columns of G.

41

Theorem 1 Let yE“i] A jx; where the matrices {A;} are integer pick-up
matrices. Let By = [eu(P;) so(Pj)] and G = [c.(N) so(N)]. where P; = N
for all j, and where w = kr/N for some integer k. Then, x; € R(B;) for all
i=1,....1 M <y e R(G). for every {x;} as defined.

If we want y to definetly have this basis.... ..all the x's must have this basis

This theorem says that if all the x's are in the extended cosine/sine space, then all the y's are in the
corresponding cosine/sine space

42

Theorem 1 Let yE“i] A jx; where the matrices {A;} are integer pick-up
matrices, Let B, = [eu(F) so(P)] and G = [en(N) s (N)]. where P; > N
for all j, and where w = kr/N for some integer k. Then, x; € R(B;) for all
ji=1,....] M <y e RIG). for every {x;} as defined.

x; € RIB;(wn)]UR[B;(wy)] ... URB,(wk))

Theorem 2 Let y = 2".” 1 Ajx; where the matrices {A;} are integer pick-
up matrices.  Let By, = [e, (P;) s, (P;) and B; = [Bj;..... Bx] and
G, = [c., [N} s, (V)] and G = [Gy..... Gy, where P; > N for all j, and
where w, = kn/N for some integer &, Then x; € R(B;) for all j = 1..... M
<y € R(G). for every choice of {x;} as defined.

Also works for multiple frequencies (as long as they are orthogonal), and also for linear
combinations of pick-up matrices - including the fractional time-delay approach!

43

R(B,)UR(B;) = RF?

Does your (extended) selected basis + the other (extended) frequencies span all that the x can be?

44




R(B))

R(B;)UR(B,)UR(T;) = R"

~_
\/\/ BJ:

-

No! To span the space, you need another part of it — the transient - the orthogonal complementto 7(B;) LU J‘?(B_J- )

SSSSASSSl!
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Now we use the full model.

y = Ax=A[Ba+By+To (4)
= ABo+ ABy + AT (5)

Let us assume that the supermatrix B is built up of matrices B; that contain
each a single cosine/sine pair. We then have a matching, block-diagonal G
matrix that picks up this frequency by pre-multiplyving it with y giving:

Gy = GTABa+G" ABy+GTATy (6)
— -~
Ga H5

= G'Ga+G"HY + GTATo (7)

=0

—r

AT = a+o (8)

{ In the inversion step (to recover the signal of interest), the error will explode! J

48
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Error! ®

Summary on (multi-) narrow band and transients

= Transient error impacts on each frequency: extending to multiple doesn't help!
= You can use the full spectrum if you like, but the transient will still plague you!

= How badly the transient error impacts will depdent on inverse matrix choice
= Transposes are more robust than pseudo-inverses
= But also less accurate..

= There would be no residual issue if our x's were sums of extended sinusoids
= Which is the same as saying they are self-repeating signals
= |t is conceivable that a single frequency signal would go on to repeat itself...
= But a multi-frequency signal - ??? Thats weird!
= Yet, that is the assumption you implicitly make when doing fourier-based beam forming
= |If your signal is not periodic, you introduce a real error (not just a "conceptual one")

The Fourier Approch
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GTy = GTAx }7 -{C,’Ax =G| A..x" /4 Gly = GTAx }7 -{C,’Ax =G| A..x" » ¥ = Fiaf
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V4

‘{ Gly — Gl Ax ‘ % &l Ax o GlIA ﬂ Gly = Gl Ax ‘ { Gl Ax = GL Agx’ % [yl = Fral
N
AN
/ § Vi e ) S W
Circulant matrix Shorter x-vector (length N) o . GlAon ... G Ay /We now work\
F, =Gl Ax=GlAx = : : in parameter
g . v
F Gl'Avor ... Gl Ao domain (not
signal
. N domain) Yy
| aly=clax falax= Glapw || y) = Fia} |
N &y =gl Gl Ax = GL Agx’ 7 = Fro
KY = GJ\'Ax A = L Aox > Yk K
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1 aly=alax | alax= alaw ||yl =Fid

| Ghy = Ghax]|—{Ghax= Glaw |[yi =Fual

Gl Aoy, Gl Aoy
F, =Gl Ax =G Ax = : Sensor (mic) index
— . :
Fi (—"j Anon (_:r Aogn

Angle count/index

A block with 2 supervector columns. Each Nx1 sub-vector describes potential contributions from r'th angle
to the signal of the j'th microphone (sine and cosine)

4 Gly=Glax | alax=Glaw | [y = Fid}

F, =Gl Ax =Gl A x =
fp—
Fi

Angle r wave
image (cosine)

Angle r wave
image (sine)

60

-

For each frequency, we "explain what we see" as linear combinations of signals that can possibly arrive from each of the
N different angles

Ty =& | {omme cin | [

Angle r wave
image (cosine)

Angle r wave
image (sine)

61
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_” = Sine and cosine "wave
“ image" from #1 direction
# Mic 1 h Mict (low frequency)
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For all frequencies simultaneously: R For all frequencies simultaneously: R
o ] oo d ] 0
ul ds 0 . ul ds 0
: — : N
}"{—AT R _[Ali . DAy D D 0 0 dy }"{—AT R _[Alf N BialTy. B D 0 0 dy
- ¥ Xi = iy * il ¥ D 4 00 . - y Xi = il Yy * i D 4 00 .
0 da 0 . 0 ds 0O
) )
L0 n o dy L0 n o dy
For any chosen frequency: [d, o 0 . For any chosen frequency: [d, o 0
0 ody 0 . 0 dy 0
PO Y A ) - S PO A ) - S
a=F'y . 4 =FTy =[F]"Fa —— a-bFy. D “g] T a=Fy . 4 =FTy=[F]"Fa — a-pFy. d “—” B
0 ody 0 . 0 dy 0
4
: .0 : L0
Lo . 0 dg . , , ’ Lo . 0 g
W ! } i
\T " w\“
z Why D? It enables us to design a our beam-pattern — to be defined.
"D is our flexibility in designing (or modifying) our inverse matrix - as
. J enabled via analogue electronis" .
For all frequencies simultaneously: R For all frequencies simultaneously: R
o ] oo d ] 0
ul ds 0 . ul ds 0
: — : N
}"{—AT N _[Ali DAy, D D [0 0y }»{_AT N _[Alj DAy, D D 10 0y
- Y Xi = iy * ¥ D 4 00 . - ¥ Xi = iy * ¥ D 4 00 .
0y 0 . 0y 0
) )
L0 n o dy L0 n o dy
For any chosen frequency: [dp 0 0 . For any chosen frequency: [dp 0 0
0 ody 0 . 0 dy 0
. 0 . 0
S . " _ _ ) ST . r _ _ d
a=F y > f; = [F_;‘y’ = [/F,-]“F‘n > @, =DF|"y. D “—” f‘fll = h a=F Yy > G; = [F_;‘yI = [/F,-]“F‘n —— . =DF|"y. D “—” r‘fl| = h
‘/ 0 dy 0 . 0 dy 0
% /// / : . 0 0
- . , e E .
/’///////j i=1 /////,, ! Lo . 0 dy Lo 0 g
Mic 1 = Mic 1 T
4 N ity . What goes on is b
/// \\\\ wave image | Hope for mismatch
Y = - ot \\ matching Y = = contribution
» ’ . close to 0!
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For all frequencies simultaneously:

[d 0 0
0 da 0
: . L
S e AT o, s _ 1A T R D 0 0 dy
X = y X, = [Ai]'y * o weDAly. Dl
0 da 0
L
L O n o dy
For any chosen frequency: [dp 0 0
0 ody 0
g H . 0
o= F"‘ ! 8 — FP'! U TF\ S T ; D 0. 0 dy
Y —— a4, =[F v = [ J'Fa —— 4-pF[y. D [I'JJ T
0 dy 0
. 0
i=1 Lo 0 dy
Mic 1
) "
s N

In essence, we have constrained our estimator for a given component pair (direction) to be equal to the
physical wave response from that direction - plus possibly a weighting of the microphone signals.

For all frequencies simultaneously:

[d 0 0
0 da 0
L
- y - Vo
x=ATy —— X% =[A]"y > x-DAy, D [Ir;] e
0 iy 0
L
L 0 0 dy
For any chosen frequency: [dp 0 0
0 ody 0
T 4 : .0
Y = D o 0 dg
a F Yy I'JJ d 00 .
0 ody 0
0
Lo 0 dy
Mic 1
s N

In essence, we have constrained our estimate of a given component pair (direction) to be equal to the

physical wave respons
N . ) J N J
70 71
Parallell: Bio-mimicry in 3D computer vision .
\
N
N 1
M
fi
ncamea Right Camera ! .
A %’,. o .
f 4.'\ 2z 9000
image Y. » ﬁ Y image 4
//
o in these cases, the signal
aif +oafy 4 direction is no one physical
Passive stereo camera (correlation, matching) — "humanlike" ‘ Pulsed laser — no human can do that © : direction, it is still a single
vector, but now a sum-of-
directions.
Lesson: You may start out by mimicing biology (or physics) but you shouldn't constrain yourself to doing so! \
9000
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CPSK coneniabon at on SNR of 15 8
3 :
2

Edhd

2
)
2

ol pert

Multipath increases channel capacity
(echoes not a problem)

. Gwoedt T
Tt B
e 3 lbr. Aedal e
Tl Al

Tuvarienes ' 2o R

In MIMO communication systems, you cannot be picky as to whether your weights correspond to a physical
direction — every % reduced bit error rates (BER) counts ($ millions!)
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Least Square Estimation: Part 1

Gly = GlAx |—{GlAx= Glaw [yl = Fui

—

.
{ Ghy=Ghax|—{Glax=Glaw |-yl =Pl

Gl'Agy ... GlAgy
F,=GlAx=GlA X = : :
Fi G.‘ An(_u ces Gj Auq_\
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Y. = F,‘(‘t,
F, ... 0 0
Y1 0y
) o F, 0 ... .
y = Y2 | = ) i “2 | = Fa
Yo 0 ... 0 Fg an

and we have frequency orthogonality, i.e. FTF; =0 for i # j. (Why do this on
block matrix form?)
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Clearly, the inverse estimation operation is also separable, as we already know:

a = [FTF'FTa
re'F, ... o o 717"
0 FiF: 0© "
= F ¥
| o 0 FLFq
[ [FTF,]! 0 0
0 [FIFy ' 0 .
= ny
L 0 0 [FLFq™!

which means that (as we already could see from the first equation):

a; = [FTFFy
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But, this solution whether from block matrix or from individual blocks, i.e.

y=Fa=a=[FF"'Fy

assumes that E{aa’) = I We can see this from Bayes formula. — x

y=Ax+n

(ATCA + R) 'ATCy

But, this solution whether from block matrix or from individual blocks, i.e.

y=Fa=a=[FF"'Fy

assumes that E(aa’) = I We can see this from Baves formula. — x

y=Ax+n

(ATCA + R) 'ATCy

If K{aa™) = C and C # 1, and also C not block-diagonal, then we have a
different solution:

a=F'CF| 'F'Cy
Which is typically net separable. 'l'ho underlying the Fourier
approach is therefore that the frequency bands are indepdendent, and this be-
comes visible when seeing the problem in light of Bayes estiamtion.

78 79
But, this solution whether from block matrix or from individual blocks, i.e. 0 T ] T T T T T
T . 1wl i
y=Fa=a=[FF 'y / -
I | -
=Ax+n[ . 7T
¥ ExxT)=C S0k ’ E
— . -
assumes that E(an”) = 1. We can see this from Bayes formula, — X = (ATCcA +R)'ATCy 20 7
If E{aa®) = C and C # 1, and also C not block-diegonal, then we have a 0 ) ) , ) ) )
different solution: ) 20 40 &0 80 100 120 140
a=F'CF] 'FfCy
Which is typically not separable. The|hidden assumption underlying the Fourier 30 . . . . . .
approach is therefore that the frequency bands are indepdendent, and this he-
comes visible when seeing the problem in light of Bayes estiamtion. 2F \ h
Frequency independency is typically not the case for many signals, such as (‘1
speech. Think for instance of harmonic overtones. o _/\/f\/\/\f {\/\/\/\\I '(\ A ll'll E
V V \ y
S - . ) e . El1S E
We will also see that it is not the case for =ome signals with high information
content. 20 1 L 1 L L 1
0 20 40 ] 80 100 120 140
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10k ’A -
[ . Y W 4
Signal
A0k p
20} g '
aok lJ 4 Fourier representation
o . , L ) ) s (sines, cosines)
20 40 60 80 100 120 140 l
E T T T T T T
Phase "scrambling"
el B \ 1 (per frequency)
10} ’ m' E l
o NN\ A AN
/\/\/\/\J \ \AUI \/ﬁ\' | \ Modified Signal
Eli] S -
20 L L AL L 1 '}
0 20 40 60 80 100 120 140
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Information!

Signal

|

Fourier representation
(sines, cosines)

|

40 L L L . L
20 40 &0 80 100 120 140
E T T T T
Information?
wf

|
AN |

Phase "scrambling"
(per frequency)

fm'l, l
%

Modified Signal

100 120 140
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Information!

Signal

v
Fourier representation
(sines, cosines)

|

Phase "scrambling"
(per frequency)

l

Modified Signal

20 40 &0 &0 100 120 140

If we are hunting for information, then decoupling frequencies and working on them individually

would be a really bad idea: The information lies in the relationship between the phases! o

ITI. BEAMFORMING WITH HIGHER-ORDER STATISTICS

The conventional beamforming algorithms estimate their

weights based on the covariance matrix of the snapshot vec-

(8]

s. In other words, the conventional beamformer’s weights

are determined solely by second-order statistics (SOS). Beam-
forming with higher-order statistics (HOS) has recently been

Xaliine)

0 v '
" H "
! ! ;
Xilraa)
1D oo
Xooli)
'

Fig. 6. Schematic view for beamforming in the subband domain,

proposed in the literature [35]; it has been demonstrated that
such HOS beamformers do sor suffer from signal ©

In this section, we introduce a concept of non-
and describe how the fine structure of a non-Gaus
bility densiry funcrion (pdf) can be characterized by measures
such as kurtosis and negentropy. Morcover, we present empin-
cal evidence that speech signals are highly non-Gaussian [37];
thereafter we di beamforming algorithms based on max-
imizing non-Gaussian oplimization criteria.

Vi)

Fig. 8 Maximum kurtosis beamformer with the subspace filter.

From: "Microphone Array Processing for Distant Speech Recognition: Towards Real-world deployment", by Arakawa et al, 2012
[Disney Research, NEC, Toyohasi University of Tokyo, Carneige Melon University, Microsoft Research (lvan Tashev)] *°




ITI. BEAMFORMING WITH HIGHER-ORDER STATISTICS

‘The conventional beamforming algorithms estimate their
weights based on the covariance matrix of the snapshot vec-
tors. In other words, the conventional beamformer's weights
are determined solely by second-order statistics (S0S5). Beam-
forming wi1hlhigllur—unlcr statistics |HOSi has recently been

0 v '
" H "
' ' .
Xdesa)
{tine} 1D
Xooli)

Fig. 6. Schematic view for beamforming in the subband domain,

From: "Microphone Array Processing for Distant Speech Recognition: Towards Real-world deployment", by Arakawa et al, 2012

proposed in the literature [35]; it has been demonstrated that
such HOS beamformers do mor suffe il cancellation.
Tn this section, we introduce a ¢ ot of non-C i
and describe how the fine structure of a non-Gauss
i, ? be characterized by measures
Morcover, we present empiri-
re highly non-Gaussian [37];

Information-seeking + narrowband!
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MVDR + DNN = baseline — all competitors beat it!

[Disney Research, NEC, Toyohasi University of Tokyo, Carneige Melon University, Microsoft Research (lvan Tashev)] “° 87
Least Squares Estimation — part 2
vi = Fig yi =
Mic 1 Mic 1
Yi = Yi =
Mic 4 Mic 4
What kind of linear inverse problem is this — really? cosine images
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) ) ) Locally colinear — why?
i = yi = Fia, Because two, neighboring
wave matrices (vectorized)
look very similar!
Mic 1 Mic 1
F;
Yi = Yi =
+
Mic 4 Mic 4
We have a 4 x 1000 (or 10,0007?) linear circulant and highly locally colinear system! We have a 4 x 1000 (or 10,0007?) linear circulant and highly locally colinear system!
£l h 51
y = Fa y = Fa
. I'pi-lp! T . I'pi-lp! T
& = Fly=FFa=[F'F'F'a=1Ia & = Fly=FFa=[F'F'F'a=1Ia
e e
I \ i \
!
| 20%logyo(-17)
1 |
Applying the inverse matrix (or some estimate or variant of it) results in smearing of parameters! The result of computing a single parameter (pair) in this context = beam pattern
J 92 L J 93




Dealing with a (very) ill-posed problem

= The system has really poor dimensionality

= Co-linearity adds to the problem and results in smearing
= \We can perhaps tweak the inverse matrix a little...?

= But better still - do we know something we could use?

Option 1: Least Squares with Known Covariance Matrix

y = Fa
f:‘{'rln.".} = C ‘
a = [F'CF]'F'Cy = [F'CF| 'F'CFa = Ia

'

I

The spatial covariance matrix could be estimated (or guessed or modelled) by studying the scene over time..

If for instance, many of the coefficients were 0 or close, we would get some useful dimensionality reduction

Option 2: Pruning of directions — by guess or by estimates

y = Fa

y = Fa

Known/guessed

0 (correctly) to be
0

0

0

Y/ —— %/_/ Y o X
0
Keep
0
0




y = Fo

Note: an L1 or LO-norm approach
Would get us close(r) to this — even if the 0-
or close-to-0 directions were not known!

Option 3: A guess on a stronger signal from one direction

@ [FTCF]"'FTC

Q [FTCF]"'FTC

Single pair T S—

(=one direction)

Single vector pair

We almost have to hope for something like this — to get down to something managable! (="weights")
[Hidden assumption: our scene is sparse and/or can be modelled as something sparse + something known]
Q@ [FTCcr)~'FTC ¥y & [FTCF]"'FTC

Single pair

(=one direction)

Single vector pair
(="weights")

Single pair

(=one direction)

Single vector pair
(="weights")

Minimum Variance Distortionless Receiver (MVDR)
or Capon Beamfomer

——— min £ (|w]y —ap|3) subject tow] £ =1
Wi .

N

J

\

Sequential (per-direction) computation of
inverse matrix — subject to "unbiased
estimation" in the direction chosen
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Single pair

(=one direction)

» min £ (||wly —ap|3) subject tow
Wi N =

1) Bayesian interpretation (after looking at
Lagrange multiplications): reflects a strong
belief that there is a "dominant" signal of
interest in the chosen direction

2

Prevents "damping" of target source estimate
when there are many zero-like neighbors

v

This is still a physics-inspired regularization
scheme

‘ N J

\

Single vector pair
(="weights")

Sequential (per-direction) computation of
inverse matrix — subject to "unbiased
estimation" in the direction chosen

- - Utilizes learning (of . L Facilitates Facilitates
N Utilizes sparsity in N N Physics-mimicry: N -
Transient blow-up N . covariance matrix) . connection utilization of
Method N space [if present in N prefers physical N N
issue to improve o modelling between sparse-time
scene] N direction ) "
estimates frequencies modelling
D"ecF inversion (A%) No No No No Yes Yes
on original signal x
Inversion in
[Fourier] subspace Yes No No No Yes Yes
-and- T
De‘ay. a.nd sum (A No No No Yes Yes No
on original signal x
Least squares per Yes No No No No No
frequency
Least squares per
frequency with Yes(?) Yes Yes No (perhaps) No No
knowledge of E(xx")
Minimum Variance
Estimation (MVDR) ? Yes Yes Somewhat No No
per frequency
LO/L1-norm
minimization per ? Yes [How?] probably No No
moderately
frequency

Transient blow-up Utilizes sparsity in

issue

space [if present in
scene]

estimates

Utilizes learning (of
covariance matrix)
to improve

Facilitates
utilization of
sparse-time

modelling

Facilitates
connection
modelling between
frequencies

Physics-mimicry:
prefers physical
direction

Utilizes learning (of
covariance matrix)
to improve
estimates

Utilizes sparsity in
space [if present in
scene]

Transient blow-up
issue

Facilitates
connection
modelling between
frequencies

Physics-mimicry:
prefers physical
direction

Facilitates
utilization of
sparse-time

modelling

Direct inversion (A*)

Direct inversion (A*)

subspace or original

- N No No No No Yes Yes
on original signal x
Inversion in
[Fourier] subspace Yes Yes Yes No Yes Yes
with E(xxT)

-and- T
Delay. a.nd sum (A) No No No Yes Yes No
on original signal x
Least squares per Yes No No No No No
frequency
Least squares per
frequency with Yes(?) Yes Yes No (perhaps) No No
knowledge of E(xx")
Minimum Variance
Estimation (MVDR) ? Yes Yes Somewhat No No
per frequency
LO/L1-norm robabl
minimization per ? Yes [How?] P! v No No

moderately
frequency
LO/L1-norm on
? Yes [How?] [l Yes Yes

moderately

- . No No No No Yes Yes
on original signal x
Inversion in
[Fourier] subspace Yes Yes Yes No Yes Yes
with E(xxT)

-and- T
De\ay. a.nd sym (A No No No Yes Yes No
on original signal x
Least squares per Yes No No No No No
frequency
Least squares per
frequency with Yes(?) Yes Yes No (perhaps) No No
knowledge of E(xx")
Minimum Variance
Estimation (MVDR) ? Yes Yes Somewhat No No
per frequency
LO/L1-norm robabl
minimization per ? Yes [How?] P! v No No

moderately
frequency
LO/L1-norm on babl
probably

subspace or original ? Yes [How?] moderately Yes Yes




- - Utilizes learning (of . . Facilitates Facilitates
N Utilizes sparsity in N N Physics-mimicry: . P
Transient blow-up ) N covariance matrix) " connection utilization of
Method . space [if present in ) prefers physical N ;
issue to improve N N modelling between sparse-time
scene] N direction N N
estimates frequencies modelling
A N .
D|recF inversion (%) No No No No Yes Yes
on original signal x
Inversion in
[Fourier] subspace Yes Yes Yes No Yes Yes
with E(xx")
Delay-and-sum (A) No No Use a sparse wavelet-basis for x- Ye No
on original signal x . . .
signals to realise sparse modelling
Least squares per Yes No No No

frequency

— or information-theoretic

Least squares per dificati
frequency with Yes(?) Yes modifications . o

knowledge of E(xx")

A statistical approach

Minimum Variance

Estimation (MVDR) ? Yes Yes Somewhat No No

per frequency

LO/L1-norm

minimization per ? Yes [How?] probably No No
moderately

frequency

LO/L1-norm on probably \

subspace or original ? Yes [How?] moderately Yes Yes

Simple approach, no utilization of additional knowledge
such as prior signal information or signal smoothness

Simple approach, no utilization of additional knowledge
such as prior signal information or signal smoothness

y=Ax=x=Aly - y=Ax=x=Aly -

Next leve: subspace approach — include knowledge about x, including (known) smoothness of signals:

y = Ax

x; = By, =x=Ba. B=diag{B,.B, o= ful‘lruf ...... 0
y = ABa

a = [AB]ly

(x Ba)




What happens if there is a small error in the modelling of x7:
x; =Bjo;+z =x=Ba+z
y = Ax = A[Ba + z]
where z' B = 0 and then we progress navely as if there were no issue.
a = [AB]'y
4 = [AB]'{A[Ba +2z]} = [AB]'[AB]a + [AB]'z
L S—
=1

The term [AB]'z will explode. We are working with a (pseudo-)inverse matrix,
and z may have components in the directions corresponding to small singular
values...

What happens if there is a small error in the modelling of x7:
x;, =Bjo;+z, =x=Ba+z

y = Ax = A[Ba + z]

where z' B = 0 and then we progress navely as if there were no issue.

a = [AB]'y

Note that the error does not really have to be in x, it could equally well be on
the sensor side, without us being able to notice:

vy =Ax=A[Ba +z| = Ax; + = Axy+n

Az
——
Xo n

Just a little bit of sensor noise can ruin (or help ruin) the subspace approach!

110
Lets try to fix this without relving on the transpose:
What happens i re 15 a small error i e modelling of x7:
hat happens if there is a small error in the modelling of x X, = Bya, + U7, = x = Ba — Un
x; =Bjo;+z =x=Ba+z
A AB where R(B;) U R(U;) = R™, i.e. together they span the full space. This gives
y = Ax = A[Ba + 7] the relation
T s . P T [a
where z' B = 0 and then we progress navely as if there were no issue. v = Ax = A[BU [ ]
Note also that using AT is much more robust than using [AB]T: . T T
: ’ and then we try to solved for [a'~"]".
a=A"Ty=A"[ABa+z=A"ABa +A"z
L S e o o’
=1 =X
because the matrix A typically is "sort of orthogonal” and with some really
small eigenvalues (that will magnify upon inversion). We can also add a weigth- A
ing to D to the matrix A without this changing the scenario much.

Robustenss may be one of the reasons traditional Delay-and-sum approaches are still in extensive use




Lets try to fix this without relving on the transpose:

x; = Bja; + Uy = x = Ba - Uy

where R(B;) U R(U;) = R", i.e. together they span the full space. This gives
the relation

y=Ax=Aﬁu[f]

and then we try to solved for [a®~7)7.

modelling x - whatever it may be. Unless:

y=Ax=ABU¢6ﬂ

we know that v = 0 or v &= 0. Is there a way to foree ~ in this direction?

But then we are really just back to

114

Recall our starting point (for a sensor i):

N
yi= ) Aux;

i=1

Now, A;; is a banded matrix, and there also a filter. Therefore we can rewrite,
in time-domain,

a;j(t) =a;(t)

N
=1

yilt) =

J
Is there a way to change x;(f) so that its vector parallell X resides in a subspace
(and not all of RF5)?

115
The answer is ves, by applving a filter f(f) to yi({): .
Why is this useful? Going back to vector notation we note that iy = f(f)=a;(t)
N is replaced by x; = Fx. Let us assume that we know or guess on the distribution
flt)yxyilt) = f(t)= E ﬂa‘_,i(” ®#x;(t) of the relative coefficients of the vector X
N’ -
¢ i=1
i (t) : Vo Ty
N Eixjx;) = 1
! i T
= Y fyay(t) = i) Bixx!') = C
jurl . . .
! which correspond to white (uncorrelated) thime-samples, or, a more general con
N . IR
. ) relation structure held in C. We then have
= E a;;(t)# f(t) = 2;(t)
=1 T Exxl) = E(Fxx'FT)=FE(x;x")FT = FCF!
i 3 3 ;
where we have utilized that filters (or convolutions) arve commutative,
We are now working on a different version of 2;(t) but that may be quite ok: if
we known i.e. that a;(t) is smooth, there is no harm in applying a smoothing
filter f(f) to y(t), and indirectly, to ax;(f).
116
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Why is this useful? Going back to vector notation we note that ; = f(t)#a;(1)
is replaced by x%; = Fx. Let us assume that we know or euess on the distribution
of the relative coefficients of the vector X

E(x; x_: =11
L"I_xjx:'] C

which correspond to white (uncorrelated) time-samples, or, & more general cor
relation structure held in C. We then have

Ex;x") = E(Fx;x!F’)=FE(x;x])F" = FCF"
Tvpically, the filter matrix F is chosen so that it reduces the dimensionality of
the signal x;(t) {or: the dimensionality in its locally, time-sampled vectors). We
can therefore expect that, or rather design F, so that

FCF' = wv,8iv7!

where Vg is an orthogonal matrix of reduced column rank.

We then have our basis for X;:

xlj = BJ f'IJ' = VU“J

i.e. B; = Vo, and we don’t have to worry about the orthogonal complement
of B, because its coefficient, the ~, has already been set to 0 by the filtering
operation with f(t).

We can also take the Bayvesian approach one step further. and include the
weighing-in of the distribution parameters held in Sq.
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We then have our basis for Xj Why is this useful? Going back to vector notation we note that iy = f(f)=a;(t)
is replaced by x; = Fx. Let us assume that we know or guess on the distribution
of the relative coefficients of the vector X
xlj = BJ('IJ' = VU“J .EI_X_,X::I"I _ _:I
1 T
i.e. By = Vo, and we don’t have to worry about the orthogonal complement Eixjx; ) C
of B, because its coefficient, the ~, has already been set to 0 by the filtering which correspond to white (uncorrelated) time-samples, or, a more general cor
operation with f(f). relation structure held in C. We then have
. . . . ExT) = E(Fxx'FT) = FE(x;xT)FT = FCF!
We can also take the Bayvesian approach one step further. and include the : : :
weighing-in of the distribution parameters held in Sg. Typically, the filter matrix F is chosen so that it reduces the dimensionality of
the signal x;(t) {or: the dimensionality in its locally, time-sampled vectors). We
can therefore expect that, or rather design F, so that
FCF' = wv,siv]!
{ By using filtering, we have "shaved off" a subspace that made our modelling approach difficult }
where Vg is an orthogonal matrix of rednced column rank.
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Why is this useful? Going back to vector notation we note that &; = f(f) =2
is replaced by x; = Fx. Let us assume that we know or guess on the distribution
of the relative coefficients of the vector x;:

Exx]) = Al

Exx!) = C

which correspond to white (uncorrelated) time-samples, or, a more general cor-
relation structure held in C. We then have

E(x;x]) = E(Fxx!F")=FExx])F’ =FCF’

Tvpically, the filter matrix F is chosen so that it reduces the dimensionality of
the signal x;(t) {or: the dimensionality in its locally, time-sampled vectors). We
can therefore expect that, or rather design F, so that

FCF' = v,Siv]l

In speech recogntion applications, this distribution is at least partially learnable — via y - by utilizing "silent" or
single-speaker situations, or by using more complex approaches utilizing the NON-STATIONARITY  of the
sources — ICA, BSS,...
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Why is this useful? Going back to vector notation we note that &; = f(t)=a;(t)
is replaced by x; = Fx. Let us assume that we know or guess on the distribution
of the relative coefficients of the vector x;:

E(x;x]) = A

7, T .

Eix;x;) = C

which correspond to white (uncorrelated) time-samples, or, a more general cor-
relation structure held in C. We then have

E(x;x]) = E(Fxx!F")=FExx])F’ =FCF?

Tvpically, the filter matrix F is chosen so that it reduces the dimensionality of
the signal r;(f) (or; i i ity i its -t . g ) 7
can therefore

5 A 5 : . o . " .

In speech recogntion ap , = =
single-speaker situations, or by using more complex approaches utilizing the NON-STATIONARITY  of the
sources — ICA, BSS,...
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Why is this useful? Going back to veetor notation we note that @; = f(f) =2
is replaced by x; = Fx. Let us assume that we know or guess on the distribution
of the relative coefficients of the vector x;:

Eix;xj) = 7l

Exx!) = C

which correspond to white (uncorrelated) time-samples, or, a more general cor-
ucture held in C. We then have

Ex;x") = E(Fx;x!F')=FE(x;x])F" = FCF"

Tvpically, the filter matrix F is chosen so that it reduces the dimensionality of

the signal x;(t) {or: the dimensionality in its locally, time-sampled vectors). We

can therefore expect that, or rather design F, so that
FCF' = v, Siv]

where Vi is an orthogonal matrix of reduced columm rank.

As long as we span the subspaces R(F) and

R(FT) we can pick any set of basis vectors for
those spaces in the modelling to follow
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| RN IOET /\ Pay
1 the distribn N\ N\

E(XJX.JT.) = -1 v/\vl\
Exx!) = C

which correspond to white (uncorrelated) time-samples, or, & more general o
relation structure held in C. We then have

AR
\Y4 A\

E'[)'(,-)’(T] _ E(ijxTFT} _ FE(xJ-xT JFT — FCFT ‘ Wavelet basis + sparse (L1) estimation?

Tvpically, the filter matrix F is chosen so that it reduces the dimensionality of
the signal x;(t) {or: the dimensionality in its locally, time-sampled vectors). We
can therefore expect that, or rather design F, so that

. N As long as we span the subspaces R(F) and
FCF' = v,Siv]

R(FT) we can pick any set of basis vectors for
those spaces in the modelling to follow

where Vi is an orthogonal matrix of reduced column rank.

{ If we believe our signals to be "sparse in time" —i.e. utterances followed by silent periods — we can model that! }




LOCAL-ICA: INDEPEND IVMPONE!

 FOR SOURCES WITH Model summa ry:

NONSTATIONARY AMP
o L o Average or "static" covariance
Tobias Dakl, Ofe C. Lingjende, Nils Christaphersen Torbjern Elman . N ) 3
estimation (assumes stationarity) fo- -
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We propose a novel and conceprually smple mathod for . . - ¥ v
blind soarce separation of isear mixtures. Sources are re ¥y = Ax<+n=ABa+n

quired 1o have independently flucruatiag non-statienary am-
plivades. where the latter are defined relative 1o 2 moving
time frame. Unlizing the bocal semporal struchure of the
Emiviares, the pespossd method estimates the mitiag masrix
and the sources by repeatsd use ofthe singular value decom-
Performance is compars-

If we now us=e the (observed, estimated, guessed...) covariance matrices

s 5 = 5y(f), X the n x 3
matrix with elemsents ry = x,(f), and H the n x n-matrix

wome tymical foat sems. Unlikes with elements h,, S«u\!ﬂ.am assamed 10 be Illh\\'n‘|ll_lul - e al L ad o f T _ T _ T
T s, mphamlensiiee e B(xx!)(t) = ay (O] + aa(t)ff] E(%;%;) =M= V,8;V;

LocallCA is based oaly on secosd oeder satistics. Logak
ICA thiss has the polcatial for scparating sabsers of ok
covd Gassian sources

where 8 = 1~ !/#8: hesce in the folkruisg we assume with
e low af generality that 1 = | and

where the right hand side is reduced-rank decomposition, and further make a

i 587 <1 [H]
v - . wuess that
i ée“ %ﬁ } i . E(njnf]:Sf
i o, o " Dynamic covariance estimation, . o ’ .
i T utilizing amplitude fluctuations then we have the correct modelling of this expectation, becanse:
. ; (=non-stationarity) o - ) .
- % | s - E(x;x) = E(Bjo;0lB;)=E(V;a;a’V))
y il : i Can make much better filters when parts are computed! S L e -
o = - = V_,-El‘n_,-nj )Vf- = V,-S‘:Vf =M

- }f|fi[ ‘f'EfQI 126 : 127

We now have a complete, parameterized and " transient-issue-free” model: We now have a complete, parameterized and " transient-issue-free” model:
y = AXx+n=ABa+n=Ta+n y = AXx+n=ABa+n=Ta+n
¥ ~— ¥ ~—
T T
with distribution expectations: with distribution expectations:
S ... 0 0 ( S ... 0 0 \
T 0 S, 0 T . Bayes: . .
Ty _ 2 Ty _ -2 _ 2
E(aa”) = ) ) E(nn") =071 CAan Eomh =R s — (ATCA+R)'ATCy ) =o°1
: 0 V=880 i) =c T ExxT) = C-CA(ATCA +R) 'ATC
0 ... 0 So
i . . . , . . . Ex-x)x-x) =E=.. . .
We can plug this straight into Bayes formula, from the first sections. G —3) = m first sections.




We now have a complete, parameterized and " transient-issue-free” model:
v = Ax+n=—ABa+n=Ta+n
—

with distribution expectations:

(S| .0 (}\

Bayes: q
E{nn’) =R X (ATCA + R) '"ATCy

y=Ax+n o0y -c F(xxT) C CA(ATCA + R) 'ATC

'y T \
Flx—x)x—x) =E=..

- - Utilizes learning (of . L Facilitates Facilitates
. Utilizes sparsity in N N Physics-mimicry: N e
Transient blow-up ) . covariance matrix) . connection utilization of
Method . space [if present in . prefers physical . .
issue to improve N N modelling between sparse-time
scene] N direction N N
estimates frequencies modelling
D"ecF inversion (A%) No No No No Yes Yes
on original signal x
Inversion in
[Fourier] subspace Yes No No No Yes Yes
-and- T
De\ay. a.nd Sl,lm (A No No No Yes Yes No
on original signal x
Least squares per Yes No No No No No
frequency
Least squares per
frequency with Yes(?) Yes Yes No (perhaps) No No
knowledge of E(xx")
Minimum Variance
Estimation (MVDR) ? Yes Yes Somewhat No No
per frequency
LO/L1-norm
L babl
minimization per ? Yes [How?] probably No No
moderately
frequency

Gives you an error (~=confidence) of the signal coefficients estimated!

Bayes subspace &
E(xx")

Yes

Yes Yes Yes

Yes

Yes — with Wavelet
basis & mods

Summary on statistical estimation

= We can use a (multiband, broadband) basis with filters

= |t will take care of the "transient"
= Utilizes commutativity of convolution operation

= Can "model in" probability models (covariances) of speech signals

= Can extend to dynamic models or mixture models of covariance matrices
= Can utilize fluctuations in speech to tease out indivudal components

= Can "model in" expected shape of speech (wavelets, other bases).

Multi-narrowband is not the same as broadband beam forming

The (new)

context: infinite compute!

= There used to be a time that everything had to be real-time on ARM
= With speech, most crunching is already running on the cloud
= Wouldn't be a big leap to make high-performance array algorithms there too

= Speech recognition is a game with "multiple lives"
= |f one set of parameters doesn't give you % recognition — try another!
= You can also use % recogniton for validation and 'steering'

= The same applies to other applications - like medical imaging
= Not long ago, beam forming was in hardware
= There are still realtime requirements to guide the probe

= However, if image analysis is also to be done with Al, you can post-process your
stored signals to get images with much higher quality — potentially.
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= The fallacy of the latest word

= The fallacy of the immediate interest
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