Interpretability of Language Models across Abstraction Levels
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Impressive capabilities, opaque mechanisms

Status quo: Scale vs. Understanding
- The promise of the Bitter Lesson (Sutton, 2019) & Reward is enough (Silver et al., 2021):

o scaling yields increasingly capable models
o costly training
o limits of available data and its quality

- Scaling # Understanding

o No first-principles theory: We cannot design algorithm-centric behavior from
fundamentals.

o Unknown how gen Al implements problem solving, i.e., how emergent algorithms
are realized

[ Transparency, alignment, controllability, and efficiency suffer! ]
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Going up — and down - the abstraction levels

algorithm + control

composition, grammar

cIusters, concepts

primitives

features + attribution



XAl develops methods for input attribution
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. Attribution: What features?
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Input is not enough, extending to interactions and concepts
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interactions

Il. Concepts & Interactions: What groups emerge?

Counterfactuals: What would have to change?
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Mechanistic interpretability to understand internal computations
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Interventions: How to steer behavior?

Circuits: How do computations compose?
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As models learned to talk, they started explaining themselves
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Self-explanations: How does the model explain itself?

2015 2020 2025
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|. Algorithmic Evaluation and Understanding

Eberle et al., Position: We Need An Algorithmic Understanding of Generative Al. ICML Spotlight 2025
Lippl et al., AlgoTrace: Algorithmic Primitives and Compositional Geometry of Reasoning in Language Models. ICML 2026




Case Study: Graph-Based Multi-Step Reasoning, Goal-Directed Navigation

Motivation: Models perform poorly on graph navigation and multi-step planning tasks.

Note: These tasks can be solved easily with existing algorithms;
we would not need LLMs for it.

We are interested in them as it lets us study how these models
learn to reason and try to solve structured problems; many

o interesting problems can be represented as inference from graphs.
room 1 to room 12?

{ Answer: 1, 7, 10, 13, 12 1 Also we generate ground truth solution strategies for evaluation!

Momennejad et al., Evaluating Cognitive Maps and Planning in Large Language Models with CogEval, NeurlPS 2023
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https://neurips.cc/virtual/2023/poster/71431

Case Study: Graph-Based Multi-Step Reasoning, Goal-Directed Navigation

What is the shortest path from What is the shortest path from What is the shortest path from
room 1 to room 12? room 1 to room 7? room 1 to room 12?
[Answer: 1,7,10, 13, 12 ])( [Answer: 1,13,10,7 ])( [Answer: 1,7,4,7,13,12 ])(

GPT-4, temp=0, graph D, n-step GPT-35, temp=1, graph D, 1-step GPT-4, temp=0, graph D, n-step

Loops and

Path Hallucination Detours ..
Hallucinations

Momennejad et al., Evaluating Cognitive Maps and Planning in Large Language Models with CogEval, NeurlPS 2023
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https://neurips.cc/virtual/2023/poster/71431

Building algorithmic solutions: primitives, grammar, algorithms

Representations Predictions (Behavior)

Model Structure @'@ Failures
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Building algorithmic solutions: primitives, grammar, algorithms

Representations Predictions (Behavior)

Model Structure @@ Failures

Basic operations necessary to implement an algorithm (vocabulary)

Compositions of primitives (grammar)

— Finite set of rules for transforming inputs to outputs

Algorithmic Algorithmic Algorithms
primitives grammars
2N Za\

algorithm identification and interpretability methods
attention analysis layer-wise decomposition
feature attribution = manifold analysis  probing
subgraph discovery mechanistic interpretability

£ G &P
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Case Study: Graph-Based Multi-Step Reasoning, Goal-Directed Navigation

1. Algorithm Identification

Setup:
- Llama-3.1-8/70B-Instruct > Algorithmic Algorithmic > Algorithms >
- Tree Graph (n=7) primitives ‘A_ grammars A

- Task: Determine if there is a valid
path from the lobby (L) to the goal

2. Hypotheses
node (here: W). P

Eberle et al., Position: We Need An Algorithmic Understanding of Generative Al. ICML 2025
13



https://openreview.net/forum?id=eax2ixyeQL

Evaluate Candidate Algorithms and Identify Implemented Algorithm

3. Algorithmic evaluation i
layer 13 T . o
> |L13| BFS: 82 3
= 5 @ @ i £
Q g c © :
3 E | V- 22 s
i s 3 =
y ® o £ I I
token VM edit distance = 1 layer 32
1 ______________ A .
c attention analysis
S g = § y attention
— [0)] H
8882 033 . ¢ 02 et
56 %% o o 0-18 path 1 path 2 destination
BFS DFS oot tokens tokens token
rejec
BFS vs DFS hypotheses algonthmlc
> discovery

Eberle et al., Position: We Need An Algorithmic Understanding of Generative Al. ICML 2025
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https://openreview.net/forum?id=eax2ixyeQL

Algorithm Discovery: Representational Analysis Reveals Policy-Dependent Search
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Algorithm Discovery: Representational Analysis Reveals Policy-Dependent Search
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= 0 i@t " Competing
G) Goal nodcle', $ ' nodes
1@ QO ™

24, &
3 bbv" \/\\nchor
10_ /l’ 8 y ‘\nOde
. Adobbyaa A

Non-goal

4
. ranch

tsne 2
&ff
v‘(

—101

—-201

’

Model decision

0 20 40
tsne 1

Eberle et al., Position: We Need An Algorithmic Understanding of Generative Al. ICML 2025
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Identified Algorithm
1. Incremental &
competition-driven separation

across layers

2. Leads to attention on goal
token in later layers

U

Policy-dependent search

instead of a classic algorithm


https://openreview.net/forum?id=eax2ixyeQL

Decomposing LLM Reasoning in Algorithmic Primitives

Traveling Salesperson Task capability
Problem (TSP) The distance between City 0 and City 2 is 8.
(...) The distance between City 2 and City 4 is
5. (...) What is the total distance of traveling
from 0->2->47?

Compute total distance of a given path.

Algorithmic capability

Algorithmic primitives

chain-of-thought Retrieve ’

‘ Retrieve first node ’
subsequent node

0->2 has distance 8 and 2->4 has
distance 5. The total distance 1is

8+5F13.

‘ Retrieve edge

attribute ’[ Compute sum ’

Algorithmic composition

000000

Lippl et al., AlgoTrace: Algorithmic Primitives and Compositional Geometry of Reasoning in LMs. ICML 2026
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https://openreview.net/forum?id=ppirVueEj6

t-SNE 2

CoT reveals distinct representational grouping

Traveling Salesperson Cluster 0: Path initiation statements and recall statements.
Problem (TSP) T )

good| . |what| about| © -> 4 ->2 ->3 ->1 ->5 ->|8|]. |-|] e->4=-14, 4->2-6, total =20, 2 ->3=6, total =26, 3 -

>1 =15, total = 41 , 1 ->5 =14, total = 55, 5 ->0 =42, total = 97 |. |What| about 0/->4||->2/-> 5 ->1 ->3|->|0|. |-

0 ->4 =14, 4 ->2 =6, total =20 , 2 ->5 =10, total = 30 , 5 ->1 =14, total = 44 , 1/->/3 /=15, total = 59 , 3|[-

>0 =19 , total = 78|.| So|| total 78 |, “which|[ is| even [ better|| than 85| . |/Let|"s| check| that| route|: e -> 4 =14, 4 ->2 =6,
2||->||5{=((10, 5->1-=14, 1| ->|[3|/={{15], 3/-> 0 =19 .|| Sum : 14 + 6 = 20 , 20 + 10 = 30 , 30 + 14 = 44, 44 + 15 = 59 ,
59 + 19 = 78 |.| Yes| total|= 78|. |Now| can| we| do|| even| better|?| Let|'s| try @ ->4 ->2 ->5 ->3->1 ->0f. |- 0 ->4 =14,

4 ->2 =6 (20), 2~>5=107(39), 5/->3 =10 (/40 ), 31->1=/15| (|/55]), 1~>0=35(99)475707total 90| . ||What
Cluster 3: Path representations.

>(1/|->|@|[->3][->|@ no . what about starting| from| (@ ->/|a][->[la]|-5] ... not| sure . Maybe consider starting with |@]->||4|->|1 ->||3]f-
2| =>|I5/|->|0|: |- 0 ->4 =14, 4 ->1=17, total =31, 1->3 =15, total =46 , 3->2=6, total =352, 2|-

>5 =10 , total = 62 , 5 ->0 =42, total = 184 . What about 0 ->4/|->|[1]|->5->2|->3-> 80 : - 0 -> 4 =14

4 -
s
>1 =17, total =31, 1 ->5=14, total =45, 5 ->2 =10, total =5 , 2 ->3 =6, total =61, 3 ->0=19

3

total = 80 . So 80 is slightly higher than 78 . Maybe try @ |->|4->||2|->|5]|->||1|->|@||->|3|-> @ is not valid . Maybe try

Cluster 4: Distance statements

cycle ). We can try to solve T SP by enumer ating possibilities or wuse intuition . Let ‘s list distances in matrix form : City
el : - | to (8IS 35 -|| to 2|: 33 -| to 3|z 19 - to 4 : 14 -| to 5|z 42 City 3 - -| to all : 35 -
to 2|: 25 -{| to 3= 15 -|| to 4| : 17 -|| to 5| 14 City 2(: ||-]| to le] : 33 -|| to 1ff: 25 -|| to 3|z
6 -|| to 4|: 6 -|| to 5|: 1e City 3| ||=J| to| ||©]: 19 -|| to 1): 15 -|| to 2([: 6 - to 4| : 44 [ te
HI 10 City 4| : ||-| to 9| : 14 -|| to 1f[= 17 -|| to 2| :| 6 -{| to 3= 44 -/ to | |5 11 City 5([: | -| to
ol 42 -|| to 1= 14 - to 2 : 10 - to 3= 10 -|| to 4|: 11 We can try to use nearest neighbor or use
inspection . Let 's «check potential «candidate paths . Let ‘s try to find a cycle manually by trying to choose the shortest
segments . Looks like the smallest edge is : between| City 2| and Cﬁt); 3] : 6 , and also| City 2] and C;ity a):[]6l. so

18



Algorithmic composition

D0O0O000

MC_00: Reasoning scaffold MC_06: Computing totals

TSP: Identifying algorithmic reasoning strategies

is 14, 5 ->@ is 42 . so best is 5 -> 1 with 14 .[ o] pat >|[0|[, | totall |[ss].| what| if| we| try| [o]->]a
>4 ->2->3->5->1[) total];] 36 + 14 - 50 . Now at City T Nel-slal = = F o
remaining is . [so][ add) edge]:] 1 -> e is 35[] Total][ -] se + 3 T !m.E].. =R 3.%
et res s B 2.5 5+ 1. ool S

-._-—. ot .-EEDQ lal> So 88 > 85 . What about >4 ->2 ->1
mD.E]--[E-[:]e ->|a][->[[2][->[[a][->][s][-5][3]->][e]]: >2=6! 2'>1=25EEE].! 1j{->
e >4 = - 4->2 =6, total = 20 2 >1 =25, t EE}E 5'>0=42!E8112‘

=14/, total =59 5->3 =10 , total = 69 - 3 ->0 = >||5|->/i@]. |- @ -> 4 = 14|,

j[]...[]--[]e NIEENSEEEE0NE OF »1 -1 BeeBEl s - 1 B

2 > 1 =25, total =45, 1 ->3 =15, total = 60 , about |l [ell=slall=sI2l=s s> 1l - [31[=sllell.. II-

:Ot:l_> 070. ,E]DS9 >-)94 =4214, : totzl_) @E;][ ,Nott]c[Jtit;odj[;e][N,hat][ abc:utslqes 2l 5l=11e !Bn siolal=11a UE
>|a|[=l[as][, || totall=|[aa]l,][ |[2|[->][s|[=faal., | totall=|ss|; | Ifs|->|e]=]la2|.] t >e=19EE]78' Soj totalj || 78](,]( whic
about|[Je -> 4 >z->5->1—>3—>e.[2] o[ ->[al[=|[2a|[, | Ifal->][2]=] that| routel: 9'>4=14B '>2=6B
2/->s/=/16 ,| total =30/, |5 ->1/=/14/, total =24, |1 -> 3/=15 3/->/@/=/19] . Sum|: 14+6E].Q .+15
> 0 = , total EE]-EDEE]I wh1ch]ﬁ[ even][ better][ than][: +(|19 E] 78 . Yes total = 78 . Now can we

--E][]e > 4 =14, > |2]=l[6l ][ [2][->ls)=][2e][. | IIs][->][x][=]: s [[2[[->lIsl[->]3][-s[[2]l->lle][. |[-I[ Tlell->![4]=]14

3->0=19D@[3E]14+6= , 20+10 =30, 30+ 14 =44 s >3-zl 3-1-1HEH
59 + 19 EGE@BEE}-----_l e [ about || |[0][~>/[a][->][2][->[[s][->][2][>|[3][->][e][. ]| we

Code at https://github.com/sflippl/algotrace
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https://github.com/sflippl/algotrace

Algorithmic understanding via top-down and bottom up interpretability

Algorithmic compositions

<thought>

S S |

Bottom-up from representations

20

]

Top-down from behavior and reasoning traces [hl(:z:f ,ﬂ[ ][ ][ ] [hk(m)]
| |
<thought> <thought> Evaluation and Grounding
. e .. Hypothesis-Dri H Aligned
Algorithmic Primitive [ VITE ei'[s H]V[en] [ ] [uma]E Ig}Ee ][ ] [
. " o Clustering
= | |
(5)— compute_distance() Analyzing reasoning at scale
I:; — S i
\—C get_subsequent_node()
|
0O Qg -]
1t @ reorder_path()
generate_candidate_path()



AlgoTrace: Algorithmic Understanding of Generative Processes

a. Representational clusters map to
algorithmic primitives

(;;—— compute_distance()
-

25 0
R * a A

o get_subseq_node()

generate_new_path()

Eberle et al., Position: We Need An Algorithmic Understanding of Generative Al. ICML Spotlight 2025
Lippl et al., AlgoTrace: Algorithmic Primitives and Compositional Geometry of Reasoning in Language Models. ICML 2026



https://openreview.net/forum?id=eax2ixyeQL
https://openreview.net/forum?id=ppirVueEj6

Latent Clusters Reveal Algorithmic Primitives

a. Representational clusters map to b. Compositions and Transitions
algorithmic primitives
compare or verify

. 9_, compute_distance() % Ao I 3->5->2->0 is [215)0 |[Alternatively
2 & :.-,:‘ v, - 4[->|2]->[3|->|0 noBAlternativelyE] 0
WL 5 5%~ YRR 3 -> 2 -> o[ no/. |(Alternatively|:] o — 4
&% 8T [
get_subseq_node() % L .
A generate new path |[-[Sum distances
” -~ N 26 =)63)., [[+)@8
B Al compute distance |(TtUEEE s .
generate_new_path() ity e e B

Eberle et al., Position: We Need An Algorithmic Understanding of Generative Al. ICML Spotlight 2025
Lippl et al., AlgoTrace: Algorithmic Primitives and Compositional Geometry of Reasoning in Language Models. ICML 2026



https://openreview.net/forum?id=eax2ixyeQL
https://openreview.net/forum?id=ppirVueEj6

From Primitive Discovery to Causal Algorithmic Interventions

a. Representational clusters map to b. Compositions and Transitions
algorithmic primitives

w )
* ¥ 9_, compute_distance()

compare or verify

5> 2>0 i (2150 Aitemate)
4> 2> 3 > o[ noilJAlternativelys) o

7 4 = 3 -> 2 -> o[ no/. |(Alternatively|:] o — 4
y generate new path [-[SuW distances
- I 26 (=)63). (FE8)

48 compute distance |IEEBEEES -

c. Control and intervene on process steps, then measure primitive expression in model output

w

get_subseq_node()

generate_new_path() ey L

%NN paths T #Paths 1 Dist. comp. | Final ans. | #Verif. T #Comp. 1

nearest_neighbor +56.1% +72.0% -73.6% -4.5% +104.3% +125.6%
generate_path +4.8% +143.9% -76.0% +18.4% +25.0% +12.2%
compute_distance +22.2% +36.5% -86.5% -47.4% +1989%  +79.3%
final_answer +23.2% +34.8% -29.8% -81.5% +82.6% -37.8%
compare_verify +37.9% +43.6% -62.8% -7.0% +655.4% +1103.7%
compare_verify?2 +29.5% +48.4% -64.9% -13.7% +706.5% +526.8%

Eberle et al., Position: We Need An Algorithmic Understanding of Generative Al. ICML Spotlight 2025
Lippl et al., AlgoTrace: Algorithmic Primitives and Compositional Geometry of Reasoning in Language Models. ICML 2026



https://openreview.net/forum?id=eax2ixyeQL
https://openreview.net/forum?id=ppirVueEj6

ll. Distributed and Sparse Interventions

Ernst et al., Distributed Sparse Interventions in Language Models. (under review, 2026)



https://scholar.google.com/citations?view_op=view_citation&hl=de&user=vZB4qw0AAAAJ&sortby=pubdate&citation_for_view=vZB4qw0AAAAJ:dhFuZR0502QC

Applying interventions leads to interaction effects

input x
layer /
activation a
output y
effect €

intervention ()

£(01,62) = f(z|ar <—a1+51,a2<—a2+5z)
= 2261 + 07 + 262 + 8102
= 5((51) + 5(52) + 8109.

These interactions are typically not captured by classic intervention methods like
function vectors as they rely on first-order approximations and linear patching.

Ernst et al., Distributed Sparse Interventions in Language Models. (Arxiv, 2026)
25



https://arxiv.org/abs/2607.07128

Distributed Sparse Interventions (DSI) mitigates this issue

e aYa aYa Ya N
1- Compute differences 2 - Score & select neurons 3 - Refine interventions 4 - Modify forward pass
@ 3 Y
N\ Q 4 O |'>‘ (_/‘
1
1
/ “'\\ ‘,'> D / ‘\\ /_\‘ ! / N\ //\
QO e ® 010 r@ O
I 1
- 1 1
) N\ R\ =
o=0=0 ‘ O @O
] oA
I ¥ 4
I
[ so = topa(a’ © )]
\ y." J ( s = argmin CE (fspa (z),y) ] ( a+—a+soa ]
@ positive example @ negative example robust gradient @ intervened on

\ J J

DSI enables sparse steering
(i) at the level of individual neurons instead of vector representations,
(i) does not require selecting a specific layer as it localizes neurons in a distributed manner,
(iii) that can capture interaction effects across the entire model.

Ernst et al., Distributed Sparse Interventions in Language Models. (Arxiv, 2026)
26



https://arxiv.org/abs/2607.07128

DSI improves over existing steering baselines, while intervening less

fruit_v_animal_3 object_v_concept_3 choose_first_of 3 adjective_v_verb_3 color_v_animal_3 choose_middle_of_3

1.0
0.8 <
Intervention
0.6
— Dsl
0.4 —— no refinement
0.2 ___ norefinement &
5. 0.0 no gradient robustification
@ FV best layer
8 capitalize present-past product-company country—capital sentiment english-french
Q
< Baselines

—— 0-shot baseline
- = 10-shot baseline

-—- majority class baseline

Improved steering performance of function vectors, at much lower intervention footprint.

Ernst et al., Distributed Sparse Interventions in Language Models. (Arxiv, 2026)
27



https://arxiv.org/abs/2607.07128

DSI leads to interpretable neuron-level signatures of steering

A Steering performance on AxBench

C Shared neurons reveal related concepts

model DSI Other Methods ID Score Concept
] 56 t . TDiffMes 1 TPC i
64 256 1024 d model ReFT-rl DiffMean SAE PCA Probe I 4 0.98 expressions of vulnerability and honesty about personal struggles
2B 0.34 0.51 0.60 0.64 0.51 0.18 0.15 0.08 0.09 0.94 expressions of personal experience and struggles related to
9B 0.31 0.53 0.69 0.72 0.63 0.32 0.19 0.13 0.11 judgment and stigma
0.80 themes related to personal loss and health struggles
B D|StnbUted Steermg i | Jaccard I s 0.84 specific terms and phrases related to scientific protocols and
neurons — _EI similarity methodologies
. 1.16 phrases related to measurement processes and specific scientific
! ! terms
= Gemma-2-2B (n=144) ] | 1.22 technical terms and phrases related to scientific measurements and
3 — Gemma-2-9B (n = 150) | ] h thodologi
§ 0% research methodologies
g i = Il 17 1.08 terms related to outreach and audience engagement
(&) | 1.18 expressions of commitment to collaboration and community
8 10% responsibility
§ 0.92 terms related to social organizations and community involvement
&
o ~— Bl 26 154 specific punctuation or words that indicate enthusiasm or emphasis
0% 5% 50'% 25% 100% 122 Fexpresswns of surprise or disbelief o .
1.38 informal second-person pronouns and abbreviations commonly used in

Model Layer

Code at https://github.com/Explainable-Al-Berlin/DSI

Jaccard NN
0.13 0.65

casual communication



https://github.com/Explainable-AI-Berlin/DSI

Conclusion

Representations Predictions (Behavior)
Model Structure Failures

A. What to explain?

- Decompositions into building blocks; guided by top-down/bottom-up label extraction

B. Bridging representations and structure?
- Functional analysis of nodes, messages, and their compositions, methodological challenge!

C. Evaluate and ground explanations?
- Hypothesis-driven evaluation, match with known solutions or human processes, otherwise discovery!

From Scaling to Understanding

- Move from brute-force scaling — principled, algorithm-centric research ©) ® @:g

- Building a library of validated algorithmic primitives and mechanisms
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History at scale: corpus-wide analysis and XAl predictions

1 Data collections 2 Atomization-recomposition 3 Corpus-level view
Sacrobosco Collection > Input table > Bigram map > Histograms > Historical tables embedding
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Eberle et al. Historical insights at scale. Science Advances 2024.
Eberle et al. (2020). Building and interpreting deep similarity models. IEEE TPAMI, 44(3), 1149-1161. 31
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