
9

Hardware Decompression Techniques
for FPGA-Based Embedded Systems

DIRK KOCH, CHRISTIAN BECKHOFF, and JÜRGEN TEICH
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In this work, we present hardware decompression accelerators for widening the bottleneck be-
tween slow nonvolatile memories on the one side and high-speed FPGA configuration interfaces
and fast softcore CPUs on the other side. We discuss different compression algorithms suitable
for a hardware accelerated decompression on FPGAs as well as on CPLDs. The algorithms will
be investigated with respect to the achievable compression ratio, throughput, and hardware over-

head. This leads to various decompressor implementations with one capable to decompress at
high data rates of up to 400 megabytes per second under optimal conditions while only requiring
slightly more than a hundred lookup tables. We will evaluate how these decompressors perform
on configuration bitstreams for different FPGAs as well as for softcore CPU binaries.
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1. INTRODUCTION

The progress in silicon technology has led to an enormous growth of resources
found on current FPGAs. And with larger FPGAs, the reconfiguration data
has increased significantly over the last decade and has now passed the
10 megabyte barrier [Altera, Inc. 2007a; 2007b; Xilinx, Inc. 2007a; 2007b]
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for the high-end products of the leading FPGA vendors. In order to keep
the configuration times within acceptable margins, most recent FPGA fami-
lies offer high-speed configuration with data rates of up to several hundreds of
megabytes per second. Besides the hardware aspects, we can further observe
an increase of software binaries that are executed in FPGA-based embedded
systems. With the trend towards more complex software systems in terms of
the code size, the amount of CPUs, and the complexity of the CPUs (e.g., 32-
bit CPUs instead of 8-bit CPUs), the required data rates for reading software
binaries have also passed values of several hundreds of megabytes per second
in order to limit the start-up time of a system. Such high data rates cannot
be delivered by today’s low cost nonvolatile memories. For instance, typical
NAND-flash devices offer read data rates of just a few tens of megabytes per
second. Consequently, configuration bitstream and software binary storage for
high-speed operation is very costly. Note that some systems require multiple
different configurations or binaries, making the data storage even more ex-
pensive. For example, if a system supports in-field updates, such a system will
normally provide a fallback configuration bitstream or firmware for the case
of an update failure. In such environments, bitstream and software binary
compression may help to reduce the memory usage and the required memory
bandwidth, thus saving cost.

Especially for systems using runtime reconfiguration, the configuration
speed is an important issue dictating if two or more modules are suitable to
share the same FPGA resource area over time. If, for example, two differ-
ent modules of a video processing system have an accumulated execution time
smaller than the time between two video frames, these two modules may be
executed time-multiplexed on an FPGA. But this is only feasible if also the
reconfiguration can be performed within the given time budget. For typical
multimedia applications, this implies reconfiguration times in the range of a
few milliseconds.

We propose to use decompression for accelerating the start-up process by en-
hancing the throughput that is typically constrained by slow nonvolatile mem-
ory devices. For instance, when bitstream compression reduces the size of a
bitstream to 50%, the configuration speed may be doubled.

When compression techniques are used to enhance the configuration speed
and to accelerate the software start, the decompression has to be performed in
hardware. Depending on the system, the decompressor may be located exter-
nally (e.g., as a CPLD implementation) between the nonvolatile configuration
memory and the configuration interface, or internally on the FPGA itself. In
the latter case, the decompressor should be attached to a DMA unit in order
to allow using the accelerator for bitstream decompression as well as for the
software boot process or any other suitable decompression job. For high-speed
operation, parallel configuration interfaces are obligatory; for example, by us-
ing the ICAP (Internal Configuration Access Port) interface that is available
on most Xilinx FPGAs. This provides self reconfiguration capabilities by the
system.

Bitstreams may contain fractions of data that are selectable to any
value (don’t-care values), thus allowing higher compression ratios [Li and
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Hauck 1999]. Unfortunately, all bitstream formats of today’s FPGAs are
confidential, thus preventing us to exploit such techniques. In addition, mod-
ifying any software binaries is not allowed. Consequently, our proposed com-
pression algorithm variations work lossless. For hardware decompression, we
observe the following objectives.

—Compression Ratio. In order to allow memory savings and throughput
enhancements, we require significant compression ratios.

—Throughput. In order to speed up the system start with the help of hard-
ware decompression, the decompressor has to emit at high continuous data
rates. As discussed in Section 2, this is not only a question of the achievable
clock frequency but also a question of possible bursts on both sides of the
decompression module.

—Resource Overhead. The decompression hardware should be as small as
possible.

Contribution. In this article, we analyze existing compression algorithms
with respect to their suitability for hardware accelerated bitstream and soft-
ware binary decompression. We will discuss various modifications to standard
algorithms in order to fulfill the objectives of compression ratio, throughput,
and resource overhead at the same time and with high quality. Here, high qual-
ity means implementations that achieve compression ratios that can compete
with state-of-the-art software programs, such as gzip, implementations that al-
low throughputs of several hundreds of megabytes, and implementations with
small resource requirements. We discuss issues for FPGA implementations as
well as for CPLD designs, and some of our presented implementations are suit-
able for an alternative software implementation. Furthermore, we developed
a benchmark including several dense and therefore hard compressible config-
uration bitstreams that can be accessed freely on our Web site [Department of
Computer Science 12]. Beside some bitstreams, we also collected a set of soft-
ware binaries in order to evaluate the applicability to accelerate the firmware
start.

The article is structured as follows: In Section 2, we present general aspects
and a motivating example why bitstream decompression algorithms must be
carefully designed in order to reduce the configuration time. After discussing
various compression techniques for high-speed reconfiguration, we introduce
in Section 3 our configuration bitstream benchmark that is used in Section 4
to rate our implementations. Finally, we will conclude this article in Section 5.

2. ALGORITHMS FOR BITSTREAM COMPRESSION

Bistream compression is the process of encoding FPGA configurations using
fewer bits than the original unencoded bitstream.

We define the compression ratio η = size(compressed bitstream)
size(original bitstream) .

The main goal of bitstream compression is to hide a low bandwidth of a
nonvolatile configuration memory through hardware decompression. All of our
presented accelerators for bitstream compression are capable to emit one token
per clock cycle. Let |wFPG A| be the width of the configuration interface and
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|wdeco| be the decompressor output data width in bit, then a decompression
accelerator has to operate with at least |wFPGA |

|wdeco |
times the clock frequency of the

configuration interface in order to allow full configuration speed.
In order to accelerate the configuration process, it is not only important to

put focus on the best compression ratio, but it is much more important to con-
sider the configuration memory bandwidth. Let dFPG A be the configuration
interface data rate, and dMEM be the peak data rate of the configuration mem-
ory, then the configuration data rate is

dconf =

{
dFPG A if dMEM · 1

η
≥ dFPG A full speed

dMEM · 1
η

else limited by memory bandwidth.

Note that for any lossless compression algorithm, it is possible to construct
cases where the compression ratio is larger than one [Heun 2003], thus de-
grading the configuration time. For instance, let us assume a configuration
bitstream where 10% of the bitstream contains worst-case compression data
that may be compressed by a ratio of η1 = 4, while the 90% remaining bit-
stream data may be compressed at η2 = 0.1. Then, the average compression
ratio is 10% · η1 + 90% · η2 = 49%. If we further assume that the configuration
memory has half times the throughput of the FPGA configuration interface, at
first view, it seems to be possible to completely hide the low data rate of the
configuration memory. In this case, we achieve the optimal configuration time
topt, that is only related to the size of the configuration bitstream divided by
maximal configuration interface speed dFPG A .

However, this holds true only if a decompression accelerator reads at a con-
tinuous data rate from the configuration memory. With respect to our example,
the 10% of the bitstream containing worst-case configuration data produce a
configuration memory burst that idles the configuration interface, while in the
remaining 90% of the bitstream, the maximal configuration speed is limited by
the configuration interface bandwidth. In the last case, we are not taking full
benefit of the high compression ratio and we waste bandwidth at the configu-
ration memory interface. As shown in the experimental results (see Section 4),
these bursts cannot be efficiently hidden by the use of a FIFO buffer between
the configuration memory and the decompression accelerator. When taking the
bandwidth of the configuration memory into account, the configuration time is

10%·η1

0.5·dFPGA
+ 90%

dFPGA
= 1.7 · topt. This means that the configuration time is reduced

by just 15% as compared to an uncompressed configuration process that would
take two times topt. Despite the good average compression ratio of below 50%,
we are far away from the optimal configuration time topt.

If we design the bitstream compression algorithm such as to limit the worst-
case compression ratio at the cost of a reduced best case compression ratio, we
can speed up the configuration time. For instance, limiting the compression
ratio of the 10% of the bitstream containing worst-case configuration data to,
let’s say η′

1 = 2, while having a compression ratio of η′
2 = 0.4 for the remaining

90%, results in an average compression ratio of 10% · η′
1 + 90% · η′

2 = 56%. If we
now compute the configuration time for the adjusted algorithm, we achieve a

much better overall configuration time of just
10%·η′

1

0.5·dFPGA
+ 90%

dFPGA
= 1.3 · topt.
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Fig. 1. Probabilistic state machine for the compression of random data with run length encoding.
The states represent the run lengths and the probability p̃ = 1

2|t| denotes the chance that the next
token is identical.

These numerical examples point out that looking only at the overall com-
pression ratio will not necessarily enhance the configuration speed. This ob-
servation has similarities with Amdahl’s law. As compared to the execution
time of an algorithm that cannot be reduced below its sequential fraction, the
configuration process cannot be accelerated beyond the configuration interface
limit (topt), regardless of the achieved compression ratio.

In the following, we will examine configuration ratio issues together with
implementation aspects for variations of well known compression algorithms,
such as run length encoding, Lempel, Ziv, and Huffman encoding.

2.1 Run Length Encoding

Run length encoding [Salomon 2004] is a simple technique to compress a se-
quence of identical tokens belonging to a data stream. Thus, run length encod-
ing is a good candidate to compress configuration bitstreams that are sparsely
populated with binary 1 values and that offer lots of consecutive identical to-
kens. The recurrences will be encoded by tuples (t, l) with t being the next token
and l being the run length denoting the number of times this token is repeated
in the original data. For example, the sequence A B B C C C is encoded as (A,1)
(B,2) (C,3). The data width of a token is |t| bit and the amount of bits used to
encode the run length is |l| bit. Run lengths larger than 2|l| will be encoded by
multiple tuples that allow to recompose the original input data. When t and l

are encoded with a fixed amount of bits, the compression ratio ηRLE is in the
following range (̂ηRLE denotes the worst-case compression ratio):

|t| + |l|

|t| · 2|l|
≤ ηRLE ≤

|t| + |l|

|t|
= η̂RLE. (1)

The cost to encode a run length tuple is always |t| + |l| bits. These bits code in
the best case |t| ·2|l| bits and in the worst-case just |t| bits. Note for the last case
that the compressed data will be larger than the original input data.

The token bit width |t| (and consequently, the amount of different tokens)
and the amount of bits to code the run length |l| should be determined with
care, because when random data is compressed using run length encoding,
the compressed data will be larger than the original input data. This is illus-
trated in Figure 1 on the basis of a probabilistic state machine. The probability
that the next token in a random data stream is identical to the present one is
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Fig. 2. Histogram of the first 16 most occurring run lengths found inside all benchmark bitstreams
(see Section 3). The abscissa enumerates classes of run lengths by their occurrence that is not
necessary the run length itself. However, the class 1 denotes also the occurrence for a run length
of 1. The columns quote the portion of a particular run length occurrence class for different token
bit widths (1, 2, 4, 8, 16) with respect to the total amount of codewords required to encode the
benchmark using RLE.

p̃(1) = 1
2|t| . The probability for longer recurrences i decreases exponentially:

p̃(i) = 1
2|t|·i . The compression ratio for an infinite random data stream is

therefore

η̃RLE =
2|l|∑

i=1

|t| + |l|

|t| · i
·

1

2|t|·i
. (2)

Even for relatively small token bit widths, the probability that just two con-
secutive words are identical is about zero (e.g., < 1% for bytes). Therefore,
η̃RLE converges against the worst-case compression ratio η̂RLE = |t|+|l|

|t|
for

increasing |t|.
The values of η̃RLE and η̂RLE indicate the behavior when the bitstream

contains fractions of high entropy data. This can happen especially for
initialization data of internal RAM blocks. As the relative amount of RAM ini-
tialization data is not negligible,1 we demand that all compression algorithms
must have an η̃ close to 1 and an η̂ ≤ 2. Consequently, the run length must
not be encoded with more than the half amount of bits chosen for the token
bit width: |l| ≤ 1

2 |t|. As a starting point for parameterizing the run length
algorithm, we analyzed a histogram of the probability distribution of the run
lengths for different token bit widths |t| of the complete benchmark corpus (see
also Section 3).

The histogram in Figure 2 reveals that higher rates of consecutive sequences
exist only for small token bit widths. For instance, for a token bit width of
|t| = 16, the probability is 55% that the run length is 1, which means that a
sequence of identical tokens contains only one token. Furthermore, the his-
togram points out the potential for data compression through run length en-
coding. If we add up, for example, the probabilities of the first ten run lengths(∑10

i=1 p(i)
)
, we see that for all token bit widths except for the width |t| = 16,

the sum of the probabilities is below 50%. Thus, for these token bit widths,
the majority of run lengths is larger than ten, pointing out a feasibility for

1According to the data sheets [Altera, Inc. 2007a; 2007b; Xilinx, Inc. 2007a; 2007b] for the chosen
FPGAs in the benchmark section, the relative amount of RAM preload data is on average 14% of
the overall bitstream size.
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Fig. 3. Toggle run length decompressor. At the beginning of a decompression process, the output
is initialized. Each time when the sequence of equal bits ends, the flip-flop is toggled and the equal
bit counter will be loaded with the next run length until the complete bitstream is decompressed.

run length compression. However, when using the described encoding, the run
length 1 will lead to a relatively large portion of data σ in the compressed data
stream that is larger than the original one: σ = |t|+|l|

|t|
· p(1). For instance, if we

set the token bit width to |t| = 4 bit, we find according to Figure 2 that 27% of
two consecutive words differ. If we further set the length field to |l| = 2 bit, we
get σ = 6

4
· 27% = 40.5%.

In order to overcome these issues, we propose two variations. The first one
works on a bit width of a single bit, while the second one uses a flag to dis-
tinguish between the case of a recurrent sequence or the case that a sequence
contains only one word.

2.1.1 Toggle RLE. If the token bit width is set to |t| = 1 bit, the run length
value specifies the distance between two bit flips. If we further define a fixed
start bit value, the complete bitstream data is compressible by encoding only
run lengths while omitting the next token t. By reserving some codes for
specifying run lengths without toggling at the end, it is possible to compress
recurrent sequences of any length. In a former implementation of such a
decompressor [Koch and Teich 2004], we have demonstrated good compression
ratios in combination with tiny hardware decompression modules. In this
work, we present an improved version that achieves better compression ratios.
We examined different prefix-free encodings in order to balance between
the compression ratio and the hardware to decode the prefix-free codewords
specifying the run lengths. In addition, the encodings ensure a bounded
compression ratio for random data as well as for worst-case examples. Let us
assume the following encoding:

run length 1 2 3 4 4* 8* 16* 64*
code 00 01 100 101 1100 1101 1110 1111

*no toggling after this run length

If we set the start bit value to 0, the sequence 1 00 111000000 is encoded as
00 01 100 110001. A run length of 1 will double the amount of data required
to be transferred from the configuration memory. However, we found that a
run length of 1 exists in only 7% of our benchmark bitstreams (see also the
histogram for |t| =1 in Figure 2).

As illustrated in Figure 3, the toggle RLE hardware decompressor requires
only two counters, a control state machine, and a decoder for the run length
values. Some FPGAs signalize the completion of a full reconfiguration process,
thus allowing to omit the bitstream length counter. The toggle RLE technique
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Fig. 4. LZSS compression. A search buffer holds already compressed data and a look-ahead
buffer contains the next portion of uncompressed data. The example shows a five-bit prefix of the
look-ahead buffer that is also found in the search buffer at position six, encoded as (′1′, 6, 5).

is suitable for FPGA as well as for CPLD implementations. One drawback of
this technique is the sequential output of the bitstream data. Even for high-
speed designs running at 200 MHz, the throughput is limited to just 25 MB/s.2

2.1.2 Flag RLE. In order to enhance the throughput, we examined a vari-
ation of the earlier presented traditional run length encoding scheme that uses
a flag to distinguish between the case that consecutive tokens differ and the
case of a recurrent sequence of identical tokens (run length equal or larger than
one). The corresponding encodings are (′0′, t) and (′1′, t, l). Thus, the worst-case
compression ratio is η̂RLE = |t|+1

|t|
. Note that the Flag RLE approach is a special

case of a prefix-free encoding of the run length l.
As shown in Section 4, the flag RLE has an inferior compression ratio com-

pared to the toggle RLE approach, but it has a |t| times higher throughput
because the toggle RLE decompressor emits only one bit per cycle. The flag
RLE algorithm is also suitable for FPGA and CPLD implementations, but care
has to be taken for the decompressor input interface. In the case of a typical
8-bit input interface, we found the most hardware-efficient implementation
when using an extra register for the flags in order to keep the alignment of the
incoming compressed data constant. This extra register will store the flags for
a block of eight codewords and it is loaded once at the beginning of a new block.

2.2 LZSS

The LZ algorithms (named after their inventors Lempel and Ziv) are string
substitution schemes. A well-known string substitution scheme is LZ77 [Ziv
and Lempel 1977]. String substitution schemes replace uncompressed data
by references to already compressed data. During compression, as shown in
Figure 4, a search buffer keeps track of the last already compressed tokens
and a look-ahead buffer allows accessing the next tokens of the uncompressed
data. During the compression phase, the search buffer is scanned for matches
of all prefixes of the look-ahead buffer. The longest prefix of the look-ahead
buffer found in the search buffer is then replaced by its starting offset and its
length. If no prefix was found, the first token (nextToken) of the look-ahead
buffer will be emitted.

The LZSS approach [Storer and Szymanski 1982], as an improvement of
LZ77, uses a flag to distinguish between these two cases, similar to the method-
ology presented for the flag RLE in Section 2.1.

2Throughout the document, 1 MB equates to 106 byte.
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Fig. 5. LZ77 HW decompressor proposed in Hauck and Wilson [1999], and an example for LZSS
decompression.

Let o, l, and t denote the offset, the length, and the nextToken and |o|, |l|, and
|t| the number of bits to code these values. Then, during LZSS compression,
either the codeword (′1′, o, l) or (′0′, t) is emitted (see also Figure 5). The com-
pression rate becomes minimal if the longest possible prefix of size lmax = 2|l|

is matched. In this case, lmax · |t| bits are encoded with 1 + |o| + |l| bits. If no
match was found, a token of |t| bits is encoded by 1 + |t| bits. This leads to the
following lower and upper bound for the compression rate η of LZSS:

1 + |o| + |l|

l · |t|
≤ ηLZ SS ≤

1 + |t|

|t|
= η̂LZ SS. (3)

The upper bound is equal to the upper bound of the flag RLE algorithm (see
Section 2.1.2). Thus, LZSS does not lead to a drastic downgrading of the com-
pression ratio if fractions of the configuration bitstream contain data with a
high entropy.

2.2.1 LZSS Hardware Decompression. During decompression, offset and
length refer to already emitted data. Thus, the decompressor must keep track
of the last m emitted tokens, with m being the search buffer size of the com-
pression program. For the LZSS decompression, we enhanced an approach for
an LZ77 hardware decompressor proposed in Hauck and Wilson [1999] (shown
in Figure 5) with a state machine that decodes LZSS encodings. During de-
compression, the emitted data is fed into a shift register that represents the
mentioned search buffer. If there is no match in the shift register, the next
token nextToken will be emitted. In case of a match, the offset field o specifies
the position of the shift register containing the first token of an l token long
match.

As CPLDs contain only a relatively small amount of memory bits, LZ decom-
pressors are inapplicable for CPLD implementation because of the required
shift register. For the implementation of the shift register on FPGAs, the fol-
lowing four options exist.

(1) lookup table flip-flops (the flip-flops available behind each lookup table);

(2) Frame Data Input Register (FDRI) provided in Xilinx FPGAs [Xilinx, Inc.
2005];

(3) dedicated RAM-Blocks; and

(4) dedicated shift register primitives (SLR16) in Xilinx FPGAs [Xilinx, Inc.
2007a].

ACM Transactions on Reconfigurable Technology and Systems, Vol. 2, No. 2, Article 9, Pub. date: June 2009.



9: 10 · D. Koch et al.

Fig. 6. Configuration of a single slice within a counter. Multiple slice instances containing the
same configuration are aligned one above the other in order to make use out of the vertically
aligned carry-chain path (running upwards).

The first solution consumes an unfavorable amount of hardware resources.
The second one is an interesting alternative when implementing hardware
decompression on the FPGA itself as a fixed part of the chip. Accessing the
FDRI leads to a significant hardware overhead and the access is pretty slow.
However, Pan et al. [2004] and Li and Hauck [2001] present compression tech-
niques that are based on the FDRI, but both papers omit a discussion of a pos-
sible hardware implementation of a decompression module. The third variant
uses dedicated on-chip RAM resources that allow implementing a long shift
register that was used in Hübner et al. [2005; 2004] for LZSS configuration
data decompression in hardware. But huge shift registers require more bits
in the compressed data in order to specify the offset o, thus leading to lower
compression ratios especially for short matching sequences. By exploring var-
ious search buffer sizes and encoding schemes, we found no significant benefit
of using huge shift registers.

If we analyze how circuits are typically mapped onto an FPGA, we can find
some regularities within the primitives used to implement elementary func-
tions, such as most arithmetic functions. Figure 6 gives a configuration ex-
ample of a so-called slice that implements two bits of a counter on a Xilinx
Virtex-II or Spartan-3 FPGA.

In this example, multiple vertically aligned slices are instantiated according
to the width of the counter. Four slices together share one switch matrix ele-
ment and this complete formation is called a CLB (Configurable Logic Block).
Wide counters lead to structures containing some repeating regularities within
vertical adjacent CLBs. As the bitstream data contains the same regularity
and represents the configuration also in a vertical column-based fashion, the
recurrences will be located close together within the bitstream. Consequently,
long shift registers for implementing the LZSS algorithm are not useful for
bitstream compression.

Instead of using dedicated RAM blocks, we examined the last option to im-
plement the shift register by the use of dedicated shift register primitives that
are available on most Xilinx FPGA families [Xilinx, Inc. 2007a]. We discovered
that even small search buffers, as little as 32 tokens, lead to good compres-
sion results, as revealed in our experimental results (to be found in Section 4).
In our approach, the shift register has been implemented by using SRLC16E

primitives on Xilinx FPGAs. This primitive allows to use a 4-bit lookup table
alternatively as a 16-bit shift register with random access to the individual
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register contents. An l deep shift register of token bit-width |t| can be created
by cascading |t| · ⌈ l

16⌉ SRLC16E primitives.
For the sake of completeness, we want to mention an implementation

[Dandalis and Prasanna 2001] for decompressing configuration data in hard-
ware that has some relationship with the LZ78 algorithm that is based on a
dictionary rather than a shift register. However, the work reports only moder-
ate compression ratios and omits details on the resource consumption.

2.2.2 LZSS Parameterization. Experimental results demonstrated that,
among the run lengths (shown in Figure 2), there is no uniform distribution
among the prefix lengths found during LZSS compression. This observation
lets us conclude that it is not suitable to code all LZSS prefix run lengths
with a fixed codeword size. If we use prefix-free encodings with adjusted code-
word widths such as Huffman codes for the length encoding, we will require an
unlikely amount of hardware resources because of the different word widths
that must be aligned to the input data width, as demonstrated in Section 2.3.
Therefore, we encoded only a subset containing 2|l′| run lengths of all 2|l| possi-
ble run lengths using less bits (|l′| < |l|). We explored manually how many bits
are required to encode the length (|l′|) and which subset of run lengths leads
to the best compression ratios. Note that the search space to find the optimal

prefix run lengths for just one encoding of l′ is
(2|l|

2|l′|

)
. For our best encodings for

run length prefixes, we found that at least 50% of the subset contains the first
10 smallest prefix run lengths.

Limiting the number of encoded prefix lengths will result in more codewords
in the compressed bitstream, because for an prefix length l that is not encoded,
the biggest encoded prefix length smaller than l will be used instead. In this
case, only a smaller prefix length is encoded and a new search for a prefix
is executed. However, encoding more prefix lengths leads only to marginally
better compression rates. In addition, longer prefix lengths will not necessarily
reduce the configuration time because they represent high compression ratios
that cannot be exploited, as the configuration interface has a limited input
data rate.

The best parameter set found in the aforementioned exploration for our
LZSS derivation was one bit for the flag, |l| = 3 bit, |o| = 5 bit, and |t| = 8 bit.
This results in a 9-bit long codeword which does not match a typical 8-bit
interface. To simplify the interfacing, we used an extra register for the flags
that stores the flags for a block of 8 consecutive codewords. Then the remaining
compressed codeword is 8 bit wide, thus ideal for connecting a typical memory.

Recent FPGAs offer high-speed configuration interfaces that are up to 32-bit
wide and that operate with at least 100 MHz [Altera, Inc. 2007b; Xilinx, Inc.
2007a]. In order to match these interfaces, we could extend the token bit-width
to 32 bits. This would influence the compression as follows: With an increased
token bit-width, long prefix lengths become more rare. Therefore, the subset
of encoded prefix lengths has to be adapted. In addition, the worst-case com-
pression rate improves with higher word widths. However, it is also possible
to enhance the throughput by increasing the clock frequency of the decompres-
sor in combination with a serial-to-parallel converter at the output. Our LZSS
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Fig. 7. Normalized histogram of the probability of occurrences for the first 16 most frequently
appearing tokens found inside all benchmark bitstreams. The abscissa enumerates tokens by
their probability of occurrence. Note that in the case of a token bit width of |t| = 4, the sum over
all listed occurrences is 100% because in this case, only 2|t| = 24 = 16 different tokens exist.

decompressor consists of a few simple basis elements and the whole design can
be easily pipelined. Consequently, we can easily build decompression modules
that run at least at 200 MHz (e.g., when implemented on a Xilinx Virtex-II
device). This speed in combination with a datapath width of 16 bit allows us to
emit data by a decompression module at a rate of 400 MB/s. Thus, we can uti-
lize the full configuration interface bandwidth of today’s FPGAs under optimal
conditions.

2.3 Huffman Compression

As an entropy encoding scheme, Huffman encoding [Huffman 1952] assigns
short codewords to frequently occurring tokens and longer codewords to in-
frequently occurring tokens. Huffman encoding is based on a Huffman tree,
which in turn is created upon a probability distribution of tokens. Creating
an individual Huffman tree for each bitstream file is called dynamic Huffman

encoding. Such a Huffman tree is part of the compressed data and has to be
reconstructed before decompression. Such decompressors turn out to be costly
in terms of hardware usage [Wetekam and Lutz 2005].

Applying the same Huffman tree for all bitstreams is called static Huffman

encoding. The static Huffman tree is based on the probability distribution of all
tokens in our benchmark corpus and will never change. The compression rate
for the overall corpus is hence still optimal, whereas we could achieve better
compression rates for single bitstream files using dynamic Huffman encoding.
We found that static Huffman compression performs well on our corpus, as can
be seen in Figure 7. The higher the variation in the probability distribution,
the better the compression ratio achievable with Huffman encoding.

Let |hmin| and |hmax| denote the smallest and the largest Huffman codeword
widths found in our static Huffman tree and |t| the token bit-width used for
compression. Then, the compression ratio for Huffman encoding is

|hmin|

|t|
≤ ηHuf f ≤

|hmax|

|t|
= η̂Huf f . (4)

As we demand that the decompression ratio is bounded in such a way that
fractions of high entropy data will not completely cut off the throughput, we
have to restrict the Huffman code. If we want to ensure that the worst-case
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Fig. 8. (a) Huffman tree and (b) a reduced Huffman tree. The reduced Huffman tree has a better
worst-case behavior by the cost of an inferior compression ratio.

compression ratio η̂Huf f will be not larger than, for example, 2, we have to
limit the largest codeword width to |hmax| ≤ 2 · |t|. We can further check the
compression ratio for random data that is the average codeword length over
all Huffman codewords h(i).

η̃Huf f =
1

|t|
·

1

2|t|

2|t|∑

i=1

h(i) (5)

In the case η̂Huf f is larger than 2 or η̃Huf f is insufficiently high, we have to
reduce the depth of the Huffman tree as illustrated in Figure 8. Reducing the
Huffman tree does not essentially reduce the maximum configuration speed.
As can be seen in the histogram in Figure 7, there is one token with a proba-
bility of more than 50% (here, the token containing only “0” bits), thus it will
be encoded in a classical Huffman tree with one bit. However, if we assume
that the configuration memory interface can deliver 50% of the maximum con-
figuration data rate, then we can spend up to 4 bits to encode this token before
the configuration speed drops down for a Huffman tree with |t| = 8-bit wide
output tokens. In other words, before this point, the maximum throughput of
the configuration interface will limit the configuration speed. By applying this
technique, we will degrade the average compression ratio on the one side. But
on the other side, we will enhance the configuration speed massively, because
longer codeword sizes can now be reduced.

2.3.1 Huffman Hardware Decompression. After computing a static Huff-
man tree that fulfills our requirements, we can automatically generate the
hardware decoder module. An example of the datapath of such an implemen-
tation is shown in Figure 9. When in the example a new word has to be de-
coded, the start input becomes one and according to the values in the so-called
alignment register (flip-flops r0, . . . , r2) exactly one output of the decoder tree
becomes active. As the words of the original bitstream data are encoded into
codewords of different lengths h(i), the alignment register is used to arrange
the incoming data d such that the Huffman tree decoder gets its incoming
codeword always at exactly the same position. The outputs of the Huffman
tree decoder indicate the decoded token of the alphabet {00,01,10,11} that
can be emitted in the following. Next, the alignment register is shifted right
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Fig. 9. Huffman decompressor. In the right, a Huffman tree decoder is shown that decodes a
new output word of the alphabet {00, 01, 10, 11} (|t| = 2) upon start=1. The values in brackets
denote the according encodings. The multiplexers and the alignment register r adjust the incoming
compressed bitstream data d according to the size of a particular codeword h(i).

by the length |h(i)| of the encoded token. For instance, if the output for token
01 becomes active, the alignment register is shifted by two, which is selected
by the multiplexer input C2.

A state machine (not shown in Figure 9) controls the fill level of the align-
ment register. If the alignment register has space for a new input value due to
the shift operation after decoding a word h(i), the alignment register is loaded
with the next value from the input. The bottom multiplexers shift the input
word to the rightmost free position in the alignment register. For instance, let
us assume that r3, . . . , r5 are empty (not containing a codeword) and that r0=0
and r1=1, thus, are storing the encoded word for the output token 01. Then,
upon start=1, the output 01 of the Huffman tree encoder will become active.
In the following, r0 and r1 will be consumed and the last valid fragment of the
compressed bitstream stored in r2 will be shifted into r0. Then we will have five
free entries in the alignment register and a new input is stored in the registers
r1, . . . , r4 which is selected by the multiplexer input f5.

The example points out that we require more logic for the input data align-
ment than for the Huffman tree decoder itself. Note that we require just one
4-bit lookup table to decode one of the output tokens because in this example,
no token requires more than the inputs of start and r0, . . . , r2 for decoding.
The size of the alignment register |r| depends on the input data width |d| and
the Huffman tree depth, which is equal to hmax. If in the case that the align-
ment register is missing one bit to decode the next token, it must be possible
to load the alignment register with a new input word in order to provide full
speed. Thus, the total required alignment register width is |r| ≥ |d| + hmax − 1.

The logic overhead for the multiplexers is enormous for larger trees. For
each occurrence of a Huffman codeword width, we have to spend one input for
the top multiplexers as well as one input for the bottom ones adjusting the
input data. In addition, the structure contains long combinatorial paths and
is difficult to pipeline because only when a decode phase has determined the
next output token will we know from which position in the alignment register
the next decode phase has to start.

However, as shown in Section 4, static Huffman encoding reaches the best
compression ratios.
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2.3.2 N-ary Huffman Trees. In addition to static and dynamic Huffman
trees, we analyzed a third variation of Huffman compression that can be im-
plemented with a lesser amount of lookup tables on FPGAs. So far, all Huffman
trees have been binary trees. A Huffman tree is called n-ary if each node has
up to 2k = n children. Each edge in an n-ary Huffman tree is coded by k bits,
for example, with k = 1 for a binary tree or k = 2 for a quaternary tree.

The well known algorithm for creating a binary Huffman tree can easily be
extended to create an n-ary Huffman tree. Let us assume a set of 2|t| tokens
and a probability of occurrence assigned to each token. Such a set of tokens
with probabilities assigned is called an information source. For creating an n-
ary Huffman tree, in each iteration we pick those 2k tokens with the smallest
probabilities and create a node for each word. We create another new node to
become the father of these nodes. The father is then put back into the set of the
remaining words to be processed in a future iteration. Consequently, in each
step the amount of remaining words or nodes is reduced by 2k − 1. Obviously,

on the very first level above the leaves there are 2|t|

2k = 2|t|−k nodes. These 2(|t|−k)

nodes in turn are then connected to 2(t−k)

2k nodes on the next level. Hence the

number of nodes κ (excluding leaves) in an n-ary Huffman tree with 2k = n

children per node and a token bit-width of |t| is

κ =
∑

i=1,i·k≤m

2|t|−i·k + δ|t|,k = 2|t| ·

⌊
|t|
k

⌋∑

i=1

(
1

2k

)i

+ δ|t|,k

= 2|t| ·


1 −

(
1
2k

)⌊
|t|
k

⌋+1

1 − 1
2k

− 1


 + δ|t|,k with δ|t|,k =

{
0 k | |t|

1 k ∤ |t|.

If we set i=0, we sum up the amount of nodes and leaves. Note that the number
of nodes becomes smaller while k grows. The number of edges along a path
running from the root to any arbitrary leaf shrinks as well. However, we need
k bits to code each edge. Hence, a path from the root to a leaf represents
running along i edges, representing a codeword of size i · k. In general, n-ary
Huffman trees result in inferior compression ratios as the average codeword
size increases. However, Shannon’s noiseless coding theorem gives an upper
bound for the average codeword size. Let S be an information source. For the
average codeword size µ(S, f ) of a prefix-free coding scheme f for S based on
an n-ary Huffman tree with 2k = n children, the following equation holds

H(S) ≤ µ(S, f ) < k + H(S).

Here H(S) is the entropy of S. To prove this upper bound we firstly show that
there exists a prefix-free coding f for an alphabet of 2k words for which Eq. (6)
holds.

| f (Ni)| = ⌈−log2k pi⌉ < 1 − log2k pi, (1 ≤ i ≤ s) (6)
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Such a prefix-free coding scheme exists, as Kraft’s inequality holds.

s∑

i=1

(2k)−⌈−log2k pi⌉ <

s∑

i=1

(2k)−(1−log2k pi) =
s∑

i=1

(2k)log2k pi−1

=

s∑

i=1

(2k)log
2k pi

2k
=

1

2k
·

s∑

i=1

pi =
1

2k
< 1

As we assume an alphabet with 2k elements, each word in f is coded with k

bits. Hence we multiply the codeword length from Eq. (6) with k.

| f (Ni)| = k · ⌈−log2k pi⌉ < k · (1 − log2k pi), (1 ≤ i ≤ s) (7)

Note that multiplying each codeword length of f with k does not affect the
existence of f . The equation for µ(S, f ) holds.

µ(S, f ) =

s∑

i=1

pi · | f (Ni)| <

s∑

i=1

pi · k · (1 − log2k pi)

= k ·

s∑

i=1

pi · (1 − log2k pi) = k ·

s∑

i=1

pi − k ·

s∑

i=1

pi · log2k pi

= k − k ·

s∑

i=1

pi · log2k 2log2 pi︸ ︷︷ ︸
=pi

= k − k · log2k 2︸ ︷︷ ︸
=1

·

s∑

i=1

pi · log2 pi

= k + H(Qs)

The use of n-ary Huffman trees allows us to incisively lower the complexity of
the decompression unit hardware by taking a decline in the average codeword
size, and hence in the compression ratio, into account. As depicted in Figure 9,
a large amount of logic is required to implement the multiplexers connecting
the compressed data stream by the help of the alignment register with the
Huffman decoder tree. A n-ary Huffman tree that interprets k bits in each
level of the tree reduces the required multiplexer inputs by k for each flip-flop
of the alignment register.

As mentioned before, the hardware decompression units can be automati-
cally generated. Our generation routine adapts to the Huffman tree parame-
ters k and |t|. Hence, several decompression units are available and we can
trade off the compression ratio versus the hardware consumption.

3. BENCHMARK

All compression algorithms exploit some statistical characteristics within the
uncompressed data like nonuniform probability distributions of tokens or
some regularities found in the input data. In the case of FPGA configuration
bitstreams, the exploited characteristics stem from the configuration facility
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itself, because FPGAs are designed as general purpose devices for implement-
ing any kind of digital hardware. Therefore, only a subset of the logic and
routing resources is used to implement a specific module and the used logic
has an encoded counterpart inside the configuration bitstream. In addition,
as presented in Section 2.2.1, the fine-grained character of an FPGA leads to
similarities among adjacent basic elements for many kinds of circuits. These
similarities have a counterpart in the according configuration data and can
also be exploited for compression.

However, if we want to build a suitable benchmark for investigating bit-
stream compression algorithms, we have to generate bitstreams that repre-
sent the statistical characteristics for a wide range of different FPGA designs.
Most FPGA designs will have high logic utilization for allowing smaller FP-
GAs. This minimizes significant overheads like monetary cost, static power
consumption, or configuration time. Therefore, we generated benchmark bit-
streams mostly having a logic utilization of at least 90% of the available lookup
table resources. More detailed information on the benchmark can be found in
Koch et al. [2007] and Department of Computer Science [12].

In order to detect influences on the compression ratios that are related to
the implemented algorithm of a module and not only to the logic utilization,
examples from different application domains have been selected.

—In the crypto core section, we took a DES module [OpenCores] and an RC5
core [Koch et al. 2006]. In these modules, we found a huge amount of simple
Boolean functions, bit shuffling operations, and shift registers.

—In the signal processing section, we chose an FFT module [OpenCores] and
an FIR filter. These modules consist of several multiply-accumulate opera-
tions and lots of distributed registers. For the FIR case, all implementations
utilized 100% of the dedicated multipliers offered by the different FPGA
architectures.

—In the communication section, we chose a network router (named NET)
and a crossbar (named Xbar). While the router consists of a huge amount
of communicating state machines, the crossbar consists mostly of wide
multiplexers.

4. EXPERIMENTAL RESULTS

Figure 10 lists the measured compression ratios for all benchmark bitstreams
and some decompressor variations. As a reference, the figure lists the com-
pression ratios achieved with gzip (V 1.3.5 was the best). Additionally, two
vendor-specific dedicated configuration memory devices [Altera, Inc. 2007a;
Xilinx, Inc. 2007b] that both perform bitstream decompression are included in
the list. Beside the different bitstreams of the benchmark modules, we quoted
also the average value over all bitstreams (AV). The results for our techniques
reveal the best compression ratios for the Huffman decompressor that in some
cases outperforms gzip. However, as shown in Table I, the implementation of
an 8-bit Huffman decompressor is very costly.
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Fig. 10. Achieved compression ratios for the benchmark bitstreams.

As an alternative, we combined the LZSS decompressor together with a
Huffman decompressor that is responsible to compress the sequence of next
tokens (see nextTokens in Figure 5). In order to keep the logic overhead within
acceptable margins, we used two variants of a Huffman decompressor with
4-bit wide words (|t| = 4). The first one (named LZSS+Huff2 in Figure 10)
is based on a binary Huffman tree, while the second one (LZSS+Huff4) is
based on a quaternary Huffman tree. As compared to the binary Huffman
decompressor, the second one comes along with an average 1.2% inferior com-
pression ratio. On the other side, our combined LZSS-Huffman decompres-
sor implementation requires 693 lookup tables for the binary case and 436
lookup tables for the combined decompressor based on a quaternary Huffman
tree, which yields in an logic resource benefit of 37% over a binary Huffman
encoding.

For the Altera Cyclone-II benchmark bitstreams, the flag RLE (F-RLE)
ranges always and on average 6% better than the dedicated configuration de-
vice (EPC16). For Xilinx Virtex-II and Virtex-V bitstreams, the toggle RLE us-
ing a simple prefix-free encoding (T-RLE∗) ranges with one exception (FIR for
Virtex-II) is always better than the XCF16P configuration device. Toggle RLE
has not demonstrated a clear advantage over the XCF16P configuration device
in the case of Spartan-3 bitstreams. However, better compression ratios may
be achieved by the use of a device-specific encoding. Note that both dedicated
configuration devices, the EPC16 and the XCF16P, provide a maximal output
data rate of up to 40 MB/s which seems to be limited by the internal flash
memory. However, except the Huffman case and the CPLD implementation,
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Table I. Synthesis Results of Different Decompression Accelerators

T-RLEFPGA† T-RLECPLD† F-RLE† LZSS8† LZSS16†

LUTs/MCs 111 57 85 83 120

Fmax[MHz] 165 67 193 198 200

Implemented on: †XC2V40-5
‡EPM7064-10

Synthesis Results for the Static Huffman Decompressors

Huffman Cyclone Spartan-III Virtex-II Virtex-IV

LUTs 4451 4223 5286 4114

Fmax[MHz] 50 60 45 66

All timing results are based on the slowest available speed-grade.

all of our implementations allow high clock frequencies with up to 200 MHz,
and in each cycle, a token may be emitted.

The T-RLE* compression algorithm is based on a prefix-free encoding for
the run length which has not been synthesized because of its ineptness (see
Section 2.3.1). The output token bit width of the toggle run length acceler-
ators is 1 bit while all other decompressors have an 8-bit output. Only the
LZSS16 module has a 16-bit output that allows, due to the high clock speed, a
configuration data rate of up to 400 MB/s.

Table I lists the synthesis results of different implementations of the
decompressor accelerators. The table reveals that less than 100 lookup tables
are sufficient to achieve average compression ratios of 50%. This is slightly
more than compression ratio achieved with gzip in the best quality mode that
is 39% over all bitstreams. Better hardware compression ratios can be reached
with Huffman encoding that indeed turn out to be much more costly.

4.1 Configuration Time Improvements

As discussed in Section 2, the maximum clock frequency and the achieved com-
pression ratio will not automatically deliver the minimal reconfiguration time.
As an example, we measured the impact of the memory bandwidth for the
LZSS compression algorithm that is best suitable for an FPGA implementa-
tion. We used an RTL simulation in order to measure the exact decompres-
sion time. Furthermore, in order to examine the impact of a FIFO between
the memory and the decompressor, we performed these measurements for dif-
ferent FIFO sizes. We restricted the accesses to the memory by allowing a
read operation only every λ cycles. For instance, λ = 3 denotes that the peak
throughput rate of the decompressor is three times higher than the memory
data rate. The optimal time is bounded by the achieved compression ratio or
limited by the configuration interface throughput in the case when η ≤ 1

λ
.

As can be seen in Table II, we cannot reach the optimal reconfiguration
times, but still we can enhance the configuration speed significantly by bal-
ancing compression ratio and data rates between the configuration memory
and configuration interface. Furthermore, the table points out that FIFO size
does not have much impact on the final configuration time. Experiments with
larger FIFOs have not demonstrated a significant further improvement of the
configuration speed.
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Table II. Summarized Decompression Times for Different FIFO Sizes and Memory Bandwidths
λ = dFPGA

dMEM
for the Different FPGA Benchmark Bitstreams and the Software (see Section 4.2)

FIFO size in byte FIFO size in byte
λ opt. 1 4 8 16 128 λ opt. 1 4 8 16 128

C
y
cl

on
e-

2 2 63.1 78.1 74.1 69.6 67.1 65.0

V
ir

te
x
-I

I 2 50.0 67.5 63.7 62.3 61.5 59.5
3 63.1 128.9* 67.9 65.3 64.4 63.7 3 43.5 95.5* 54.7 53.7 53.1 51.9
4 63.1 67.5 65.3 64.1 63.7 63.2 4 43.5 51.8 50.8 50.2 49.8 49.0
5 63.1 65.7 64.1 63.6 63.4 63.1 5 43.5 49.2 48.6 48.3 48.1 47.4

S
p

a
rt

a
n

-3 2 59.1 75.8 72.9 71.6 70.9 69.2

V
ir

te
x
-V

2 50.0 69.4 65.6 64.2 63.5 62.1

3 59.1 123.1* 66.5 65.7 65.3 64.2 3 49.3 105.5* 58.2 57.5 57.0 56.3
4 59.1 64.6 63.7 63.2 62.9 62.3 4 49.3 56.1 55.1 54.7 54.4 53.9
5 59.1 62.7 62.2 61.8 61.6 61.3 5 49.3 54.0 53.5 53.1 53.0 52.6

S
W 2 50.0 67.8 66.1 65.5 65.3 65.0

S
W 4 43.2 52.3 52.0 51.9 51.9 51.7

3 43.2 94.9* 56.6 56.5 56.4 56.2 5 43.2 49.3 49.2 49.2 49.1 49.0

*We found a synchronization problem between the DMA-controller and the decompressor in the
case of a FIFO size of 1 and λ = 3 that results in λ extra cycles to access the nonvolatile memory.
This effect is limited to this particular parameter set. The table lists the relative time compared
to not using decompression in percent values. Italic values denote that the optimal speedup is
limited by the maximum decompressor output data rate and not by the compression rate.

Table III. Firmware Loading Times

native SW decompression LZSS8 HW decompression

flash size [MB] 20.185 (100%) 4.757 (24%) 8.535 (43%)
loading time [s] 0.91 (100%) 4.4 (484%) 0.63 (69%)
throughput [MB/s] 22.22 (100%) 4.59 (25%) 32.1 (144%)

The native column denotes the values for the case that the complete firmware binaries will
be stored uncompressed in the nonvolatile flash memory.

4.2 Firmware Decompression

In this work we put most of our focus on the compression of configuration data.
However, we have further examined how the proposed techniques perform on
the decompression of software binaries. For the experimental evaluation, we
chose the firmware of a reconfigurable system called Erlangen Slot Machine
(ESM) [Bobda et al. 2005]. In this system, a Linux kernel and a file system
have to be read from a NAND flash device and stored into the SDRAM of
the system. Here, the four flash memory devices achieve a data rate of 25MB/s
(32 bit at 6.25MHz) while the SDRAM memory has a data rate of 200MB/s.
Therefore, the firmware boot process is representing a similar situation as the
FPGA configuration process. In both cases, data has to be transferred from a
slow memory to a much faster interface. It has to be mentioned that in the
case of a decompression of configuration data, the decompressor input is con-
nected to the memory bus and the output is directly attached to the FPGA
configuration interface, while in the case of software decompression both sides
of a decompressor are connected to the same bus. Table III lists the flash
image sizes and boot times for three alternatives that are applicable for load-
ing the firmware on an ESM. The native alternative denotes the case when
the complete firmware will be stored uncompressed in the flash memory and
transferred by DMA to the SDRAM. The listed throughput is based on the
assumption that we are able to make full use of the bus. With 25MB/s for
the flash and 200MB/s for the RAM, this leads to a combined throughput of
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Fig. 11. Comparison of bitstream data (left) and software binaries (right). Inside the images, a
black pixel represents a “1” bit.

1
(1/25+1/200) MB/s = 22.22 MB/s. Note that we are not considering any effects

arising when writing an SDRAM. The software decompression alternative uti-
lizes the Power-PC CPU (MPC875) of the ESM that is running at 50 MHz.
The decompression is part of a boot loader that decompresses the kernel and
RAM-file system that is compressed with gnu zip. The time was measured by
monitoring the chip select signal of the flash memories with an oscilloscope.
The last listed alternative is the LZSS hardware decompression. The time was
determined by an RTL simulation where the flash memory access was limited
to every eighth clock cycle (λ = 8) while the RAM was accessed with the full
50 MHz system clock. Again, we haven’t considered SDRAM typical effects in
this simulation. By the use of a 16-byte input FIFO, we determined a com-
pression ratio of 43.4% for speeding up the boot process (see also Table II).
Note that the FIFO and the LZSS decompressor can be implemented with less
than a 100 lookup tables on most Xilinx FPGAs by using some LUTs as a shift
register (SLR16 primitive [Xilinx, Inc. 2007a]).

The LZSS decompression does not perform as well as the gnu zip. As a
consequence, it requires almost the double amount of flash memory to store
the firmware. On the other hand, the LZSS decompressor is about 7 times
faster. As depicted in Figure 11, software binaries have a completely differ-
ent structure than configuration bitstreams. We found that Huffman encoding
enhances the compression ratio to 39.5% and a combined LZSS and Huffman
encoding to 33.7%. However, in order to achieve this better compression ra-
tio we have to accept a much larger resource overhead for implementing the
hardware decompressor. In order to allow better compression without tak-
ing the hardware overhead, partial runtime reconfiguration may be used. For
instance, the combined LZSS-Huffman accelerator would require about 5000
lookup tables that can be reconfigured within 5 ms on a Xilinx Virtex-II FPGA
if we assume to configure the device with the same throughput as we achieved
for decompressing the software (32.1MB/s).

5. CONCLUSIONS

In this article, we have proposed modifications of traditional compression
algorithms such as run length compression, Lempel-Ziv, and Huffman en-
coding. The modifications allow to configure today’s high-end FPGAs at full
configuration speed of 400 MB/s from memories that deliver just the half of
the bandwidth. This speed is sufficient to exchange a 1 million gate equiva-
lent FPGA design within a millisecond. The achieved compression ratios can
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compete with state-of-the-art software solutions and the required hardware
for the decompression accelerators consume less than 1% of the logic resources
of such a 1 million gate equivalent FPGA. Furthermore, we demonstrated that
hardware accelerated decompression can also be used to speed up the firmware
boot process of a system.

Another interesting option would be to include a decompressor directly
within the FPGA itself instead of using the logic fabric. In order to determine
the area overhead for this approach, we synthesized the 8-bit LZSS decom-
pressor by the use of the Synopsis Design Compiler (version Y-2006.06) and a
90nm, 1.0V supply voltage standard cell library. The size of the accelerator
was 0.01 mm2 when selecting the target clock frequency to 500 MHz.
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