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Abstract—In this paper we introduce a module placer targeting
3D-IC FPGA based systems. 3D-IC devices are devices consisting
of several stacked ICs contained within one package. These
devices present new challenges, but also exacerbate challenges
identified in current 2D-IC FPGA devices. Thus, module place-
ment on 3D-IC based FPGA devices require improvements over
traditional 2D-IC FPGA models. We present an improved module
placer based on an existing heterogeneous module placer. The
module placer targets systems designed with a component-based
flow and systems using partial run-time reconfiguration using
relocatable modules (IP-cores). We have extended the module
placer to support the thermal footprint of the modules and the
ability to compute a feasible placement in a stack of FPGA ICs.
The thermal footprint of the modules is taken into account when
computing feasible placement positions. In addition, we model
systems consisting of a combination of an FPGA IC and other
ICs. The target is to reduce the peak temperature and hotspots
(i.e. by avoiding clustering of hot modules). We have compared
peak temperature for thermal constrained modules to the peak
temperature when placing modules without thermal constraints.
Experiments undertaken show a reduction of peak temperature
of up to 10◦C. The improvement is possible with thermal aware
module placement.

Index Terms—Floorplanning, field-programmable gate array
(FPGA), 3D-IC, reconfigurable architectures, constraint pro-
gramming, component-based design.

I. INTRODUCTION

FPGA vendors have been quick to exploit advances in semi-

conductor manufacturing technology. Recently, large FPGA-

devices based on several smaller FPGA ICs have been in-

troduced [1]. However, 3D integrated circuit (3D-IC) devices

consisting of several stacked FPGA ICs have yet to appear.

Advantages of 3D-IC technology include improvements in

terms of communication, power and scalability. For example,

communication and power is improved as the distance between

communicating nodes is reduced. This is made possible with

through silicon via (TSV) technology. TSVs are short vertical

on-chip connections. This allows communication in vertical

direction between stacked ICs.

Thermal challenges have all ready been identified for cur-

rent FPGA devices [2]. For example, hotspots reduce device

lifetime and system reliability. The increased power density of

3D-IC systems, however, worsen the thermal impact.
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Figure 1. Exploded view of a 3D-IC device consisting of several stacked

ICs. The 3D-IC can combine several different ICs such as FPGAs, ASICs

and memory.

In this paper, we introduce a 3D-thermal aware module (IP-

core) placer targeting component based and partial run-time

reconfigurable systems. We take the heat dissipation of the

modules into account when determining feasible placement

positions on the FPGA. In addition, for 3D-IC FPGA devices

that consist of several stacked FPGA ICs, in which IC a mod-

ule is to be placed has to be computed. Placement positions are

determined using a constraint based module placer. Real world

constraints such as heat dissipation, heterogeneous resources

and communication are taken into account.

We have extended the module placer presented in [3]

with thermal awareness. This allows for module placement in

thermal constrained applications where (a) the device consists

of one or several stacked FPGA ICs, or (b) the device consists

of several stacked ICs where one IC is an FPGA. Figure 1

depicts a 3D-IC consisting of several stacked ICs. The ICs
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can be FPGAs, ASICs, memory or a combination of these.

The thermal aware module placement is implemented with

a model considering heat dissipation orthogonal to the IC.

This improves performance for finding feasible solutions to

the problem. The placement is verified with 3D-ICE [4], a

thermal analysis tool.

In this paper, we consider a component-based flow where

parts of the system are implemented on an FPGA using relo-

catable modules. As devices have become larger, compilation

time has increased. A component-based design flow is one

approach to address long place and route times. Systems

designed with a large number of relocatable modules, up to 80

on a Xilinx Spartan-6, can be implemented with a tool such as

GoAhead [5]. However, feasible placements for the modules

have to be determined.

The contribution of this paper is the improvement in model-

ing and implementation of an existing module placer [3]. We

are interested in reducing the peak temperature and hotspots

(i.e. by avoiding clustering of hot modules, and placing hot

modules where heat can be dissipated faster). In particular,

the aim is to determine the effect the thermal constraints

have on packing quality. For example, whether the number of

modules placed per area on the FPGA has to be reduced, or

whether it is necessary to place modules at different locations.

Consequently, we minimize the dark or gray silicon (i.e.

switched off or powered down parts of a chip due to power

consumption).

The remainder of the paper is organized as follows: back-

ground and related work is presented in the following section.

Section III describes the placement model. The implementa-

tion is presented in Section IV. This is followed by experi-

mental results in Section V, and a conclusion in Section VI.

II. BACKGROUND AND RELATED WORK

Within the FPGA research domain, several related works

focus on the various challenges related to module placement.

In [6], a longer survey is presented on placement and floor-

planning for FPGAs. A common objective for placement and

floorplanning of modules is to improve logic utilization and

system performance.

Related works on module placement considers both homo-

geneous FPGAs [7]–[10] and heterogeneous FPGAs [11], [12].

Modern FPGAs are typically heterogeneous devices consisting

of several different resources. Heterogeneous models take the

different FPGA-resources into account when placing modules.

Homogeneous models typically achieve better packing results

than heterogeneous models. This is because heterogeneous re-

sources limit placement flexibility increasing unused resources

between the modules. However, homogeneous models do not

fit modern FPGAs.

Further, both rectangular [7], [8] and arbitrary shaped mod-

ules [3], [13] have been considered. Arbitrary shaped modules

may have less unused resources than rectangular modules.

This is because a more complex module bounding box can

be better adjusted to the resource requirements of a module

and consequently has less unused resources. This has been

proposed to improve module packing quality [3], [13].

Module design alternatives have been considered in [3]

and [14]. This has been done in order to improve packing

quality (i.e. fit modules in a smaller area). A module design

alternative is a functionally equal module with a different

layout. Improved results for static systems are reported in [3].

In [14], improved results are reported for run-time reconfig-

urable systems.

Several related publications exist on communication for

reconfigurable devices. A survey of FPGA communication

architectures is presented in [15]. Research into FPGA com-

munication architecture has been targeted towards on-chip

communication. However, 3D-IC FPGA communication has

received little attention.

Placement algorithms range from simple enumeration, to

heuristics, simulated annealing [6], and exact techniques such

as linear programming [16] and constraint programming [17].

Previous work on power aware design techniques can be

categorized into (a) dynamic thermal management, where the

system features dynamic frequency/voltage adjustment at run-

time, or (b) design-time techniques, or a combination of this.

Reducing hotspots and peak temperature in an area consisting

of several relocatable modules can be addressed at design time

and run-time when using partial run-time reconfiguration. This

can be accomplished by surrounding a hot module with colder

modules. This is the basic principle of thermal floorplanning;

to surround a hot module with colder modules or unused

area (i.e. gray silicon). At run-time, this can be implemented

with sensors (to detect hotspots) and partial run-time re-

configuration [18], [19]. In addition, at run-time, dynamic

frequency/voltage adjustment can be used. At design time

placement can be arranged accordingly. This however, depends

on knowing the energy consumption of the modules. Several

thermal floorplanners have been presented; however, they do

not target FPGAs. For example, heterogeneous resources are

not taken into account.

In [20], a power aware place and route algorithm for FPGAs

is presented. Compared to other place and route algorithms, the

power aware place and route is reported to reduce total hotspot

area by 68%. In [21], Mehdipour et al. present a thermal

aware mapping algorithm that map an accelerator algorithm

to a processing element array. In [2], local hotspots (within a

module) are reduced by avoiding clustering of hotspots in the

module. For example, hotspots are reduced by spreading them

over the area of the module. The results of [2], [20], [21]

show that by applying design time techniques, hotspots can

be reduced in their respective applications. In [19] and [18],
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sensors and partial run-time reconfiguration are used to miti-

gate hotspots. The problem of hotspots has been identified in

several publications. Research into solutions shows that this

problem relevant, and all ready present for current FPGAs.

On 3D-ICs the heat density is even higher. Thus, the work

presented here is significant.

As reported in [20], [22], [23], thermal management has

to be considered in 3D-IC FPGA system design. In [22],

Thorolfsson and Franzon present a 3D multi-FPGA design.

The design includes a Xilinx FPGA and two DDR2 SDRAM

ICs integrated in order to provide sufficient memory band-

width capacity. In particular, specific thermal challenges are

described. The FPGA and SDRAM ICs have different thermal

limits of 128◦C and 85◦C respectively. As a result, the FPGA

IC was placed planar to the SDRAM ICs.

The above mentioned works have made scientific contri-

bution in the field. However, they do not consider thermal

challenges related to module placement for 3D-IC based

FPGA devices which are introduced in this paper.

III. MODELING THERMAL CONSTRAINED PLACEMENT

We formulate the placement as a constraint problem, con-

sisting of finite domains, variables and constraints. A mod-

ule, M , consists of a sequence of one or more resources,

M = {R0, ..., Rn}. A resource, R, represents a physical

resource on the FPGA. R is defined as a bounding box,

R(x0, y0, x1, y1, ic, pd, k), in which x and y represent the

bounding box, ic the IC domain variable, pd the power

dissipation (per area), and k a sequence consisting of the

heterogeneous resources required (i.e. DSP, RAM, CLB). The

x0 and y0 variables specify possible placement positions for

the bounding box. This allows the following arbitrary shaped

module depicted in Figure 2:

M0 =

⎧⎪⎪⎨
⎪⎪⎩

R0(x0 = 5, y0 = 0, x1 = 10, y1 = 16, pd = 10,

k = {CLB,CLB,CLB,RAM,CLB}),
R1(x0 = 5, y0 = 8, x1 = 7, y1 = 16, pd = 10,

k = {CLB,CLB,CLB,RAM})

⎫⎪⎪⎬
⎪⎪⎭

(1)

Similarly, the FPGA-area is modeled as the sequence of

resources, FPGA = {R0, ..., Rn}. For IC consisting of

several stacked FPGA ICs, we define an IC sequence, IC =

{FPGA0, ..., FPGAn}, where n is the IC number.

A. Thermal Constraints

One of the main challenges in 3D-IC design is the increased

energy density. In addition, there is poor thermal conductivity

between the silicon ICs.

Constraining a module based on thermal output requires the

thermal dissipation of the module to be known. In addition,

it has to be known, for the position where the module is to
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Figure 2. Two module layouts with different thermal output placed on a

heterogeneous FPGA model.

be placed, the heat transfer coefficient, i.e. the amount of heat

energy which can be dissipated. The heat transfer coefficient

for a particular location is given in FPGA{Rpd}. The module

thermal dissipation is given in M{Rpd}.

In applications where the device consists of several stacked

ICs and only one IC is an FPGA, we take the thermal

footprint of the other ICs into account. This is accomplished

by calculating the FPGA{Rpd} based on both the IC heat

transfer coefficient, and the heat transfer from other IC layers.

We consider a steady state model, and do not take into

account transient thermal effects. In this case, the placement

problem is a 2D placement problem, with the additional

thermal constraint. This is defined by the following constraint:

{(M(Rpd
), FPGA(Rpd

)|M(Rpd
) ≤ FPGA(Rpd

)} (2)

In applications consisting of several stacked FPGA ICs, the

placement problem is a 3D placement problem, as the layer,

Ric, has to be computed in addition. In the top layer, heat

is dissipated directly to the heat spreader (and heat sink).

Heat dissipation through the heat spreader is referred to as

the primary path [24]. According to [25], the oxide layers

between stacked ICs act as an insulator which reduces thermal
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conductivity. Thus, heat can be removed more efficiently from

the top IC than in the lower ICs. Hotter modules should

be placed in order to exploit the primary path. Modules

dissipating less heat can be placed in the lower and middle

ICs. As a consequence of this, the heat dissipation of the

different ICs is different. Thus, hot modules are constrained

to the subset of M(Rpd
) ≤ FPGA(Rpd

). The result is that

hot modules are placed in top FPGA IC, where the thermal

constraint is satisfied.

B. 3D-IC FPGA Placement Constraints

Placement of relocatable modules on an 3D-IC FPGA

requires extending the non-overlapping constraint. The non-

overlapping constraint, preventing overlapping placement of

modules (by constraining its resources R), is extended to cover

the vertical dimension (i.e. the layer in the stack) in addition to

the area. This is done by including the layer in the constraint.

For the two resources (R), A and B, this is formulated as

follows:

{((Ax0, Ax1, Ay0, Ay1, Aic),

(Bx0, Bx1, By0, By1, Bic))|
Ax0 < Bx1, Ax1 > Bx0, Ay0 < By1, Ay1 > By0,

Aic¬Bic} (3)

Furthermore, we allow both a module to be manually

constrained to a particular IC, and allow the module placer

to automatically compute the ICs where the module is to be

placed. This is possible by constraining the domain variable

Ric.

IV. SOLVING THE CONSTRAINT PROBLEM

Feasible placement can be found using a constraint satis-

faction solver. Constraint solvers typically use arc consistency

algorithms together with branch and bound traversal to reduce

the search space. We have extended the constraint model

presented in [3] with thermal awareness. The constraint solver

considers arbitrary shaped modules (i.e. not only rectangu-

lar modules), bus-based communication, and heterogeneous

resources. The main contribution of this paper, however, is

modeling of thermal constraints and modeling placement of

modules on several stacked ICs. The constraint solver en-

sures that the additional thermal constraint invariants (eqs. (2)

and (3)) are met. This guarantees that the placement solution is

feasible, if a feasible solution exists, for the given constraints.

The constraint model can be solved with different con-

straint solvers. We have implemented the constraint model

in the ESSENCE’ [26] modeling language. The MINION [27]

constraint solver is used to find feasible placements. This is

accomplished by first compiling the FPGA model, modules

and constraints into the ESSENCE’ language. The complete
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Figure 3. Flow depicting transformation steps from model to thermal

simulation.

flow is depicted in Figure 3. This compilation consists of

transforming the constraints eqs. (2) and (3) into ESSENCE’

syntax. The resulting ESSENCE’ constraint program contains

three parts. A set of finite domains corresponding to the FPGA

model and modules, placement variables for the modules, and

the placement constraints. For example, the non-overlapping

constraint, eq. (3), applied to two modules, A (M0) and B

(M1), is compiled into the following ESSENCE’ code:

# A-R0 and B-R0
(A_R0_x0+A_R0_x1<=B_R0_x0 \/
B_R0_x0+B_R0_x1<=A_R0_x0) \/
(A_R0_y0+A_R0_y1<=B_R0_y0 \/
B_R0_y0+B_R0_y1<=A_R0_y0) \/
(A_R0_ic != B_R0_ic)

# A-R1 and B-R0
(A_R1_x0+A_R1_x1<=B_R0_x0 \/
B_R0_x0+B_R0_x1<=A_R1_x0) \/
(A_R1_y0+A_R1_y1<=B_R0_y0 \/
B_R0_y0+B_R0_y1<=A_R1_y0) \/
(A_R0_ic != B_R0_ic)

In addition, as A consists of R0 and R1, R0 and R1 are

constrained in relation to each other. This ensures that the

layout is placed as depicted in Figure 2.

(A_R1_x0==A_R0_x0) \/
(A_R1_y0==A_R0_y0+A_R0_y1) \/
(A_R1_ic==A_R0_ic)

The resulting ESSENCE’ constraint program is then com-
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Table I

3D-ICE SIMULATION PARAMETERS

Parameter Value
Module power dissipation 0.5-5W

Ambient temperature 27◦C

Heatsink transfer coefficient 1.5 e-08

ICs 2

Die size 10 mm x 10 mm

piled into a MINION constraint program with the SAV-

ILEROW [27] tool. The MINION constraint program is solved

with the MINION constraint solver.

Thermal simulation is accomplished with 3D-ICE [4]. The

resulting placement obtained from the constraint solver is

transformed into 3D-ICE syntax. 3D-ICE is capable of mod-

eling heat flow in 3D-IC devices. This includes devices with

complex shaped modules as depicted in Figure 2. For example,

the M0 module (eq. 1) is described in 3D-ICE syntax as

follows:

M_0:
rectangle (R0x0,R0y0,R0x1,R0y1); # R0
rectangle (R1x0,R1y0,R1x1,R1y1); # R1
power values p_d;

V. EXPERIMENTAL RESULTS

Currently, no 3D-IC FPGA based device is available on

the market. Therefore, our results are based on simulations.

We have used a synthetic 3D-IC FPGA model. This model is

derived from the Xilinx Spartan-6 heterogeneous fabric (i.e.

the arrangement of the heterogeneous resources). The 3D-

IC FPGA model is defined by stacking the heterogeneous

fabric in vertical direction. In other publications, [2] and [28],

thermal simulation results is reported to correlate closely with

measured results. Accurate results, however, depend on precise

environment and device models. For example, the number

and placement of TSVs is related to both communication and

heat transfer. Until devices become available, however, results

can only be obtained through simulations based on models.

We use a communication model developed for traditional 2D-

IC FPGAs, and do not consider TSV based communication.

Furthermore, the exact impact of thermal constrained module

placement is specific to the application and modules used.

However, this is a general problem with all benchmarks, i.e. to

construct benchmarks which are representative in real world

applications.

For 3D-ICs consisting of stacked FPGA ICs, we place a set

of artificial generated relocatable modules The modules have

power dissipation between 0.5-5W as shown in Table I. Power

dissipation is randomly generated for each module within the

0.5-5W interval. Power/area ratio is based on modules reported

in [28]. The total power dissipated from the device is between

Table II

AVERAGE PEAK TEMPERATURE FOR MODULE PLACEMENT ON SEVERAL

STACKED FPGA ICS

FPGA
Utilization

Total
power
(Watt)

Thermal
aware

placement
(◦C)

Non-thermal
aware

placement (◦C)

Average/Best
Improvement

(◦C)

60 24 78.6 82.2 3.6 / 9

65 25.5 78.8 80.7 2 / 6

70 28.4 80.7 85.8 5 / 8

75 29.7 81 87.4 6.4 / 9

80 32.5 80.8 88.4 7.6 / 10

24 and 32.5 Watts on average.

We first place the generated modules with thermal con-

straints. We then solve the placement without considering

thermal constraints. In order to quantify the results, both

placements are simulated with 3D-ICE.

By placing hotter modules in the primary thermal path,

heat is able to dissipate more efficiently. Improved placement

results in a temperature reduction of up to 10◦C in the

experiments undertaken. Results are shown in Table II.

VI. CONCLUSION

In this paper, we have presented a thermal capable module

placer. Our work target systems designed with relocatable

modules. Systems implemented with a component-based flow

and systems using partial run-time reconfiguration use relo-

catable modules.

We have presented a model for systems consisting of several

stacked FPGA ICs. In addition, we model systems consisting

of a combination of an FPGA and other ICs. In a 3D-IC

consisting of several FPGA ICs, the hot modules are placed

in the top IC. This improves heat dissipation. In addition,

hotspots are reduced by not placing hot modules close to each

other.

Currently, FPGA devices based on 3D-IC technology are

not available. Therefore, results are based on synthetic bench-

marks. In other publications, simulation results has shown to

correlate closely with observed results. Experiments under-

taken show a reduction of peak temperature of up to 10◦C.

The improvement is a result of taking power dissipation into

account when computing feasible placement positions.

It is likely that there is a gap between the results presented

here and a real system. However, research into solutions to

mitigate hotspots on current FPGAs consisting of a single

IC show that this problem is relevant [2]. In future 3D-

IC based FPGA devices thermal challenges will only be

exacerbated. When 3D-IC FPGA devices become available,

our contribution presented in this in this paper, allows module

placement on these devices.
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