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Abstract—Constraint satisfaction modeling is both an efficient,
and an elegant approach to model and solve many real world
problems. In this paper, we present a constraint solver targeting
module placement in static and partial run-time reconfigurable
systems. We use the constraint solver to compute feasible
placement positions. Our placement model incorporates com-
munication, implementation variants and device configuration
granularity. In addition, we model heterogeneous resources such
as embedded memory, multipliers and logic. Furthermore, we
take into account that logic resources consist of different types
including logic only LUTs, arithmetic LUTs with carry chains,
and LUTs with distributed memory. Our work targets state of the
art field-programmable gate arrays (FPGAs) in both design-time
and run-time applications. In order to evaluate our placement
model and module placer implementation, we have implemented
a repository containing 200 fully functional, placed and routed
relocatable modules. The modules are used to implement complete
systems. This validates the feasibility of both the model and the
module placer. Furthermore, we present simulated results for
run-time applications, and compare this to other state of the art
research. In run-time applications, the results point to improved
resource utilization. This is a result of using a finer tile grid and
complex module shapes.

Keywords—Constraint programming, FPGA, relocatable mod-
ules, reconfigurable architectures, partial run-time reconfiguration.

I. INTRODUCTION

Run-time reconfigurable systems have been an active re-
search field since the first FPGAs were introduced. At that
time, research into run-time reconfiguration was motivated
by the fact that FPGA devices were too small to fit many
designs [1]. However, FPGA vendors have been quick to
exploit advances in semiconductor process technology. This
has allowed larger device sizes implementing more complex
designs.

The methodology used to design FPGA-based systems
however, has not seen the same advances. On large devices,
implementation of systems with current FPGA tools can take
significant time. For example, to place and route complex sys-
tems implemented on large devices can take several days [2].

A component-based design flow has been proposed to
address long place and route times [3]. Here, fully placed and
routed modules are used to implement the system. In addition,

using a component-based design flow to implement run-time
reconfigurable systems can yield improvements in terms of
area and power [4]. Placement positions are computed either
at design time (i.e. offline) or at run-time, depending on the
application.

The work presented in this paper targets static component-
based designs and run-time reconfigurable systems. The con-
tribution of this paper is the improvement in modeling module
placement with realistic real world constraints. In particular,
we improve upon previous work in the field by taking into
account that logic resources are heterogeneous. In Xilinx
FPGAs, there are different types of logic resources: logic only
look up tables (LUTs), arithmetic LUTs with carry chains,
and LUTs with distributed memory. In addition, as in previous
work in the area [5], we model other heterogeneous resources
such as embedded memory, multipliers and logic.

Optimal packing of shapes into a bin is a NP-hard prob-
lem [6]. However, given the constraints present in modern
FPGA devices, the solution space is reduced. Therefore, in
this paper, we investigate the scalability of using constraint
programming to place modules given real world constraints.
Module placement is constrained by heterogeneous resources,
configuration granularity, communication and available free
area. The solution space is also determined by the device size,
number of modules, and module layout variants.

With the given constraints, modules can no longer be freely
placed on the reconfigurable device. This is exploited in our
implementation to compute feasible module placements meet-
ing all constraints. The computed module locations are used to
implement complete systems. In this work, we have extended
our previous model [17] and improved the implementation in
the following areas:

• Heterogeneous logic resources (in addition to other
heterogeneous resources such as memory and mul-
tipliers) are taken into consideration when placing
modules.

• Bus-based and module-to-module communication can
be modeled.

• Configuration aware placement based on the address-
ing granularity of the FPGA.
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Table I. OVERVIEW OF RELATED WORK

Authors Design-/
Run-time

Placement
Style

Module
layout

Implementation
variants

Heterogeneous
resources

Comm-
unication

Configuration
granularity

Bazargan and
Sarrafzadeh [7]

Both 2D Rectangular No No No No

Fekete, Kohler and
Teich [8]

Design
time

2D Rectangular No No No No

Yuh, Yang and
Chang [9]

Design
time

2D Rectangular No No Yes No

Singhal and
Bozorgzadeh [10]

Design
time

2D Rectangular No No No Yes

Singhal and
Bozorgzadeh [5]

Design
time

2D Rectangular No Yes No No

Monotone, Sciuto and
Santambrogio [11]

Design
time

2D Rectangular No Yes Yes Yes

Belaid, Muller and
Benjemaa [12]

Design
time

2D Rectangular No Yes No No

Koester, Porrmann and
Kalte [13]

Run-time 1D/2D Rectangular No Yes No
NA

for 1D

Koester, Luk, Kalte,
Hagemeyer and Porrmann [14]

Run-time 2D Rectangular Yes Yes Yes Yes

Angermeier, Sibirko
Wildermann and Teich [15]

Run-time 2D Rectangular No Yes Yes Yes

Feng and
Mehta [16]

Design
time

2D Arbitrary No Yes No No

Wold, Koch and
Torresen [17]

Design
time

2D Arbitrary Yes Yes No No

This
work

Both 2D Arbitrary Yes Yes Yes Yes

The remainder of the paper is organized as follows: back-
ground and related work are presented in the following section.
Section III describes the placement model. In Section IV, we
present the module placer implementation. This is followed
by experimental results in Section V, and a conclusion in
Section VI.

II. BACKGROUND AND RELATED WORK

A large amount of previous research has been undertaken in
the area of module placement targeting reconfigurable devices.
An overview of related work is presented in Table I. The
different approaches can be classified by their properties as
presented in the following sections:

A. Module Placement Algorithms

In [7]–[10], module placement is approached as a fully flex-
ible 2D packing problem. As stated in the introduction, finding
the optimal solution is known to be a NP-hard problem [6].
Heuristics developed for module placement are typically the
same as that of generic 2D bin packing problems. A survey on
placement algorithms is presented in [18]. Besides heuristics,
exact placement techniques and combinations of exact tech-
niques and heuristics have been proposed. This includes ILP
(integer linear programming) [19] and constraint programming.

B. Module Implementation Variants

In [16], floorplanning for static only systems without
presynthesized and implemented modules were examined.
This achieves higher resource utilization compared to models
considering presynthesized and implemented modules. This
is a consequence of fragmentation that occurs when fitting
functions in module bounding boxes.

One method to increase resource utilization when placing
presynthesized and implemented modules is to use imple-
mentation variants [14]. An implementation variant can be a
different layout (i.e. a different shape of the module) or a
different design with the same functionality. Implementation
variants improve the average resource utilization as modules
can be placed with less fragmentation. However, implementa-
tion variants increase the search space. This results in longer
execution time for the placer as reported in [17].

For online module placement, implementation variants are
selected at run-time. Storing several module variants requires
more memory in the embedded system. However, not all
possible variants that are available at design time will be used
by the actual system at run-time. Consequently, only selected
modules have to be stored in the system.



Table II. SLICES ON SPARTAN-6 XILINX FPGAS

Type Logic Carry chains Distributed Memory Shift Register

SliceM Yes Yes Yes Yes
SliceL Yes Yes No No
SliceX Yes No No No

Table III. SLICES ON VIRTEX-6 XILINX FPGAS

Type Logic Carry chains Distributed Memory Shift Register

SliceM Yes Yes Yes Yes
SliceL Yes Yes No No

C. Heterogeneous Resources

As observed by Montone et al. [11], when the placement
is more constrained (i.e. more realistically modeled), the
results appear less impressive. For example, homogeneous
models [7]–[10] typically achieve better packing results than
heterogeneous models [5], [11]–[17]. However, most FPGAs
today are heterogeneous devices. These devices have different
resources which are limiting the placement flexibility.

Several different methods have been proposed for hetero-
geneous module placement. Koester [13], [14], takes hetero-
geneous resources into account by determining the likelihood
for placement positions on an FPGA. By assigning a higher
cost to likely placement positions, the overall module reject
rate is improved in a run-time reconfigurable system.

All related publications considering heterogeneous re-
sources, consider logic primitives as a single resource type.
However, on Xilinx FPGAs, there are different types of logic
primitives, called configurable logic blocks (CLBs). For exam-
ple, on Spartan-6 FPGAs, a CLB consists of two slices [20],
[21]. There are three different types of slices, SliceM, SliceL
and SliceX. Table II and Table III show the different Slices in
Spartan-6 and Virtex-6 devices. SliceM can be used as logic,
distributed memory, or as a shift register. In addition, SliceM
has carry chains for arithmetic operations. SliceL can be used
as logic, and has carry chains. SliceX does not have carry
chains. A CLB (on a Spartan-6 device) contains one SliceX
and one SliceM, or SliceL, as depicted in Figure 1. A SliceM
can act as a SliceL and SliceX. A SliceL can act as a SliceX.
Therefore, we can relocate modules using SliceL to SliceM
positions. The opposite is however, not possible. Therefore, we
have refined our model to take the different logic primitives
available on recent FPGAs into account.

D. Communication Infrastructure

For run-time reconfigurable systems, different commu-
nication architectures have been proposed [15], [22]–[24].
This includes buses, network on chip (NoC), and point-to-
point connections. The main difference between a traditional
approach and a communication architecture for component-
based design (and for partial reconfiguration), is to provide
compatible interfaces to different modules. This is particularly
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Figure 1. Two CLBs consisting of SliceX and SliceL, and SliceX and SliceM,
respectively.

challenging with relocatable modules to be connected when
placed in different locations, as modeled in this work.

Systems providing regularly structured communication ar-
chitectures have been presented in [15], [23], [24]. In these
systems, the communication architectures are built from pre-
allocated resources that provide a compatible interface for
several tiles within a reconfigurable region.

In this work, we use GoAhead [25] to implement the
communication infrastructure. FPGA vendor tools (e.g., Xil-
inx PlanAhead) do not target systems with many relocatable
modules. However, both OpenPR [26] and GoAhead [25]
target such systems. The latter one can generate regularly
structured communication architectures. In addition, GoAhead
allows very fine grained tiling of the reconfigurable resources.
Moreover, it can be used to generate complex shaped modules
as depicted in Figure 2. This reduces fragmentation and allows
implementation variants.

E. Configuration Granularity

In run-time reconfigurable systems, routing modules online
is infeasible. This is because of long execution time and
memory requirements incurring run-time overhead. This is
commonly implemented by tiling a reconfigurable area and
using a communication architecture, as described in the pre-
vious section. In this case, no additional routing steps are
needed after placing a module. This implies that modules are
not freely relocatable (i.e. in terms of CLBs on Xilinx FPGAs),
but relocatable on a coarser grained tile grid.

When defining a tile grid for recent Xilinx FPGAs, the
grid should take into account that the smallest addressable
reconfigurable unit is a configuration frame. A configuration
frame contains the configuration data for a set of vertically
aligned resources (e.g. 16 CLBs, 4 BRAMs, or 4 DSP blocks
on Spartan-6 FPGAs). The configuration frame is atomically
updated (i.e. the whole frame is activated in one operation).

In order to prevent hazards due to reconfiguration, two
modules must not share the same frame. As a consequence, the



tile grid should be coarsely grained in vertical direction with
respect to the frame granularity. In horizontal direction, a fine
tile grid is preferable, as this reduces internal fragmentation.
The tile grid is applicable to 2D floorplanners where dynamic
partial reconfiguration is modeled [5], [7]–[12]. Even when
considering the very fine grained configuration capabilities of
Altera Stratix V FPGAs, where the configuration granularity
can be as little as an individual LUT [27], reconfigurable
systems will typically be coarser tiled than what is available
by the underlying FPGA fabric.

III. PLACEMENT MODEL

Using set theory, we formulate the placement model as
follows: A module, M , consist of a sequence of one or more
layouts, M = {L1, ..., Ln}. A layout, L is an implementation
variant of the module, consisting of a sequence of one or more
resources, L = {R1, ..., Rn}. A resource, R, represents the
physical resource required by the implementation alternative.
R is defined as a bounding box, R(x0, y0, x1, y1, k, c), in
which x and y represent the bounding box. k is a finite
sequence where its elements denote the type and order of
resource primitives (i.e. actual resource primitives on the
FPGA) the module requires. c is a set defining compatible
communication interfaces.

The model allows a module to be represented with complex
layout. In Figure 2, a fully functional polyomino shaped
module has been placed on a Xilinx Virtex-6 FPGA. The
module is defined (using FPGA coordinates) as follows:

M0 =


R0(x0 = 13, y0 = 0, x1 = 32, y1 = 210,

k = {CLEXL, ...,DSP}),
R1(x0 = 32, y0 = 126, x1 = 56, y1 = 210,

k = {CLEXM, ..., CLEXM})

 (1)

Similarly the module definition, the FPGA-area is modeled
as the sequence of resources, FPGA = {R1, ..., Rn}. The
FPGA-area can also be of complex shape. For example, an
FPGA with a non-reconfigurable region can be modeled. We
use this to accurately model the reconfigurable resources in
Xilinx Virtex-6 (xc6vlx240) device as depicted in Figure 2.

Montone et al. [11] and Smith et al. [19] establish real
world constraints present in modern FPGA devices. This
includes constraints such as intersection between modules (i.e.
preventing multiple modules to use the same area). Using con-
straint programming syntax ( [28]), we define the intersection
(between R bounding boxes) constraint as follows:

{((Ax0, Ax1, Ay0, Ay1), (Bx0, Bx1, By0, By1))|
Ax0 < Bx1, Ax1 > Bx0, Ay0 < By1, Ay1 > By0} (2)

The resource constraint is satisfied when the resource
sequence, Rk, of the layout is a subsequence of the resource

CLEXM CLEXL BRAM DSP

R0(x0 = 13, y0 = 0)

R0(x1 = 32, y1 = 210)

R1(x0 = 32, y0 = 126)

R1(x1 = 56, y1 = 210)

Figure 2. A relocatable module placed on a part of a Xilinx Virtex-6
(xc6vlx240tff784-3) FPGA. Used resources within the bounding box (gray
area) are depicted in black. The remaining resources within the bonding box
are unused (i.e. internal fragmentation). The figure is generated from the XDL
file of a fully functional, placed and routed, SHA-256 module. GoAhead was
used to constraint both logic and routing resources to within the bounding
boxes depicted in the figure. The module took 18 minutes to implement
(synthesis, mapping and place and route) from VHDL source code on a Xeon
X5690.

sequence, Rk, of the FPGA model. The constraint can only
be met when the module is placed within the reconfigurable
region. Thus, this constraint implicitly constrains the module
to within the bounding box of the reconfigurable region. We
formulate this as follows:

{(L(Rk), FPGA(Rk)|L(Rk) == FPGA(Rk)} (3)

For communication we specify a producer/consumer con-
straint as follows:

{(Ln(Rc), Lm(Rc))|Ln(Rc) == Lm(Rc))} (4)

This abstract constraint definition allows any type of commu-
nication to be modeled where a module communications with
another module or the static part of the system.

IV. CONSTRAINT SOLVER IMPLEMENTATION

We have implemented the model, with the flow as depicted
in Figure 3. The module placer is implemented as a con-
straint solver which computes feasible placement positions for
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Figure 3. The figure depicts the components used in the constraint solver to compute feasible floorplans.

relocatable modules. Computing feasible placement positions
consist of executing a search and evaluating whether the
constraints are met. If all constraints are met for a module
at a placement location, the placement location is feasible. If
all constraints are met for all modules, the a feasible solution
exists.

A. Constraint Evaluation

We implement two types of constraints: static and dynamic
constraints.

1) Static Constraints: Static constraints are constraints
which, when evaluated, always yield the same result. We
evaluate the static constraints before the search is executed.
This removes part of the search space, and avoids constraint
recomputation during search.

For example, FPGAs often have a heterogeneous fabric
with resources of the same type in rows over the device. This
efficiently reduces the horizontal domain for the modules. The
search space in vertical direction can be relatively large (partic-
ularly when not considering configuration frame granularity).
However, due to the heterogeneous resources, the search space
will be more constrained in horizontal direction.

The search space is further reduced when taking the
reconfiguration granularity into account. The reconfiguration
granularity is required for partial run-time reconfigurable sys-
tems. We take advantage of this by implementing vertical shifts
at the granularity of resources within a configuration frame.
This results in a reduction of the vertical domain, and hence
the search space.

2) Dynamic Constraints: Constraints which depend on the
placement of other modules are dynamic. These constraints
need to be computed to evaluate whether a location is valid.
For example, if module A has a communication constraint
related to another module, B, the position of module B

affects whether the placement of module A is valid. Similarly,
the intersection constraint depends on the placement of other
modules.

State 0

State 1

State 2 State 3

State 5

State 6

State 4 State 7

State 8

Figure 4. Example of possible module placement during constraint solving.
The rightmost branch results in a feasible floorplan. For clarity, we have only
used rectangular modules in the figure.

B. Constraint Search

The constraint search is implemented with a recursive
depth first search (DFS) function. For each recursive call, the
dynamic constraints are evaluated. The search backtracks if the
constraints cannot be met. figure 4 illustrates the search and
backtracking during module placement. The search returns the
computed placement positions when all modules have been
placed.

C. Search Heuristics

Constraint solvers typically improve performance (i.e. time
it takes to solve the constraint problem) by reducing the search
space. The order in which modules are placed, and the order
in which constraints are tested, have impact on how fast the
search space is pruned. Typically, the execution time of the
module placer improves when placing the most constrained
modules first. Therefore, we order the modules by the largest
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Figure 5. An overview of the experimental tool flow used. A set of modules
know to fill 100% of the FPGA is generated. The constraint solved computes
feasible placement for the modules. The computed placement is used to
implement the design from a set of modules.

module first (LMF) heuristic. For example, larger modules
are more constrained with respect to the placement as the
heterogeneous resources reduce the horizontal domain. It is
trivial to generate the initial placement order from the module
size. Thus, the module size order is a good compromise
compared to a heuristic ordering based explicitly on how
constrained the modules are.

V. EXPERIMENTAL RESULTS

We have undertaken experiments of the module placer
both in a simulated run-time application and in a design-
time application. Currently, no common benchmark is available
to determine the performance (i.e. execution time, packing
quality) of module placement.

To evaluate the module placer in a design-time environ-
ment, we have generated synthetic module placement prob-
lems. The synthetic placement problems consist of placing im-
plemented (i.e. fully functional, placed and routed) relocatable
modules. The modules have been implemented using Calypto-
C, a high level synthesis (HLS) tool and Xilinx tools. We have
constrained the module logic and routing to bounding boxes
using the GoAhead tool flow introduced in Beckhoff et al. [25].
The complete experimental flow is depicted in figure 5.

We have used the experimental scenario provided by
Koester et al. [14] for our run-time experiments. In the run-
time environment we simulate the benchmark scenario with
the modules parameters (i.e. not implemented modules) given
in [14]. However, we use a finer tiled grid as this is one of the
advantages with GoAhead.

The experimental results were obtained as follows:

01

2 3

4

5

6

78

9

10

11

12

13

14

15 16 1718

19

20

21

22

23

Figure 6. The figure depicts a floorplan computed with the constraint solver.
The FPGA model is a Xilinx Virtex-6 (xc6vlx240tff784-3) device. The middle
part is allocated for the system CPU. The shadings are used to depict the
different modules.

A. Design-time Benchmarks

We first generated a repository of 200 placed and routed
relocatable modules. This was accomplished using a custom
build program supporting multiple cores on multiple comput-
ers. The build program automates the implementation of the
modules according to the flow depicted in Figure 5. In addition
the build program allows implementation of many modules
concurrently. This process took approximately 2 days on a 24
core Xeon X5690 host. This includes time spent on modules
that were not possible to fully route successfully.

We have used modules from the YaSSL [29] project.
YaSSL has implementations of standardized cryptographic
and hashing algorithms including AES, DES, MD5 and SHA
variants. The YaSSL modules are written in C. We have im-
plemented the YaSSL modules as hardware modules using the
HLS tool, GoAhead, the Xilinx tool chain, and the concurrent
build program. One of the advantages of using a HLS tool to
implement hardware from software, is the ability to implement
multiple hardware variants from a single software implemen-
tation. For example, different transformations including partial
or complete loop unrolling and various number of pipeline
stages are parameterizable and automated in the HLS tool. For
our experiments, this allows us to implement many working
modules with different resource and performance qualities.

From the repository of implemented relocatable modules,
we have generated test cases. The test cases are all solvable
(i.e. a given placement exists where the constraints are met).
All test cases utilized 100% of reconfigurable area allocated
for modules. The test cases are artificial generated placement
problems, using actual placed and routed modules. Each test
case consist of relocatable modules of different shapes and



Figure 7. The figure depicts a system implemented from a set of modules. The
figure is generated from the XDL file of the final system based on modules
from the repository and the computed floorplan. The depicted device is a
Xilinx Virtex-6 (xc6vlx240tff784-3) FPGA.

resource requirements. The generated placement problems
contain up to 30 different modules. In average, the test cases
contain 15% complex shaped ( , , and shaped variants)
modules, and 15% of the modules span multiple clock regions.
The modules were placed on a model of the Xilinx Virtex-6
(xc6vlx240tff784-3) FPGA.

The generated test cases were solved by the module placer.
This was accomplished by solving the constraint problem for
the set of modules in the test case. Experimental results of a
solved placement problem are depicted in Figure 6. The Figure
shows the computed floorplan. The computed floorplan is used
to implement the system. In Figure 7, a system implemented
with modules from the repository and placed by the module
placer is depicted. The Figure is generated by parsing the
XDL file of the implemented system. Currently, the generated
systems do not perform any function other than to show the
feasibility of our module placer when integrated with FPGA
tools.

B. Run-time Benchmarks

For run-time experiments, we have used the scenario
provided in [14] by Koester et al. We have used the same
FPGA fabric (Xilinx Virtex4 FX100), modules, schedule, and
the same number of iterations (10000). Our run-time exper-
imental results are based on simulations. In order to get a
valid comparison between the work of Koester et al. and our
implementation, we performed the experiments under the same
conditions.

In the benchmark scenario by Koester et al. [14], we
place n modules. These modules are executed concurrently

Table IV. SIMULATED RUN-TIME BENCHMARK RESULTS

Number of
modules

Average unsuccessful
placements

Average unsuccessful placements
with our improvements

3 0% 0%
4 0% 0%
5 10% 5%
6 25% 14%
7 33%
8 52%

on the FPGA. For each iteration, the earliest placed module is
removed, and a new random module is placed. If the module
cannot be placed within the area, it must either be delayed or
rejected. The average number of unsuccessful placements is
shown in the Table IV. This occurs when a task is scheduled
to be to be placed, but it cannot be placed.

We used arbitrary module layouts, implementation variants
and a finer vertical grid granularity than Koester et al. The
selected grid granularity consist of 64 slices (i.e. 2 CLB
columns), 4 BRAMs, or 4 DSP blocks. A finer vertical
grid allows the modules to have less internal fragmentation,
thus utilizing the resources better. ReCoBus/GoAhoad allows
implementation of communication for fine grained placement
grids. This allows us to extend the reconfigurable area slightly
while maintaining the average resource utilization. Thus, our
simulations point to improved results compared to [14]. As
shown Table IV, we were able to place more modules with
less placement violations in our simulations.

VI. CONCLUSION

In this paper, we have introduced an improved placement
model and module placer implementation. Our work targets
systems implemented on state of the art FPGAs using relocat-
able modules. We have presented a realistic model. Our pla-
cement model supports heterogeneous logic resources, imple-
mentation variants, communication and device configuration
granularity. In addition, we model heterogeneous resources
such as embedded memory, multipliers and logic.

The module placer is implemented using constraint solver
techniques. We have combined the module placer fwith other
tools to implement FPGA based systems from a repository of
pre-implemented modules. We have generated complete placed
and routed designs in order to validate that both the model is
realistic, and that our approach is feasible.

Simulations of run-time module placement points to im-
proved results compared to previous work in the area. Here,
the benefit is the result of reduced internal fragmentation and
a finer tile grid. We have reduced the internal fragmentation
by modeling complex shaped modules.
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