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1. MASTER THESIS TOPIC

Large Language Models (LLMs) have been shown to struggle solving problems using classic
logical deduction [3], instead learning “shortcuts”, in particular, unintentional statistical fea-
tures [1]. It has also been noted in the literature that human-like reasoning differs from classical
logic reasoning [2]. Since LLMs are trained on human generated text we would like to explore
to what degree LLMs reason like humans do. Some logical sentences are un-intuitive to those
with little experience with mathematical logic. Given the following logical sentences

All B are A

All B are C,

a number of high school and university students inferred that All A are C' even though this is
not supported by logical reasoning (Figure 1) [2].

FIGURE 1. Counterexample for All A are C

Humans tend to make assumptions that are not explicitly stated. To a human, the sentence
Some A are B implies Some A are not B

while logically Some A are B does not exclude All A are B. These assumptions in human
reasoning have been better modelled by Weak-Completion-Semantics [2] than by mathematical

logical models.
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2. MAIN TASKS

In this project, the student will investigate the reasoning capability of LLMs. In particular, the
goal of the thesis is to explore whether LLMs replicate similar reasoning patterns as humans,
using studies on Weak-Completion-Semantics as the basis for human reasoning. The student is
tasked to:

e Read relevant articles about human reasoning and LLMs.

e Create a synthetic dataset that is able to test LLMs both on human-like reasoning and
on logical reasoning.

e Implement a pipeline that tests LLMs on the synthetic dataset.

e Evaluate and analyze the responses to gain insight into how LLMs reason.
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