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Strong believer in Learning-by-doing – so project are much about programming

Project areas:
§ Object-oriented Programming Languages
§ Distributed Objects and Cloud Programming
§ Parallel Programming for Multi-Core systems – in cooperation with Arne Maus
§ Design Patterns
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Parallel Computing for Multi-Core Systems

Projects that involce making «kick-ass» efficient parallel programs that
that existing algorithms and make them run efficiently on multi-core
systems – including making them cache-aware and cache-friendly.

Find a good algorithm and then «let’s go for it!»

Requires having taken IN3030 OR taking IN4330/Spring 2022 J

.



Shellsort for Multi-Core Systems

§ Effektiv, cache-venlig Shellsort
I IN3030 er en av de obligatoriske oppgaver parallellisering av Primtall 
generering og faktorisering av store tal. I dette prosjekt vil algoritmen blive 
videreutviklet for at oppnå maksimal yteevne. Spesielt ut over en optimal 
parallellisering skal algoritmen gjøres cache-venlig. Mulighet for en artikkel i 
for eksempel NIK konference

§ Sammen med Arne Maus, Emeritus



Adaptive Computing using Multi-Core Systems

Many concurrent programs try to utilize all the cores present on the processor
that they run on.
Often the number of cores can be obtained from the underlying run-time 
system, but not always – and are we getting the true answer?

Furthermore, cache-friendliness is also important for programs that handle 
large amounts of data.
Therefore it is important to know about the cache structure of the processor
and its attached memory.
These parameters are not always easy to obtain – and even so, are we getting
the true answer?
.
Challenge: Write a program in Java that experimentally tries to find all these
parameters! Then use it to write «self-adaptive» programs.



Investigating the Near-Far Computing Model

The concept of Near-Far Computing has been proposed to mitigate the latency 
problems caused by the slow speed of light and the poor resources available at the 
edge of the cloud. The concept is a generalization of both Fog Computing and Cloud 
Computing.
Latency due to the slow speed of light means that there is an inherent, inescapable 
latency when accessing remote data centers, so applications that require low latency 
MUST run near the edge of the cloud.
On the other hand, the resources available at the edge are limited.
The Near-Far Model introduces intermediate servers between edge devices and remote 
data centers.
This thesis will investigate the model by programming a specific example and showing 
the viability of using the model.
Part of the project is finding a suitable application – suggestions are Virtual Reality 
Games deployed in real life scenarios, distributed P2P systems, and caching systems.
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Distributed Objects – Language Mechanisms

§ Implementing the TRACK mechanism in Emerald
– TRACK is a proposed language construct that allows an object, A, to keep track 

of where another object is currently located in a distributed system.
– Combination of implementation (both compiler and runtime) and language level 

usage of the concept.
– Co-author an article with me on the subject for a conference

§ Type-based Access Control, Locks, and Authentication
– Using the restrict-to mechanism to limit access control
– Implement a number of examples of how to provide language based control 

mechanism
– Co-author an article with me on the subject for a conference



Distributed Objects

§ Watch dog service: Write an Emerald program that implements a watch dog 
service that runs on Planetlab. The service provides the ability to keep a user 
service running in a number of replicas by monitoring the replicas and starting up 
new replicas when previous ones disappear, e.g., due to node crashes.

§ Network map: Write an Emerald program that maps out the internet nodes where 
your Emerald program runs. It is to replicate itself onto all available nodes and then 
monitor which nodes are up, how long they have been running, and what the round 
trip delays are between the nodes.



Languages for Concurrency and Distribution

§ Comparison of the Design of Java and Emerald. Compare the design 
decisions made for these two languages. Use programs to illustrate strengths and 
weaknesses of each design decision.

§ Comparison of Concurrency Mechanisms for Emerald and Erlang. 
Compare the design decisions made for these two languages. Use programs to 
illustrate strengths and weaknesses of each design decision.



Design Patterns

§ Design Patterns for Mobile Devices
§ Design Patterns for Cloud Computing

A comparative study of either area.
Must be combined with the actual implementation of multiple design patterns in a 
prototype system.
These are wide-open areas – there are several previous work, so you will have to focus 
on a particular subarea.


