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Figure from: Finlayson, S. G., Bowers, J. D., Ito, J., Zittrain, J. L., Beam, A. L., & Kohane, I.
S., 2019, ’Adversarial attacks on medical machine learning ’. Science, 363(6433), 1287-1289.
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Instabilities in medical image reconstruction

Original image AI reconstruction

Network from: J. Schlemper, J. Caballero, J. V. Hajnal, A. Price and D. Rueckert, ’A deep cascade of convolutional neural networks for MR
image reconstruction’, in International conference on information processing in medical imaging, Springer, 2017, pp. 647–658.
Figures from: Antun, V., Renna, F., Poon, C., Adcock, B., & Hansen, A. C., ’On instabilities of deep learning in image reconstruction and the
potential costs of AI ’. Proc. Natl. Acad. Sci. USA, 2020..



Instabilities in medical image reconstruction

Image + pert. nr. 2 AI reconstruction

Network from: J. Schlemper, J. Caballero, J. V. Hajnal, A. Price and D. Rueckert, ’A deep cascade of convolutional neural networks for MR
image reconstruction’, in International conference on information processing in medical imaging, Springer, 2017, pp. 647–658.
Figures from: Antun, V., Renna, F., Poon, C., Adcock, B., & Hansen, A. C., ’On instabilities of deep learning in image reconstruction and the
potential costs of AI ’. Proc. Natl. Acad. Sci. USA, 2020..



Observations from the Facebook and NYU fastMRI challenge

Original AI reconstruction

Figures from: Muckley, M. J., et al. ”Results of the 2020 fastMRI challenge for machine learning MR image reconstruction.” IEEE transactions
on medical imaging 40.9 (2021): 2306-2317.



Concerns in medical image reconstruction
“ Such hallucinatory features are not acceptable
and especially problematic if they mimic normal
structures that are either not present or actually
abnormal. [. . .]. Neural network models can be
unstable as demonstrated via adversarial perturb-
ation studies [64].”

— Evaluation of the Facebook and NYU fastMRI
challenge (2020) .

“The potential lack of generalization of deep
learning-based reconstruction methods as well
as their innate unstable nature may cause false
structures to appear in the reconstructed image
that are absent in the object being imaged ”

— In “On hallucinations in tomographic image
reconstruction”, IEEE T. Med. Imaging (2021).

Concerns in microscopy
“The most serious issue when applying deep
learning for discovery is that of hallucination.
[...] These hallucinations are deceptive artifacts
that appear highly plausible in the absence of
contradictory information and can be challenging,
if not impossible, to detect.”

— In “Applications, promises, and pitfalls of
deep learning for fluorescence image

reconstruction”, Nature Methods (2019).

“However, if the neural network encounters un-
known specimens, or known specimens imaged
with unknown microscopes, it can produce non-
sensical results.”

— In “The promise and peril of deep learning in
microscopy”, Nature Methods (2021).



Trustworthiness in AI

“On AI, trust is a must, not a nice to have.
[...] The new AI regulation will make sure
that Europeans can trust what AI has to
offer. [...] High-risk AI systems will be
subject to strict obligations before they can
be put on the market: [requiring] High level
of robustness, security and accuracy.”

European Commission, Outline for legal
framework for AI (April 2021).

“Europe fit for the Digital Age: Commission proposes new rules and actions for excel-
lence and trust in Artificial Intelligence”, 21 April 2021. European Commission - Press
release, https://ec.europa.eu/commission/presscorner/detail/en/IP_21_1682.

https://ec.europa.eu/commission/presscorner/detail/en/IP_21_1682


The industry might not be willing to criticize itself



Can all AI systems be trained?



Et universelt approksimasjonsteorem

Theorem 1
La ε > 0 og f : [0, 1]→ R være en
kontinuerlig funksjon. Da eksisterer det et
nevralt nettverk g : [0, 1]→ R slik at

max
x∈[0,1]

|f (x)− g(x)| < ε.

Med andre ord: Vi kan approksimere
kontinuerlige funksjoner s̊a nøyaktig vi
ønsker med nevrale nettverk!

f

10

ε



Et universelt approksimasjonsteorem

Theorem 1
La ε > 0 og f : [0, 1]→ R være en
kontinuerlig funksjon. Da eksisterer det et
nevralt nettverk g : [0, 1]→ R slik at

max
x∈[0,1]

|f (x)− g(x)| < ε.

Med andre ord: Vi kan approksimere
kontinuerlige funksjoner s̊a nøyaktig vi
ønsker med nevrale nettverk!

f
g

10

ε



Paradox

Why are we struggling to compute stable neural networks

when there exist numerous theorems suggesting that

neural networks have great approximation qualities?
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(i) Non existence: There does not exist a neural network that approximates the
function we are interested in.

(ii) Non-trainable: There does exist a neural network that approximates the function,
however, there does not exist an algorithm that can construct the neural network.
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We’ll see examples of (ii) and (iii) later.



Echoes of an old story

Hilbert’s vision at start of 20th century: provide secure foundations for all mathematics.

I All mathematical statements should be written in a
precise formal language, and manipulated according
to well defined rules.

I Completeness: a proof that all true mathematical
statements can be proved in the formalism.

I Consistency: a proof that no contradiction can be
obtained in the formalism of mathematics.

Hilbert’s 10th problem: Provide an algorithm which, for
any given Diophantine equation (polynomial equation with
integer coefficients and finite number of unknowns), can decide
whether the equation has an integer-valued solution.

E.g.: xn + yn = zn (c.f. Fermat’s last theorem)



Echoes of an old story

Gödel and Turing turned Hilbert’s optimism upside down by showing how there are true
statements in mathematics that cannot be proven and that there are problems that
cannot be computed by an algorithm.

Hilbert’s 10th problem (Solution in 1970, Matiyasevich): No such algorithm exists.

Poonen, B., 2014. Undecidable problems: a sampler. Interpreting Gödel: Critical Essays.



Mathematical setup

Consider the problem:

Let A ∈ Cm×N with m < N.

Given measurements y = Ax + e, of x ∈ CN ,
recover x .

  



Can we compute neural networks that solve (Pj)?

min
x∈CN
‖x‖l1 subject to ‖Ax − y‖l2 ≤ η (P1)

min
x∈CN

λ‖x‖l1 + ‖Ax − y‖2
l2 (P2)

min
x∈CN

λ‖x‖l1 + ‖Ax − y‖l2 (P3)

Interested in the minimising vectors (denoted Ξ).



The set-up

In practice, the data cannot be stored to infinite precision.

Let z ∈ R. We assume access to rational approxumations (e.g. floats) such that

|z − zn| ≤ 2−n, for all n ∈ {1, 2, 3, 4, . . .}

Example: 1
3 ≈ 0.3333333333333 or π ≈ 3.14159265359

Want to solve (Pj) for a given A ∈ Cm×N and a finite number of y ’s,
S = {yk}Rk=1 ⊂ Cm. Let Ω denote a family of pair (A,S).
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Good news - a neural network exists

Simplified theorem, in words . . .
For (Pj) and any family Ω of (A,S), there exists a mapping of the training data to NNs
that solve the optimisation problem (Pj) for each (A,S) ∈ Ω.



Bad news - can’t necessarily approximate such a neural network

Simplified theorem, in words . . .

Let K , L ∈ N with K > 2. There are nice classes Ω where one can prove NNs with great
approximation qualities exist. But:

I No algorithm, even randomised, can train (or compute) such a NN accurate to K
digits with probability greater than 1/2.

I There exists a deterministic algorithm that computes a NN with K − 1 correct
digits, but any randomised algorithm needs arbitrarily many training data.

I There exists a deterministic algorithm that computes a NN with K − 2 correct
digits using no more than L training samples.



A consequence of our main result

The World of Neural Networks

Simplified: Achievable
accuracy

Refined: Achievable accuracy and amount of training data
needed

}
}

} }



Numerical example: fails with training methods

dist(ΨAn(yn),Ξ3(A, y)) dist(ΦAn(yn),Ξ3(A, y))
‖An − A‖ ≤ 2−n

‖yn − y‖l2 ≤ 2−n 10−K ΩK

0.2999690 0.2597827 n = 10 10−1 K = 1
0.3000000 0.2598050 n = 20 10−1 K = 1
0.3000000 0.2598052 n = 30 10−1 K = 1
0.0030000 0.0025980 n = 10 10−3 K = 3
0.0030000 0.0025980 n = 20 10−3 K = 3
0.0030000 0.0025980 n = 30 10−3 K = 3
0.0000030 0.0000015 n = 10 10−6 K = 6
0.0000030 0.0000015 n = 20 10−6 K = 6
0.0000030 0.0000015 n = 30 10−6 K = 6

Table: (Impossibility of computing the existing neural network to arbitary accuracy). A
constructed from discrete cosine transform, R = 8000, N = 20, m = 19, solutions are 6-sparse.
We demonstrate the impossibility statement (i) on FIRENETs ΦAn , and trained LISTA networks
ΨAn . The table shows the shortest l2 distance between the output from the networks, and the
true minimizer of the problem (P3), with wl = 1 and λ = 1, for different values of n and K .
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A program on the foundations of DL and AI

A program determining the foundations/limitations
of deep learning and AI is needed:

I Boundaries of methodologies (does certain
mappings exist?).

I Universal/intrinsic boundaries (no algorithm can
do it).

I There is a need for simple experiments which
dissect how AI works.

Finding the boundaries of deep learning and AI may
answer societal challenges:

I When can AI techniques provide adequate
robustness and trustworthiness?



A program on the foundations of DL and AI

A program determining the foundations/limitations
of deep learning and AI is needed:

I Boundaries of methodologies (does certain
mappings exist?).

I Universal/intrinsic boundaries (no algorithm can
do it).

I There is a need for simple experiments which
dissect how AI works.

Finding the boundaries of deep learning and AI may
answer societal challenges:

I When can AI techniques provide adequate
robustness and trustworthiness?


