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Abstract

This thesis concerns the topic of robust and precise estimation and
model selection. New ways of precisely estimating errors are derived.
Model selection is studied in a specific situation and in a general
context. In more detail, approximations to the bias and mean squared
error of a large class of estimators are derived. This is done in a
precise way by making sure that the expected error is smaller than
the variance of the estimator. Furthermore, a model fitting technique
combining parametric and nonparametric methods is investigated in
detail, and a technique for automatically deciding on how to balance
the two methods is given. Lastly, the asymptotic effect of certain model
selection procedures is studied when the model selection is achieved by
minimising an estimator of the risk. This risk estimator can be quite
general, including approximations based on information criteria and
cross validation.






Sammendrag

Denne avhandlingen handler om robust og presis estimering og
modellseleksjon. Det blir utledet nye mater a estimere feil pa en
presis mate. Modellseleksjon blir etterforsket i bade en spesiell
situasjon og mer generelt. Tilnserminger til forventningsskjevheten og
gjennomsnittlig kvadrert feil blir utledet for en omfattende klasse av
estimatorer. Dette blir gjort pa en presis mate ved a sgrge for at
den forventede feilen er mindre enn variansen til estimatoren. Videre
studeres en modelltilpassingsmetode som kombinerer parametri og
ikke-parametri i detalj, og det blir gitt en metode for a automatisk
velge hvordan de to teknikkene bgr balanseres. Til slutt etterforskes
den asymptotiske effekten av enkelt modellseleksjonsprosedyrer nar
modellseleksjonen blir gjort ved & minimere en risikoestimator. Denne
risikoestimatoren kan veere temmelig generell, inkludert tilnserminger
basert pa informasjonskriterier og kryssvalidering.
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Chapter 1

Introduction

“All models are wrong (...)" states Box 1979, p. 2, meaning that all statistical
models are approximations to reality and cannot ever be completely accurate. He
then goes on to write “(...) but some are useful”, indicating that models provide
intuition and explanations making them convenient in practical situations. For this
to be the case, however, one cannot use any arbitrary model. For a model to be
useful, one needs it to be “good”, a requirement which is far from well-defined. A
model might fit the data well overall, but work poorly when it comes to estimation
of quantities of interest. On the other hand, a model might be well suited to solve
a specific problem even though its ability to fully describe the data generating
procedure is lacking. Is it then a good model, or is only the procedure for solving
the task at hand good? To be able to find “good” models, one needs to define just
what is meant by this very ambiguous term and rank all candidates accordingly.
This thesis attempts to aid in the search for good models by deriving new ways
for them to be evaluated and fitted, or as its subtitle says, to develop methods of
“precise and robust estimation and model selection”. Paper I does this by deriving
a new information criterion ranking models and estimators, Paper II investigates
a way of fitting models, making them more useful in practice. Paper III, takes a
step back and tries to evaluate just how much all of these rankings and selections
affect analysis, allowing for the selection mechanisms of the previous papers to be
included in the estimating procedure.

Another ill-defined theme of this thesis can also be found in its subtitle. This
theme is precision, which can be interpreted as having small errors. For this
definition to be sound, one needs to first make clear what is meant by “errors”. If
a nonsensical method yields the correct answer by chance, is it then correct? And
if an answer is the right one to an ill-posed question, is the error small or large?
When Galileo Galilei said that all objects fall to the ground at the same speed, was
he wrong? Or did he simply ask the wrong question by failing to account for air
resistance. To be able to talk about precision, one needs to properly define what
is meant by the term “error”. In Paper I and II, this is addressed by measuring
error in terms of the mean squared error (MSE), while Paper III considers more
general errors than the MSE, and in particular cross-validated estimators thereof.
To properly define the term “precise”, however, it is not enough to characterise
errors. One also needs to decide how small they are required to be. In an ideal
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Chapter 1. Introduction

world, the error of every estimator would be zero, and precise estimators would
be error-free. Sadly, obtaining estimators with zero errors is rarely possible in
practice. Instead, one typically requires the errors to be “close enough” to zero for
an estimator or method to be precise. This approach is taken in this thesis, and
in Paper I, Paper III as well as Chapter 3 it is carefully worked out precisely
how small the errors need to be.

I will start by providing some mathematical background as well as historical
overview of the most central topics to this thesis (Chapter 2). Equipped with these
mathematical tools, I will move on to the concept of errors, precision and model
selection in Chapter 3. Afterwards brief summaries of the papers in this thesis will
be given (Chapter 4), and lastly, in Chapter 5 I will discuss whether this thesis
achieves its goal of studying precise and robust estimation and model selection.



Chapter 2

M- and Z-estimators

If there is one single theme connecting all the articles in this thesis, it is the use of
so called M- and Z-estimators. M- and Z-estimators are maximisers of means and
roots of means respectively. Although perhaps not obvious at first glance, these
two, slightly overlapping, classes turn out to be extremely wide and comprising
many of the most popular approximations used in statistics, e.g. means, medians,
regression coefficients and maximum likelihood estimators. Because of this, M-
and Z-estimators are widely studied in literature and most textbooks in statistics
contain definitions and properties for both classes. Since these estimators are so
crucial to this thesis, I will start by providing definitions and stating some classical
results. Most of the material I will cover is a restated version of what can be found
in textbooks on asymptotic statistics, but my presentation is greatly inspired by
van der Vaart 2000, Ch. 5.

2.1 Z-estimators

Z-estimation has a long history. The method of moments, which seeks to estimate
the parameters in a distribution by matching theoretical with empirical moments,
can be seen as a special case of Z-estimation and dates back to at least Pearson
1894!. Not too much later Ronald Fisher published his first works on the method
of maximum likelihood (Fisher 1912, 1922), which also can be reformulated as
a Z-estimation problem provided certain conditions hold true. Since then, the
concept has been widely studied, with Durbin 1960 and Godambe 1960 giving
the first proper definitions and theorems. Furthermore, multiple extensions and
simplification of the theory have been made. The generalised method of moments
pioneered by Hansen 1982 has for instance found huge success within the field
of econometrics (see Bera and Bilias 2002) and is closely related to the theory
of Z-estimators. The same can be said about the empirical likelihood method,

!'The mathematics of this paper was extremely complicated involving, among other things,
solutions to a ninth-degree equation, and according to Stigler 1990, p. 332, a referee wrote “I
regret that I am not competent to give a useful opinion on the soundness of Prof. Karl Pearson’s
paper. But assuming its mathematics to be correct (as is most reasonable to expect) I should
recommend its publication in the Transactions as a vigorous and original attempt to supply a
statistical want. ”.



Chapter 2. M- and Z-estimators

developed by Owen 1988, 1990, 1991, which indeed is the main topic of Paper 11
in this thesis. I will now informally present and derive some properties of Z-
estimators, but I will focus on themes relevant to this thesis, and a more thorough
introduction can be found in e.g. Shao 2003, Ch. 5. See also Bera et al. 2006 or
the previously mentioned Bera and Bilias 2002 for excellent reviews on the history
of Z-estimators and related methods.

For data Z,...,7Z, € R? a Z-estimator is defined as the root of a function on
the form ®,,(0) = S, ©(Z;,0) where ¢ is some fixed map from R4 to R?, called
the estimating function. The equation 0 = ®,,() is sometimes called a generalised
estimating equation (GEE) and Z-estimators therefore also go by the name GEE
estimators. The function ¢ can be chosen freely, and different maps give different
estimators. With, for instance, ¢(z,0) = z — 6, the corresponding Z-estimator
is the mean of the data, while p(z,y, 8y,8) = (y — Bo — 27 8)(1,27)T has the
ordinary least squares regression estimator as the solution to 0 = ®,,(53y, ), when
Z; = (Y, X;)T. Furthermore, when n is even, the median satisfies 0 = ®,,(6) with
o(z,0) = 1(y < 0) —1/2, where I is the indicator function.

If Zy,...,7, are independent and identically distributed (i.i.d.) from some
distribution F, the law of large numbers (LNN) guarantees ®,(0) 2 Ep(Z,0) =
®(0), where Z ~ F and % denotes convergence in probability. Because of this,
one would expect that for large n, én, the solution to ®,,(6) = 0, is close to solving
the limiting equation 0 = ®(0). If, furthermore, () = 0 has a unique solution
0y € RP, it would therefore be reasonable to assume én 2 9y. This intuition turns
out to be correct, as 6, is consistent for 6, provided ¢ and F are “regular enough”
(see for instance van der Vaart 2000, Th. 5.9).

Consistency of én is a very important result as it guarantees that the intuitive
idea of approximating the solution to the limiting equation by solving the empirical
counterpart is sound. As the root of ®,,(6) does converge in probability towards 6,
one can safely use 0, to estimate the zero of the limit equation. If we, however, also
want to know something about how “far off” our estimator is, a little more work
is required. Assume ¢ is twice continuously differentiable in a neighbourhood of
0o, then a Taylor expansion of ®,(#) around the root of the limit equation reveals

0= (I)n(én) ~ (I)n(eo) + q’;(@o)(én - 60)7 (2-1)

and hence 0, — 0y ~ — (0))"'®,(6y), where @ () is the Jacobian matrix
of ®, evaluated at 6,. By definition, ®/ (6y) = Yi', Op,0(Zi,0) where Op« is
short hand for the partial derivative with respect to 6 evaluated at 6*. Hence,
n~'®(fy) is a mean which converges to Edp(Z,0) = @'(6) by the LNN and
Leibniz integral formula. Furthermore, the central limit theorem (CLT) guarantees
that /n®, (0y) = n~2 X", p(Z;,0,) converges in distribution? towards a central
normal variable with variance Var ¢(Z, 6y). Combining this with Slutsky’s lemma
and (2.1) ensures /n(0, — 6) -5 N{0,®'(6,)~! Var o(Z, 60)[®'(6,) 1|7} 1 state
these findings in the following theorem. For formal proofs, consult van der Vaart
2000.

2Convergence in distribution is sometimes called convergence in law. I will use both terms

interchangeably and denote it by LY
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2.1. Z-estimators

Theorem 1. Let 0, be the solution to S e(Z;,0) = 0 and 6y the root of
(@) =Ep(Z,0), when Z,Zy,...,Z, are i.i.d.. Then

(1) 6, 5 6y, and
(2) (b, — 6o) > N[0,V (6,)] where V(0) = &' (0)~! Var o(Z, 0)[® ()7,

provided the reqularity assumptions of van der Vaart 2000, Th. 5.9 and Th. 5.21
hold true.

With ¢(z,0) = z — 0, (1) of Theorem 1 reduces to the LNN and (2) to the
CLT. Before I continue on with M-estimators I will go through two slightly more
complicated applications of Theorem 1.

2.1.1 The OLS estimator - a sanity check

For the ordinary least squares (OLS) estimator B,, assume X € R? follows some
distribution with mean value p and covariance matrix ¥, and that for a pair
(V,X) ~ F, Y = ag + o’ X + € where ¢ is a random variable with mean 0
and standard deviation o, independent of X. Then @n is a Z-estimator with

QD(y,ZE, 6075) = (y - 50 - 5T$)(1,$T)T and

B ag — fo+ p" (a — p)
(o, B) = <(a0 — Bo)u+ (a—B)(Z+ uuT)> :

which has fy = ap and = « as a root. Hence the OLS estimator is consistent
for the “true” coefficients (o, a’)?. Furthermore, direct computation shows

p B+ pp”

and

T
Vargo(Z,ao,oz):Var<e> =0’ <1 H ),

€T po XA+ pup”

showing that the OLS estimator is approximatly normally distributed with mean
(ap, a)T and covariance —a?®(ag, )~ /n.

In introductory statistics courses, one learns that the OLS estimator is
asymptotically normal with mean equal to the true regression coefficients and
variance o2(X XT)~!, where X is the n x (d + 1)-design matrix with (1, X7) as
its i-th row (see e.g. Hastie et al. 2009, Se. 3.2 or any introductory textbook in
statistics). By the LNN, n ' X7X % —®/(a, ), and hence

AXTX) ! =n"?(n T XTX) T 2 —n T o (ag, a)

Hence, Theorem 1 agrees with the classic results.

It is worth noting that in order for Theorem 1 to be applicable, the data
Z1,..., %, need to be i.i.d.. This forces us to deviate somewhat from the classic
regression setup, where the covariates are treated as fixed and non-random
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Chapter 2. M- and Z-estimators

quantities. There are ways to circumvent this. For instance, one can use a CLT
for non-i.i.d. sequences to show a version of Theorem 1 for independently, but not
equally distributed data points.® See e.g. Shao 2003, Ch. 5 for an overview of such
results. In my opinion, however, treating the covariates as random variables is
oftentimes unproblematic. Participants in a survey, people filing insurance claims
or costumers at a streaming service are usually not picked out in a targeted way,
but rather drawn randomly from the relevant population. I therefore fail to see
any real mathematical or philosophical reason to treat the covariates as fixed in
many commonly encountered situations. Furthermore, as is shown in Rosset and
Tibshirani 2020, the true prediction error is larger when the covariates are random,
and hence, ignoring the distribution of the X;s can lead to over-optimistic inference
if the covariates really are not fixed.

2.1.2 Maximum likelihood estimation

Although some preliminary ideas were given by other scholars e.g. Edgeworth
1908, 1909, maximum likelihood theory as we know it today was developed by
Ronald Aylmer Fisher in Fisher 1912, 1922. The method is one of the perhaps
most famous and influential statistical techniques and is based on analysing the
likelihood function L,, defined as

for a given parametric family Fy = {fy for 6 € © C RP} and i.i.d. data 73, ..., Z,.
The maximiser of L,, is called the maximum likelihood estimator (ML estimator),
and typically, working with ¢,(0) = log L,(0) is simpler than the likelihood
function itself. With these definitions, the ML estimator is equal to

0, = argmax (,(0) = argmax > log fo(Z;).
0 0

i=1

If én is an interior point of © and ¢, is smooth, the ML estimator satisfies
0= S", u(Z;,0,), where u(z,0) = Vglog fy(Z;) is called the score function and
V. denotes the gradient evaluated at 6,. Hence, the ML estimator is a Z-estimator
with ¢ = w in the notation of this chapter. Assume furthermore that F' has a
density function (pdf) or probability mass function (pmf) g. Then, again due to
the smoothness condition, solving 0 = ®(0) is the same as maximising Elog fy(Z2),
or equivalently minimising

KL(g, f) = Eglog g(Y)/ fo(Y), (2.2)

where the subscript in the expectation indicates with respect to which measure one
integrates. (2.2) is called the Kullback-Leibler divergence (KL divergence) from
the true pdf/pmf g to fp, and will be discussed in more depth in Section 3.1.2.

3 An option is the Lindeberg theorem, first shown in Lindeberg 1922. See e.g. Shao 2003, p. 67
for a more readable (and less German) presentation.
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2.1. Z-estimators

For now, however, it suffices to say that KL(g, f) can be thought of as a measure
of how “far off” f is from g. Hence, 6y, the solution to 0 = Vy Elog fy(Z), is the
parameter for which fy is “closest” to the true density g.

If the true density ¢ is equal to fy, for some 6, € O, g is a member of the
parametric class. I will refer to this as the model being correctly specified. In this
case 6y = 0, (see e.g. van der Vaart 2000, le. 5.35), which is quite natural as the
“closest” member of Fy to fy, should be fy, itself. If, on the other hand, there is
no 6 € O such that g = fp, interpretation of 6, becomes slightly more difficult.
By the above arguments, 6, is the minimiser of the KL divergence from Fy to the
true density g, and hence, 6y can be thought of as the parameter for which fy is
as close as possible to the truth. This intuitive explanation was given by Akaike
1973, and motivated by it, I will do as Schweder and Hjort 2016 and call 6, the
least false parameter or lf-parameter for short.

Although some theoretical properties of the ML estimator outside of model
conditions were investigated by others, e.g. Huber 1967, White 1982 popularised
model agnostic maximum likelihood theory by giving a unified framework for the
field. Furthermore, he gave explicit and consistent estimators for the limiting
variance of the ML estimator, as well as a test for checking model assumptions. In
addition, White’s paper provided much needed intuition by emphasising how the
model agnostic results simplify to the classic theorems of maximum likelihood
theory when the parametric model fitted is correctly specified. This laid the
groundwork for model-agnostic maximum likelihood inference, a topic which is
extremely relevant to all papers in this thesis and in particular to the focused
information criterion, which I will discuss in Section 3.2.2.

Provided everything is sufficiently regular, Theorem 1 guarantees that the
ML estimator 6, converges in probability towards 6, and furthermore, that
V(0 — 6y) A N[0,V (6p)], with V as in the theorem. For a general function
h, let Hp,h(Z,0) denote the Hessian matrix of h at 6y. Then, by definition,
O, Eu(Z,0) = Hp,Elog fy(Z). The expression on the right hand side of this
equation is the negative of the Fisher information matrix, which I will denote by
J(6p). Further, let K(6) be the variance matrix of u(Z, §), Theorem 1 then ensures
that

V(B — 06) 5 N[0, .7(85) " K (60).J (65) ~"]. (2.3)

Due to Theorem 1, results like (2.3), where the limiting variance can be written as
a matrix product of a covariance matrix “sandwiched” between two Jacobian or
Hessian matrices, are very common in robust statistics, and both Paper II and
Paper III derive their own counterparts to (2.3) with well-defined “least false”
parameters.

If the parametric model is specified correctly, 0y is the value such that g = fj,,
by the previous arguments. Ignoring the tedious job of checking all regularity

7



Chapter 2. M- and Z-estimators

conditions, one finds

[ Vehte)
—J(00) = Oy, we fol2) fo, dz
_ [ Hnhlol) ~ Vahl Vah(:!
Rd

f90 (Z>2

_ /Rd Ho fol2)ds /Rd<va(jf£j(z)> (Ve(}{::(z)>Tfeo(Z) N

The first term is equal to zero by Leibniz’ integral formula and the fact that 1 =
Jra fo(2) dz for all 6. The second therm is the expected value of Eu(z, 0p)u(z, 6p)7,
and by definition Eu(z,6y) = 0. Hence, the above informal calculations ensure
J(09) = K(6p) under model conditions, showing that (2.3) reduces to the classic
result /(8 — 6o) <5 N[0, J(65)~!] when g = fo,.

It can, of course, happen that the maximum likelihood estimator maximises the
log-likelihood function £, without solving ¢, (A) = 0. This can for instance happen
if ¢, is not sufficiently smooth or the maximiser lands on the boundary of the
parameter space. In such cases, the ML estimator is no longer a Z-estimator and
the theory outlined in this section does not apply. All hope is not lost, however,
as 0, might still be an M-estimator, for which analogue results hold true. I will
now move on to discuss this class of estimators.

f90 dz

2.2 M-estimators

The name M-estimator was introduced in Huber 1964, and refers to estimators
which can be written as maximisers of expressions on the form WV,(0) =
>, ¥(Z;,0). Huber himself was motivated by robust statistics when writing his
1964 paper, and the concept has therefore gained a lot of popularity within this
field. See e.g. Elsener and van de Geer 2018 or Prasad et al. 2020 for relatively
recent work building on M-estimation, or Ronchetti 2021 for a short review on
robust statistics. The book Huber and Ronchetti 2009, contains theory regarding
M-estimators as well as applications to robust statistics.

In Section 2.1.2, T argued that if the parametric model log fy is sufficiently
smooth, ML estimators can be seen as Z-estimators, making Theorem 1 applicable.
This does, of course, hold true for other M-estimators than the ML one. If
Y is sufficiently smooth and regular, maximising ¥, () is equivalent to solving
0 =31, Ve(Z;,0). Hence, in most cases, M-estimators are also Z-estimators
and all the theory outlined in the previous section hold true by replacing ¢ with
Vo and @ with W. The theory in both Paper II and Paper III, hinges on
such arguments, and limit results are derived by finding conditions which “force”
M-estimators into being Z-estimators.

That being said, it is not always the case that the maximiser of ¥,, will satisfy
\IJ;L(QA,Z) = 0. If, for instance, W,, is not differentiable, ¥ is not defined, and the
maximisation problem does not have a Z-estimation counterpart. Luckily, it turns
out that assuming smooth differentiability is slightly too strict of an assumption.
This is stated in the following theorem.

8



2.2. M-estimators

Theorem 2. Let 0, be the mazimiser of V,(0) = SP,9(Z;,0) and 6y the
mazximiser of the limit function V(0) = E(Z,0) when Z,7Zy,...,Z, are
i.i.d.. Then as long as v is differentiable at 0y and there exists a function m such
that Em(Z)? < oo and

[9(2,61) — ¥(z,62)| < m(2)]|6h — b (2.4)
for all 01,05 in a neighbourhood of 60y and almost all z,
(1) 0, 5 0y, and
(2) /(0 — 60) 5 N[0,V (6,)], where

V(6lo) = [He, W (0)] " Var Vi, v)(Z, 0)[Ho, ¥ (0)"] "

provided the additional regularity assumptions of van der Vaart 2000, Th. 5.7 and
Th. 5.23 hold true.

At first glance, Theorem 2 might not look too impressive. For the result to
be applicable, one still needs some sort of smoothness as existence of Vy,1(z,0)
is assumed. Furthermore, the Lipschitz-condition in (2.4) forces this smoothness
to extend somewhat around #,. These two facts lead to the exclusion of multiple
interesting choices of ¢s. In particular, for (2.4) to hold true, ¥ needs to be
continuous as a function of 6 for almost all fixed z. Because of this, most s based
on the indicator function I(z < #), which returns one if the condition within
the parenthesis is true and zero otherwise, will fail to satisfy (2.4), since for any
neighbourhood N, I(z < 0) is discontinuous in # when z € N. See Section 5.3 for
more details concerning M-estimators based on the indicator function.

That being said, there are still interesting estimators which fit into the
framework of Theorem 2.The median is an example. This estimator maximises
U, (0) when ¢(z,60) = —|z — 0| + |z|, and this ¢ satisfies (2.4) by the triangle
inequality. Furthermore, as is shown in van der Vaart 2000, p. 55

\11(0):2/06F(z)dz—0

Hence, by the fundamental theorem of calculus, as long as the cumulative
distribution function F is differentiable at 6y with derivative f(6y), the same holds
true for U, and ¥"(0y) = 2f(6p). Furthermore, Vi)(z,0y) = —1(z < 0o)+1(z > o)
as long as z # 6y, with variance F(6p) + 1 — F(6y) — [1 — 2F(6y)]*> = 4F(6y) —
4F(6y)* = 1. Hence, Theorem 2 can be used to show that the empirical median
converges in probability to the true median in the distribution of the data, and
that /78, — 6o) % N{0, [2f(60)] %}

Consistency and asymptotic normality of the median was shown by Laplace
in 1818, see Stigler 1973, and hence, being able to prove these properties using
Theorem 2 is perhaps not the most impressive achievement. Nevertheless, the
fact that Theorem 2 is able to handle less smooth functions and formulates the
estimation procedure as a maximisation problem rather than solving a set of
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Chapter 2. M- and Z-estimators

equations, gives the result added utility. To be able to work with really non-
smooth s, however, Theorem 2 is not enough, and theory with slightly more
meat on the bone is required. Furthermore, the maximiser of the function ¥,
might lie on the boundary of the parameter space, which leads to it own whole set
of problems. I will now discuss approaches to and theory regarding these, in my
own opinion, two largest problems with M- and Z-estimators.

2.3 When things are not sufficiently regular

2.3.1 Lack of smoothness

The literature on non-smooth estimating equations is a lot less accessible than than
for smooth problems. The reason for this is that not being able to differentiate,
makes Taylor’s theorem inapplicable, which renders the mathematics a lot more
complicated. Furthermore, when ¢ or 1 is not smooth, one is often “forced” out

of the O, (n~1/?)-regime,* i.c. the estimator 6, no longer satisfies \/n (0, —6y) % N
for some distribution N, and instead na(én — 0p) converges in law to some limit
distribution, with a @ < 1/2. ® T will now briefly outline some approaches to
non-smooth M-estimation problems, but as neither of the papers in this thesis
have been concerned with such estimators, I will be a lot more brief than in the
previous sections.

In 1990, Kim and Pollard 1990 proved a general result concerning asympototics
for estimators of cube root order, i.e. estimators satisfying 6, — 6y = O,(n=1/3).
This paper shed light on earlier results, like the estimator of the mode studied
in Chernoff 1964, by being the first to provide proper conditions and a unified
theory for M-estimators with O,(n~'/3) convergence rates. The main theorem
of the paper does not only give conditions for when (8, — 6y) = O,(n~'/3), but
also shows that n'/ 3(§n — By) converges in distribution towards the random vector
maximising a Gaussian process with continuous sample paths and expected value
and covariance structure which are both given in the paper. This theorem beares
strong resemblance with the results in van der Vaart and Wellner 1996, Sec. 3.2
which extend the result of Kim and Pollard 1990 to other orders than O,(n~1/?).
What makes Kim and Pollard 1990 and van der Vaart and Wellner 1996, Sec. 3.2
relevant to this subsection of the thesis, is the fact that very few smoothness
conditions are imposed on 1 directly in these works. In both sources, it is assumed
that the limit function W is twice differentiable, but differentiability of ¢ (or ¥,,)
is not required. Instead both sources manage to replace the smoothness condition
of Theorem 2 with more abstract concepts from empirical process theory. These
requirements are highly technical and will be skipped for now, but intuitively, what
is required is that the classes of functions Ms = {¢(-,0)—(+,00) | ||0—06o]| < I}, for

‘For a sequence of random variables (X,)2%,, X, = O,(n~%) means that n®X, is
stochastically bounded or bounded in probability, see van der Vaart 2000, Ch. 2. The notation
X, = 0p(n~%) means that n®X,, converges in probability to zero.

5This is, of course, not always the case, see e.g. Hjort et al. 2018 for an example of an estimator
which maximises a non-smooth function while preserving the Op(n_l/ 2) convergence rate.
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0 close to zero, are in some sense “small”; or as Kim and Pollard 1990 beautifully
calls it “uniformly managable”. In Section 5.3, I will discuss these requirements in
more detail.

There has of course been made more recent advances to the theory for
non-smooth M- and Z-estimation problems. For instance, Radchenko 2008

derives results for 6, = (A',02) when #/ have different convergence rates for
j = 1,2, Furthermore, nontrivial applications of the theory has been made in

e.g. Mohammadi and van de Geer 2005 who investigate asymptotics for parametric
classifiers fitted by minimising the empirical error rate, and Delsol and Van
Keilegom 2020 combines non-smooth M-estimator results with theory concerning
semi-parametric estimators. Nevertheless, Kim and Pollard 1990 and van der Vaart
and Wellner 1996 stand firm as the two “holy grails” for non-smooth M-estimation
problems despite the relatively high entry level of these texts.

2.3.2 Boundary issues

Let 0, be an M-estimator maximising ¥,,(0) = 2, ¢(Z;, 0). If ¢ is differentiable
and 6, lies in the interior of the parameter space ©, \I/;I(én) = 0, and the M-
estimation problem reduces to a Z-estimation. This is, however, only the case if
0, is in the interior of ©. If §, lies on the boundary of © (80), ¥ (6,) = 0 is
not necessarily true. In many cases this is not a problem, as it suffices that 0,
“eventually” lies in the interior of ©, which is the case when its limit, 6y, is an
interior point of ©. To see this, notice that by definition of the interior there is an
¢ > 0 such that the open ball centered at 6, and with radius €, B¢(fy), is contained
in©. As 6, & 6o, the probability of 0, € Be(6y) tends towards one, and 0, being
in the interior of © will therefore be more and more probable. Hence, the effect of
0, € 0O can be asymptotically neglected. When 6, lies on the boundary, however,
the story becomes very different. If 6y € 00, the probability of 0, € 00 will not
disappear and this case needs to be accounted for. All hope is not lost, however, as
quite a bit is still known about how maximisers behave even when © is not open,
assuming the situation is, as one often needs to require, “sufficiently regular”.

Assume that 0O can be parameterised as 00 = {0|h(f) = 0} for some
differentiable function h: R? — RY with component functions A4, ..., h,. Then,
the maximiser of ¥,, at the boundary, éf, can be found by using the Lagrange
method of multipliers (see any introductory textbook in analysis, e.g. Lindstrgm
and Hveberg 2015). By this method,

q
Vs W(0) =D A Vinh;(0)

=1

for some constants Aj,..., A\, € R. Since h(f) = 0 is satisfied if and only if
nh(6) = 0, the above equation can be reformulated to require

_ 5~ (Vapt(Zi,0) = 25 AV ey (6)
0= ; ( h®) : (2.5)
To find 02, it therefore suffices to solve the above equation for A = (Ay,...,\,)”

and 0. After scaling by the sample size, the right-hand side of (2.5) is a mean,

11



Chapter 2. M- and Z-estimators

and hence, the maximiser of ¥,, on the boundary of © is a component of a Z-
estimator. Standard theory can therefore be used to study the limiting behaviour
of éf . This approach is taken in Aitchison and Silvey 1958, where they study
asymptotic properties of ML estimators subjected to constraints.

Assume furthermore that ¥,, has a maximum at é{t in the interior of ©. Then
(% solves W/ () = 0 and is also a Z-estimator. Furthermore, by definition 0,,, the
maximiser of ¥,, in ©, can be written as

O = 0210, (B7) > W, (61)] + 6111, (67) < U, (6])]. (2.6)

One can therefore use more or less standard theory to study the limiting behaviour
of #,. To see this, simply, or should I rather say complicatedly, let P =
(08,67 NT M, M?) and notice that P = ((62)T, (01)T, L, W, (65)T W, (91)T)T
is the solution to

Vosp(Z;, 0) — 3371 AjVerh;(0)

n h(6")
0=> Vor(Zs, 0) ; (2.7)
i=1 w(Zla HB) - Ml
w(Zla 61) - M2

when X is a vector solving (2.5). Again the right-hand side of the above equation
is a sum of functions, ensuring that P is a Z-estimator converging in probability
towards some Py = ((65)7, (607, AT, ML, M2)T and /n(P — Py) % N(0,V) for
some matrix V. Now let g(P) = 0BI(M, > My) + 0'1(My > M;). Then by (2.6),
0, = g(Pg). Furthermore, as long as Et(Z,08) = M} # M2 = E¢(Z,6}), the
delta method can be used to show that én is consistent for 8y the minimiser of ¥
in © and that \/ﬁ(én — 6p) converges in law to a central normal distribution with
variance matrix

Vii Via Wi
v T(0B) > W(o! 1,1 Vig Vig
gV ryT = ) ) where V= (Vi Vaa Vaa,
Voo, V(7)< W(0) Va1 Vao Vas

with Vi1, Va2 being p x p-matrices and Vi3 a (¢ + 2p) x (¢ + 2p)-matrix. Hence,
0,, behaves asymptotically as “the best” of the two alternatives éf and é{l This
idea is a variation on how boundary issues are dealt with in Paper I11.

For the method presented in the above paragraph to work, so very many
regularity conditions need to be met. Because of this, more elegant and powerful
results exist in the literature. Moran 1971 considers ML estimation when the
components are restricted to lie within bounded intervals, and Chernoff 1954 and
Chant 1974 discuss how one can test if the true value of the parameter lies in 90©.
LeCam 1970 and Geyer 1994 study this problem under quite general assumptions®.
Andrews 1999, 2001, 2002 extend the theory even further to allow for extremum
estimators of locally quadratic objective functions. For more modern applications,
see e.g. Ketz 2018 or Fan and Shi 2023.

6Geyer 1994, p. 1995 even writes “Any closed cone is Chernoff regular at its vertex, for
example, so the support of the MLE could be a fractal.”, implying that his theory can deal with
highly complicated parameters sets. A fact which is nice to know should one ever find oneself in
the, perhaps slightly absurd, situation of optimising a likelihood function over a fractal.
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2.4 Two-step estimators

In the previous section, I discussed the estimator 6, defined in (2.6). This estimator
is defined by first computing éf and éfl, and afterwards selecting the one with the
highest associated value of W, (f). This is an estimation procedure divided into
to two steps, and because of this, 0, is what is called a two-step estimator. In
addition to 6, of Section 2.3.2, examples of two-stage estimators include estimators
in the presence of plug-in estimators and, by the results of Paper III, estimation
in penalised likelihood models when the size of the penalisation term is set to
minimise a cross-validated estimator of the risk.

In Section 2.3.2, the two-stage process of estimating 6, was reduced to the
“single” step of solving (2.7). Because of this, limiting properties of 6, could be
studied using classic theory for Z-estimators. It turns out that this is the case for
many two-stage estimators. A quite general case is the following. Assume that for
every fixed value of a, f3 is found by solving 0 = >, ¢1(Z;, o, B), and denote the
solution it by S(a). Suppose further that « is set to the root of Y, va(Zi, @),
denoted by &. To study 3(&), one can utilise that (a7, 3(a)T)T solves the two
equations 0 = Y1, ¢o(Z;, ) and 0 = Y1 ¢1(Z;, a, ) simultaneously for o and
[, a procedure which is equivalent to finding the root of

N (e1(Zia, B)
0_;< ool Ze0) ) (2.8)
This is a Z-estimation procedure with properties outlined in Section 2.1. Although
relatively simple to state, solutions to (2.8) cover a large class of of two-step
estimators. If we, for instance, want to estimate the standard deviation o
while using the empirical mean as a plug-in for the expected value, one can
use p1(z,10,0) = (2 — p)? — 0% and @o(z, 1) = 2z — p. Another example is
in maximum likelihood estimation when the likelihood function L, depends on
two, possibly multidimensional, parameters 6, and 5. If L,, is hard to maximise
with respect to both parameters simultaneously, one can instead use some plug-
in estimator §; of 6; and maximise 6, — Ln(§1,92) instead. If the plug-in
estimator of 6, is a Z-estimator, this fits into the framework of (2.8) by setting
©1(z,01,02) = Vg, log f(z,601,0,) and letting po(z,0;) be the estimating function
corresponding to 6,. In Paper II this method is used to allow for plug-in
estimators in the empirical likelihood function.

Although the results of Gong and Samaniego 1981 for the special case of
maximum likelihood estimation predates this slightly, the above way of dealing
with two-stage estimators was first presented in Newey 1984 in its full generality.
This method can also be extended to cover the case where ﬁ(a) maximises a
function 5 +— >, ¥1(Z;, a, B) rather than solving an equation on the form
0=3"L,¢01(Z, b)), see Pagan 1986.

I, however, was personally first introduced to the concept of two-step estimation
in the paper Joe 2005, where arguments similar to those given above are used to
show consistency and asymptotic normality of the parameters obtained by fitting
copulas in two steps. This idea was first visited in Shih and Louis 1995 for two
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dimensions, and is extended to the case of possible misspecification in Ko and
Hjort 2019.

The two- or multiple-step idea is actually used quite a lot in copula theory,
due to the, to some extend, sequential definition of these functions. Formally, a
d-dimensional copula is a distribution function on the unit square in R?, and by
Sklar’s theorem (first given in the French Sklar 1959, see e.g. Nelsen 2006, Th. 2.3.3
for an English presentation), any multivariate distribution function F'(zq,..., z4)
can be written as

F(z1,...,20) = CIFi(21), .., F(za)],

for some copula C', where F} is the marginal distribution function of Z; for each
j. This transformation allows one to separate the dependence structure from the
marginal distribution of each component, and hence, modelling can be done in two
steps. In situations where the dependence structure is important, this sequential
approach can simplify modelling greatly and make dependencies easier to spot, as
is illustrated beautifully in Figure 1 in Genest and Rémillard 2006.7

2.5 Influence functions

In Section 2.1, T “showed” that for Z-estimators, 6, — 6y ~ —n 1P (0y) 1D, (6p).
Writing the approximation slightly differently, one sees

n

én — 90 ~ —@(90)*171*1 Z QO(ZZ, 60), (29)

i=1
which shows that after subtracting 6y, 0, is actually more or less equal to a mean.
In Section 2.1, this was used to argue that \/ﬁ(én — 6p) converges to a central
normal distribution, but the result actually contains more information than that.
For instance, one notices that, up to the precision of the approximation, the “effect”
or “influence” data point Z; has on the estimator 0, is precisely the corresponding
term —n 1" (0y) 1p(Z;, 6y) for each i. Hence, removing this i-th data point should
change the estimator 6, by about n~'®(6y)'y(Z;,0,) and adding an observation
Z 41 should approximately give you 0, — n®(0y) t(Z,y1,00). This is the idea
behind influence functions, a concept which is present in all articles of this thesis,
but of particular importance in Paper I and Paper III. The formal definition, see
Hampel 1974; Hampel et al. 1986 or van der Vaart 2000, Ch. 20, of an influence

"This paper is a answer to Mikosch 2006, a paper which stirred heated debate in the copula
community. Mikosch likens the utility of copulas to the emperors new clothes in the Danish
story “The emperor’s new clothes” by H.C. Andersen, meaning that the usefulness of copulas is
nothing but an illusion and that researchers are overemphasising the practicality and novelty of
the concept. He even goes as far as writing “I suspect that some include the word ‘copula’ in
the title of their papers not because they contribute to the theory on copulas, but because they
believe that one can publish easier”. This paper was not well received by all researchers in the
field, and the response in Genest and Rémillard 2006 is quite crass and amusing to read, with
sentences like “While we respect his right to ‘ask some naive questions,” we can hardly accept
that either through ignorance or malice, he depicts copula theory as an unsubstantiated fad that
leads to ‘a biased view of stochastic dependence.’ ”.
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function is quite abstract, but I will now try to give an informal explanation
of the concept, which hopefully will give some intuition. All messy details will
be skipped, but either of the aforementioned sources can be consulted for more
rigorous treatments.

Influence functions are defined for functions mapping probability distributions
on some sample space €2 into RP?. An example of such a function is

PH/Qde(:c% (2.10)

which, when evaluated at a point P, returns the expected value of the distribution
P. When evaluated at P, the empirical measure putting equal weight 1/n on each
of Zy,...,Z,, one gets the mean of the data. The mean, as a statistic, can therefore
be defined as a composition of mapping the sample to the empirical distribution
and afterwards applying 7', the map defined in (2.10). This is illustrated by the
following diagram.

T —1 n
Zl,...7Zn ]P)TL n i=1 ZZ

mean

Another example of a function mapping probability distributions into RP? is

P +— root of /Q o(w,0)dP(w), (2.11)

which returns the zero of E¢(Z,0) when Z ~ P. At P, (2.11) gives us the
solution to Y1, ¢(Z;,6) = 0, and hence, the Z-estimator which for a given data set
Zy .oy Ly solves >0 o(Z;,60) = 0, can be characterised as mapping the empirical
distribution IP,, associated with the data set Z, ..., Z, according to (2.11).

Assume now that one has some estimation procedure which can be
characterised by a function 7" mapping probability distributions into RP, e.g. T'
as in (2.10) for means or T" as in (2.11) for Z-estimators with estimating function
. How much each data point affects the estimation procedure is dependent on the
underlying distribution of the data. If, for instance, the data is Cauchy distributed,
the mean will be more volatile than if the true underlying distribution is the
normal. One therefore needs to consider with respect to which distribution one is
computing the influence function. Call this distribution P. In this case, one is, for
each w € €1, interested in evaluating how much 7" changes when the data point w
is removed, given that the true underlying distribution is P. Hence, the influence
function at a point w is trying to measure how much 7' changes in the direction
of P — 4, where 9, is the measure with point-mass 1 at {w}, at P. Formally, one
writes

T(1—¢)P+eb,| —T(P
IFp p(w) = lim (A=)P+ e ( )
e—0 €
or equivalently, that the influence function evaluated at w is the derivative® of T

8Here I do of course not mean derivative as in the traditional sense for functions defined on
RY for some ¢, but rather the Gateaux-derivative, a generalised version which can be applied to
functions on normed spaces. See e.g. Lindstrgm 2017, Ch. 6 or any textbook on mathematical
analysis.
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at P in the direction of P — .. For the mean,
1
IFrp(w)=1lim- [ zd[(1—¢)P + €d,](x)

e—=0 € JQ
1—c¢
/Qde(:U)+/Q:Ed(5w(x)

For the Z-estimator in (2.11),
IFrp(w) = — () (w0, 0o), (2.12)

see van der Vaart 2000, Ex. 20.4. The right-hand side of (2.9) is recognisable as
the mean of (2.12) evaluated at each data point Z;, illustrating that the influence
function really does “measure” how much the Z-estimator is affected by each data
point. This is a core idea in Paper III, where influence functions are used to
find an alternative characterisation of the leave-one-out cross-validated estimator
of the risk.

Although some preliminary work was apparently done in his unpublished PhD
thesis (see Hampel et al. 1986), the term “influence function” was introduced by
Hampel 1974°. The idea of differentiating with respect distributions predates this
paper, however. von Mises 1947, for instance, uses a similar idea to derive an
analogue to the Taylor expansion for statistical functions mapping distributions
into R?. Informally, what he shows is that one can more or less write

T(P,) = T(P)+T’(p)(19>n—P)+;T@)(Pn—PH. | .+kl|T(’“) (Po—P)+.... (2.13)
where T (P) denotes the k-th derivative of T' with respect to P. The expansion
in (2.13) is called the von Mises expansion of 7" and in Paper I it is used to
informally to give intuition about the second order bias of estimators.

Influence functions have become popular in the field of robust statistics.'® This
is perhaps not too surprising as the ability to evaluate the effect each and every
data point has on the estimator 6, is very useful when assessing how sensitive
the estimator is to outliers in the observations. In this field, one is especially
interested in whether an estimator’s influence function is bounded or not. This is
quite natural, as a bounded influence function can guarantee that a single outlier
does not “mess up” the relevant estimator too much. Recently, influence functions

have also found applications in the field of machine learning and causal inference,
see e.g. Fisher and Kennedy 2020 and Hines et al. 2022.

9He uses the word influence curve rather than influence function in this paper.

10As can be seen from e.g. Huber and Ronchetti 2009. See also or Avella-Medina 2017 for
a relatively new application, and Avella Medina and Ronchetti 2015 for a review on influence
functions and other themes in robust statistics.
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Chapter 3

Estimating errors

A major topic of this thesis, and indeed of statistics in general, is “errors”. By
errors, I mean measures of how wrong a model or estimator is. The topic of
Paper 1 is precise estimation of the bias of estimators and the expected squared
distance to the true value they are aiming for. In Paper II, these results are used
to carefully evaluate the errors made by different hybrid estimators and and choose
the optimal one, while Paper III studies how choosing models by minimising error
estimators affects analysis. In addition, this paper also studies a particular error
estimator, the cross-validated estimator of the risk, in detail. Since the theme of
errors is so fundamental to this thesis, I will attempt to formalise what I mean
by this slightly imprecise term and outline different ways of approximating “how
wrong” an estimator or model is.

3.1 Loss and risk functions

The first thing I will do is to formalise the notion of “errors”. To do this, I will
use the concepts of loss and risk functions from decision theory. These concepts
were formalised by Abraham Wald in the book Wald 1950, based on several of his
previous papers starting with Wald 1939, but some of these ideas are very natural,
and many concepts therefore go a lot further back than this source, the perhaps
most famous example being Pascal’s wager in his book Pensées from 1670, where
he uses risk minimisation to evaluate whether one should or should not believe
in God, see e.g. Hajek 2024. In the following, I will stay true to the presentation
given by Casella and Berger 2002, Ch. 7.3 on loss and risk functions.

Assume our goal is to estimate some parameter ¢ with true value 6,. This
parameter could be the expectation or the median in a distribution, the parameter
corresponding to the closest parametric fit or something else entirely. Assume
furthermore that there is some function L, such that for every “candidate” 6 € O,
one “loses” L(0,0y) by using 6 instead of the true value y. For one dimensional 0,
the most obvious example of such a loss function is perhaps L(#,0y) = |0 — 6|, the
distance from the candidate to the true value. This is called the absolute loss. The
function |-| is not smoothly differentiable, and it is therefore common to instead
work with the squared error loss, L(6,6y) = (8 — 6y)?, which is mathematically
more convenient. Another, slightly less obvious, example of a loss function is
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L(0,00) = KL(fy,, fo), where KL is the Kullback-Leibler divergence discussed in
Section 2.1.2. See Section 3.1.2 for more on this last loss function.

A loss function tells us how much one looses by using a candidate 6 instead
of the true value 6,. Hence, for an estimate 0,, based on a sample Z1,...,Z,, the
associated loss of using 6, instead of the true value, is L(én, 0p). Typically, it is
hard to say much about the loss a single estimate 6,, inflicts. Instead, one usually
studies the risk of the estimator, i.e. how much using the estimating procedure
which produced 0, loses on average. Formally, this is stated in the following
way. Let T be some estimator such that for a sample of data points Z1,...,Z,,
T(Zy,...,7Z,) estimates 6. Then, for a given loss function L, the associated risk
of using the estimator 7" to estimate 6y is R(6y, 1) = E L[0y, T(Z1, ..., Zy,)]-

For the squared error loss function, the associated risk, R(0y,T) = E[0y —
T(Zy,...,7Z,)]% is the MSE of the estimator T'(Z1,...,Z,). This is the perhaps
most used and well-known risk function, and famously it decomposes into the sum
of the squared bias and variance of T(Z, ..., Z,):

MSE(0y,T) = [0 — ET(Zy, ..., Z,))> + VarT(Zy,. .., Zy,). (3.1)

Hence, to study the MSE of an estimator 7', it suffices to consider the bias and
variance separately, an idea which is central in the focused information criterion
which is present in all articles and will be discussed in Section 3.2.2 of this thesis.

The decomposition in (3.1) is not as unique to the MSE as one might initially
think. Indeed, let L be some loss function which is smooth in its last argument.
A Taylor expansion around a point € O reveals

~ N 1 ~ N
L[6y,6,) = L(6y,0) +VoL(6o,0)" (9, —6) + 3 Tr[HyL(6o, 0) (6, — 00) (0, — 60) ]+ €n,

where I have replace T'(Zy, ..., Z,) with b, to simplify notation somewhat, and
en = O(||6, — 0]]*). Assume now that 6, is consistent for some value 6y, and
that n®(6, — 6) -5 N[0,V (6y)]. This is quite often the case, e.g. for M- and
Z-estimators, see Sections 2.1 and 2.2. One then finds

2a

R(60.T) = L(6y, 0)+ Vo, L(0,0)" E(en—elf)#% Te[Hy,, L (0, )V (6)]+O(n~3?),

(3.2)
assuming everything is sufficiently regular. In the above, Tr denotes the trace
operator. The first two terms in the above expansion increase with the bias of én,
while the third term is large when the variance V (6y) is. Hence, all risk functions,
not just the MSE, can approximately be decomposed into a bias and a variance
term.

Being a bit more careful with the details in Section 2.1, one can show

0, = O — n e (0y) ! > o(Z;, ) + 6,

i=1

A

where 0, = O,(1/n). By assumption, E p(Z, 6ir) = 0, and hence, E[f,, — 0] = Ed,.
As §, = O,(1/n), one would expect that EJ, = O(1/n). Writing EJ, =
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¢/n+ o(1/n), and plugging into (3.2) shows

1
R(6o, T) = L(00, 6) + n—l{vglfL(eo, O)Tc+ 5 Te[Hy, L(00, e)vwlf)}} +o(n ™).

(3.3)
Hence, provided all regularity assumptions hold true, the limiting risk of a Z-
estimator consists of three parts: A constant term L(6y, 0y) quantifying the loss
of the limit of 6, a term of size O(1/n) involving the variance and second order
bias of 6, and a remainder term of smaller order. This expansion is of course
not unique to Z-estimators, and analogue expressions to (3.3) can be derived in a

similar fashion for most estimators with influence function IF which can be written
as 0, ~ O +n"t 3" IF(Z;), see Paper III.

As the sample size grows, the constant term L(6y, 0y;) will eventually dominate
the right hand side of (3.3). Because of this, the estimator with smallest associated
value of L(6y, fy) is the asymptotically “optimal” estimator, in the sense that such
approximations minimise the limiting value of R(6y,T"). For finite sample sizes,
however, this might not be the case. Even though the second term in (3.3) will
eventually be negligible compared to L(6y, fy), it might still be relatively large for
moderate n. Hence, for finite sample sizes, using an estimator with a lot smaller
c and V() might be preferable in spite of a slightly larger value of L(6q, 0y).
This idea of balancing bias and variance is often referred to as the bias-variance
trade-off in statistics and machine learning. See Hastie et al. 2009, Ch. 7 for a
thorough discussion.

3.1.1 Prediction and classification

Before I move on, I will briefly go through how loss and risk function fit into the
field of prediction and classification as presented in Hastie et al. 2009, Sec. 2.4.
Assume one wants to predict the outcome of y, and that to every potential
prediction g, one can describe the loss inflicted by using 7 in place of y by
L(y,§). In prediction problems, squared error loss is the most common choice. For
classification, one can for instance, use the 0-1 loss defined as L(y,q) = I(y # 7).
If one has some estimator of y, based on data Zi,..., 7, which can be written
as T(Zy,...,Z,), the associated risk of using the procedure to estimate y is
R(y,T) = EL[y, T(Z,...,Z,)]. This risk is defined for every y, and hence in
the expectation in R, y is treated as a fixed and non-random value. An example of
the above, is in linear regression, where one would have R(y,T) = E(y— By— BTSC)2
for every pair (y, z).

Typically, one is not interested in the loss of estimating a single y by 3. Instead,
some sort of “overall” performance is used to evaluate regression and classification
procedures. Because of this, one often instead considers the expected predicted
loss (EPL) instead of L. EPL is defined for prediction or classification models
g which return an estimated value of y for every input z, and takes the form
EPL(g) = EL[Y, g(X)]. Assume further that for each z, one has some estimator
Tlx,Zy,...,Zy,] of g(x) based on data Z;,. .., Z,. One can then define what I will

19



Chapter 3. Estimating errors

call the expected predicted risk, or EPR for short:

2. EPL[T(-, Z4, ..., Z)]
2 By ALY, T(X, 21, ..., Z)] | Z1, - .., Zn},

,,,,,

-----

where (Y, X) follows the same distribution as each Z;, but is independent of the
data set Z1,...,Z,. In the above I have added subscripts to the expectation to
emphasise with respect to which variables I am integrating.

Efron 1975 and O’Neill 1980 studies EPR for particular classes of parametric
classifiers when the 0-1 loss is used. The arguments used to show (3.3) in the
previous section, are loosely based on the latter of these papers, and it should
therefore not come as a surprise that an expansion similar to (3.3) can be shown
for the EPR. So, assume the estimator T'(z, Z1, . .., Z,) can be written as g; () for

some estimator 0,,. Then, similar arguments to those given to show (3.3) reveals,
1
EPR(T) = EPR(0y) +n* (VglePR(H)Tc +3 Tr[HglePR(Q)V]) +o(1/n),

when 0, = O +n 'Y IF(Z;) + 6, with nEd, — ¢, V = VarIF(Z) and a lot
of other regularity conditions hold true. This expansion is used in Paper III to

investigate whether the cross-validated estimator of the risk precisely estimates
EPR(T). It will also be crucial in Section 5.1.

3.1.2 The Kullback-Leibler divergence

In Section 2.1.2, I introduced the Kullback-Leibler divergence, defined as
KL(g, f) = Eyloglg(Z)/ f(Z)], for two pdfs/pmfs f and g, and said that KL(g, f)
can be considered a measure of how far f is from ¢g. This measure of distance was
first introduced in Kullback and Leibler 1951, which defined the information in f
as the expected value of log f(Z) under the true distribution. With this notion,
KL(g, f) measures distance in terms of relative loss in information.

The appeal of thinking in terms of the KL divergence was greatly extended
by Hirotsugu Akaike’s previously discussed 1973 paper “Information theory
and an extension of the likelihood principle” (Akaike 1973). This article is
extremely famous as it not only manages to properly fit the KL-divergence into
the framework of loss and risk functions, but also gives arguments for why
minimising KL is desirable, giving an information theoretic justification of the ML
procedure. Furthermore, the very popular Akaike’s information criterion (AIC)
was introduced here (although the author himself does not use this name in the
article). The AIC connects information theory and statistics in a beautiful way,
by estimating the expected Kullback-Leibler divergence from a fitted parametric
model to the true underlying density. In Section 3.2.1, I will discuss the AIC in
more detail.

In Akaike 1973, the author argues that for a given parametric model Fy =
{fo |0 € ©}, with true value 6y, the KL-divergence from fy to fp, can be considered
a loss function, and this section on divergences has been placed under the chapter
of loss and risk function for this reason. Indeed, let L(6y,0) = KL(fs,, fo), then L
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can be considered a loss function where the loss is measured by the distance from
fo to fa,, or alternatively as the loss of information when using fy in place of the
true underlying density.

Let 0, = T(Z, ..., Z,) be an estimator of @ converging in probability to 6y and

with /7(6,,—6y) <4 N(0, V). Then, the corresponding risk function is Rt (6o, T) =

A

E Lkr(00,0,). By (3.3) and the fact that 6y minimises 6 — KL(fy,, fo), one has
1
RKL<90, T) = L(GO, Qlf) + n*1§ Tr[H90L<90, Glf)V] + 0(1/71),

provided everything is sufficiently regular.

Now, let 6, be the ML estimator of § and assume the model is specified
correctly. By the results of Section 2.1.2, 8,, 2 6y and \/n (6, —6;) KN N[0, J(60)~],
where J(6p) is the Fisher matrix. Furthermore, by definition, Hy,L(6y,0) =
—Hy, Elog fy(Z) = J(6y). Hence,

Rict(00, T) = L(fl, 60) + 'S Tr I, + o(1/m) = p/2n + o(1/n),  (3.4)

where I, is the p X p-identity matrix. This shows that in a correctly specified
model, the risk incurred by using the ML estimator instead of the true value is
only approximately p/2n, at least when loss is measured in terms of KL-divergence.

But what if the true underlying density is not a member of Fy? In this case,
there is no “true” value 6y, and how to define a fitting loss function is not as
obvious. A possible way to deal with the lack of a true parameter is to deviate
somewhat from the language of loss and risk functions I have used thus far. Instead
of considering the loss of using some parameter 6 in place of the true value, one
can define the “loss” the parameter 6 as the amount of information lost when using
the distribution fp instead of the true underlying pdf/pmf g. Formally, T will say
L(0) = KL(g, fy). For some estimator 0, = T(Zy,...,7Z,) of 0, the associated
risk will then be R(T) = EL(6,). Here it is assumed that Zi,...,Z, are ii.d.
following the true distribution g.

Assume now that 6, is an ML estimator in the model Fp. By the results of
Section 2.1.2, one has 6, % 6y and /n(f, — ) % N[0, V(6y)], where V() =
J(0) LK (0y) J (01r) ™" with J(0) = —HyElog fo(Z) and K(0) = Var Vglog fo(Z).
Using arguments similar to those preceding (3.3), one can show

1
R(T) = L(elf) + n_li Tr[J(Qlf)J(Qlf)_lK(Hlf)J(@lf)_l] + 0(1/n)
1
= KL(g, for) + 5= Tr[J () " K (6h0)] + 0(1/m),
utilising the fact that 6 minimises 6 — KL(g, fy). This equation can be seen as
a model robust counterpart to (3.4), as when the model is correctly specified and

there is a 0y such that g = fp,, the arguments in Section 2.1.2 ensure 6y = 6, and
J(60p) = K(0y), ensuring that the above equation simplifies to

R(T) = p/2n+ o(1/n),
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where p is the dimension of §. This fact forms the backbone of the previously
mentioned AIC, and in Section 3.2.1 I will show how the above calculations can
be used to derive the criterion. Firstly, however, I will discuss the perhaps most
famous result concerning risk functions and optimality.

3.1.3 The Cramér-Rao inequality

In the early 1900s Ronald Fisher and Karl Pearson were the representatives
of two competing methods for fitting distribution. Pearson advocated for the
method of moments, which fits parametric families by matching empirical and
theoretical moments, while Fisher was strongly in favour of the method of
maximum likelihood.! Now, about a hundred years later, I believe it is safe to
say that Fisher has won his debate with Pearson, and that maximum likelihood
stands firm as the king of the hill. There are, of course, many explanations
for this, but a key reason is the fact that maximum likelihood estimators are
asymptotically optimal, in the sense that their variance approaches the lowest
among all asymptotically unbiased estimators as the sample size grows to infinity.>

A predecessor of the result alluded to in the previous paragraph was first
shown in Edgeworth 1909, but Fisher 1922 was the first to give a proper proof
and thorough discussion. In this 1922-paper, he shows that if data follows a
distribution fp,, the lowest asymptotic variance among all estimators 0., satisfying
V0, — 60) % N(0,V) for some V is J(6y)~!, where J(6) is the Fisher matrix.
By Section 2.1.2, this is the limiting variance of the ML estimator in the model fy,
which ensures that the maximum likelihood estimator is asymptotically efficient,
i.e. achieves the lowest possible variance as n — o0o. Because of this, if one is
interested in minimising the MSE, it is not possible to beat an ML estimator in a
correctly specified model, at least asymptotically!

This result is an asymptotic analogue of the perhaps more famous Cramér-
Rao inequality, proved by Rao 1945 and Cramér 1946 within a year of each
other. (More pedagogical expositions can be found in most statistics textbook,
e.g. Casella and Berger 2002.) This results states that if data follows a fp,
distribution, any unbiased estimator of 6y will have larger variance than [n.J(6y)] ™!,
the inverse of the Fisher information in the sample.> Even more generally, the
theorem ensures that the variance of any unbiased estimator of g(6) is bounded
from below by Vg,9(0).J(00) ' V,9(0)/n, which is exactly the limiting variance of
the ML estimator of g(#). In this thesis, I will referrer to this result as well as
Fisher’s asymptotic analogue by “the Cramér-Rao inequality”, and this theorem

IMost of their work from this period references the competing method. For instance, Fisher
1922 dedicates multiple sections to show that the method of moments is efficient only when data
is “almost” normally distributed, while Pearson 1936 goes in detail through the calculations in
this and other papers, pointing out flaws in the computations.

2Although Pearson 1936 has this to say about the fact: “It does not appear to me that
anything of value as to the nature of the Method of Maximum Likelihood can be deduced from
N — oo cases..

3In R, larger is meant as in the classic way. In higher dimensions, a matrix A > B if A — B
is positive semi-definite.
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will be essential in Section 5.1, where I will discuss whether it is really possible to
estimate the terms of size O(1/n) in (3.3).

3.2 Estimating risk

Even though the Cramér-Rao inequality proves that, asymptotically speaking, it
is not possible to beat an ML estimator in a correctly specified model, the result
does not give any assurances when the parametric model fitted is not assumed to
be correct. In fact, in the situation where none of the members of Fy are equal
to the true underlying distribution, the ML estimator is neither guaranteed to
eventually achieve the lowest possible variance, nor be asymptotically unbiased.
Because of this, other approaches than those based on the Cramér-Rao inequality
needs to be taken if one wishes to compare different estimators in a model agnostic
fashion. A natural way is to estimate the risk of all candidate estimators directly.
I will now go through a couple of methods which have inspired my own work, in
particular in relation with Paper III. Error estimation is, however, an enormous
field and the techniques presented here do by no means constitute an exhaustive
list. Both Stein’s unbiased risk estimator (Stein 1981) and estimation based on
the bootstrap (Efron 1979) are, for instance, among the darlings I chose to cut.

3.2.1 The AIC and the TIC

The previously mentioned AIC is a very famous risk estimator. It attempts to
approximate the risk of the ML estimator in a parametric model Fy = {fy|0 €
© C RP}, and I will define it as

AIC = —4,,(,) + p,

where /, is the log-likelihood function in the parametric model.* 1 will now
informally explain why the AIC takes this form, greatly inspired by Appendix
A.7 in Schweder and Hjort 2016.

Assume that the model Fy is correctly specified so that pdf/pmf in the true
underlying distribution of the data is fy,. A Taylor expansion around 6, shows

0a(0) ~ £(00) + Voo bo ()T (6 — 0) + ;(én  00) Hayln(0) (B0 — 00)T. (3.5)

Now let U,(0) = n~'/?Vyl,(0) and J,(0) = —n~'Hyl,(#), which converges to
U(#) ~ NJ[0,J(0)] and J(f) in distribution and probability, respectively (this
follows from the CLT, the computations in Section 2.1.2 and the LNN). By (2.1),
0, — 0o ~ n~Y2J(0,)"'U,(6y). Plugging this into (3.5) and manipulating the

A

expression somewhat, shows that ¢,,(0,) — £,(6y) is approximately equal to

Tr[J (60) ™" Un(00) Un(60)"] — ;TY[Jn(Qo)J(Qo)_2Un(90)Un(90)T]7

4Slight variations of this formulation are present in the literature, e.g. 2[p — £,,(6,)] is often
used.
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which converges in distribution to
1 1
Tr[J(00) " U (00)U (60)"] — 3 Tr[J(00) U (00)U(00)] = 5 Tr[J(60) U (00)U(60)"],

by Slutsky’s lemma. Because of this, one would expect that the expectations also
converge, i.e. that

A

B0 (B) — B a(60) = 5 T (60) T (60)] = p/2

implying )
Egn(en) R TLElOg f@o + p/2

By the results of Section 3.1.2,
EAIC = —nElog fo,(Z) +p/2 = —nElog f4,(Z) + nR(T),

where R(T') is the expected Kullback-Leibler divergence from f; to fo,, see
Section 3.1.2. Hence, up to a constant and scaling factor, the AIC is an
approximately unbiased estimator of the risk!

The above arguments work also when the model is misspecified. In this case,
one finds

E0,(6,) ~ nElog fs.(Z) + ; T (6) LK (03], (3.6)

where J(0) = —HpElog fo(Z) and K(0) = VarVylog fy(Z). The chain of
arguments is completely analogue to the case where g = fp, so I leave out the
details. The approximation in (3.6) justifies the model robust, and sadly also a lot
less known, version of the AIC called Takeuchi’s information criterion (TIC).5 Tt
takes the following form

TIC = —(,,(0,,) + Tr[J K], (3.7)

where .J and K are consistent estimators of .J(6y) and K (6y) respectively. Provided
sufficient regularity, the above calculations reveal

1
ETIC ~ —nElog fo,(Z) + 3 Tr[J(0y) K (0y)] = nR(T) —nElog g(2),

which again is only a constant and scaling factor away from the true risk. Since
the constant —n Elog ¢(Z) is not dependent on the model fitted, the TIC misses
its target by a number which is equal for all candidate models. It can therefore
be safely used to compare different models in a robust fashion. A low value of KL
suggest that the model fits the data well “overall”. Sometimes, however, a good
model fit is not the sole goal of an analysis, and in such cases a more specialised
selection criterion is needed. I will now go through one such option.

5 A possible reason for the TIC relatively modest fame might be that it was originally published
in Japanese (Takeuchi 1976). For a translated version, see Takeuchi 2020.
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3.2.2 The focused information criterion (FIC)

Assume one has a data set and multiple plausible models for the data, e.g. one
might be unsure if data is Weibull or Gamma distributed, or one might have
a regression model where it is not clear which covariates are relevant. In such
situations, one needs a way of choosing between the different candidate models.
One way to do this, could be to compute the AIC or TIC discussed in the previous
subsection for each available model, and choose the one with the lowest value. This
procedure is sound if one wishes to find the model with the lowest KL divergence
(or equivalently the candidate with the smallest information loss), i.e. the model
which fit the data best “overall”. In some applications, however, overall model fit
is not really the main goal of the analysis. One might instead be more interested
in the median or mean in the population one is modelling, or one might fit a
regression model to ascertain the effect a covariate has on a single prediction. In
such situations, an option is to use the focused information criterion, or the FIC
for short, an information criterion created for this very purpose.

Unlike the AIC or the TIC, the FIC does not rank model according to how
well they fit the data “overall”. Instead, models which are well-suited for the
application at hand are preferred. This notion of being “well-suited” is formalised
through the concept of a focus parameter, a parameter which must be chosen to
reflect the goal of the analysis before starting the model evaluation procedure. If a
model is fitted with the goal of making inference about median in the underlying
distribution, the median should be chosen as the focus parameter. If the mean
is of interest, the mean should be used. In general, the focus parameter should
be set by the researcher doing the analysis, and should contain the most relevant
information which is to be inferred from the data.

For a given focus parameter i, the FIC ranks models according to the estimated
MSE of the corresponding estimator of u. Hence, for a parametric model
Fo = {fo]|0 € O} for which p takes the value h(6), the FIC is an estimate of
the MSE of h(én) where 6, is an estimator of the parameter 6. Typically, 6, is an
ML estimator, but this is not always the case, see e.g. Paper 1I.

The FIC was first introduced in Claeskens and Hjort 2003 (see also Hjort and
Claeskens 2003a,b), with a number of important extensions following closely after
this paper. For instance, Claeskens et al. 2006 considers other risk functions than
the MSE and Zhang and Liang 2011 extends the framework to cover generalised
additive partial linear models. For an overview and introduction to the FIC, I
refer to the textbook Claeskens and Hjort 2008, in particular to Chapter 6. In
the original definition, the FIC was only formulated for nested models, and a very
important step forward was made in Jullum and Hjort 2017 where the authors
extend the framework to non-nested models. The formulas given in this paper are,
however, not precise to a sufficiently small order, and in Paper I the expressions
are made more sharp. I will now informally derive a version of the FIC based on
arguments given in this article. For more details, consult Paper I in addition to
the aforementioned Jullum and Hjort 2017.

Let Zy,...,7Z, be iid. and fi; € R some estimator of a parameter with true
value o based on these data. Assume further that this estimator has an influence
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function IF, so that one can write fi; in the following way
i=1

for some € = O,(1/n) and p; € R which is not necessarily equal to py. By the
arguments given in the beginning of this chapter, the MSE of fi; is equal to

1
MSE(ﬂl) = (,Uq - M0)2 + nil [2(,[1,1 — ,U,())Cl + 5 TrV| + 0(?171), (38)

where V' = VarlIF(Z) and ¢; is the limit of n Ee¢, (assuming it exists). The FIC
works by approximating all terms in the above expression, creating an estimator
which is only o(1/n) away from the true value of MSE(fi;) in expected value.

The variance matrix V' can be estimated by V, the empirical variance of
IF(Zy),...,1F(Z,). Estimators of ¢; are also relatively easy to obtain, see Paper 1
or alternatively Firth 1993 and Kim 2016 for methods to ensure that c¢; is equal
to zero. The part of (3.8) which is hard to estimate, turns out to be the term
which at first glance might look like the easiest part: b? = (u; — po)?. Since fi; is
consistent for the possibly incorrect value p; only, there is no way of knowing how
far off the limit is from the true value py. To be able to quantify this, one needs
to introduce a second estimator fig.

I will assume that [iy is consistent for po and that one can write

fio = po +n" Z IFo(Z;) + 0y,
i—1

for some 6,, = O,(1/n) and influence function IF,. Then, after employing multiple
regularity conditions, direct computations show

E(iy — ﬂo)z = b+ n_l(KZ + 2bcy — 2bcy) + o(1/n),

where % = Var[IF(Z) — IFy(Z)] and ¢y = lim, o, nEJ,. Hence, the following
estimator is an approximately unbiased estimator for (1 — pg)? + 2bey /n:

B = (fn — f10)* + " 2 — fuo)éo — &7,
where £ is the empirical variance of 1F(Z;) — 1Fo(Z1), ..., IF1(Z,) — IFo(Z,) and
¢o are either of the estimators defined in Paper 1. This ensures that the MSE of
fi1 can be estimated approximately unbiased by b2 + 14 /n.

When /i is an estimator stemming from a model, that models FIC score is the
estimated MSE of fi;. Hence, the FIC works by precisely estimating the MSE of the
corresponding estimators of the focus parameter and ranking models accordingly.
In Paper II the FIC is used to choose the optimal balance between parametric
and non-parametric in a spesific setting, and in Paper III the effect of tuning
models with respect to the FIC is investigated.

Both the AIC, TIC and FIC are based on theoretical results and computations.
When employable, these criteria are quick and theoretically justifiable to use. Not
all risk functions and estimators fit into the framework of these information criteria,
however, and in such situations alternative, more general methods need to be used.
One option is to use the cross validation, a method based on resampling which
can be employed in very general settings. I will now move on to discuss this risk
estimator.
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3.2.3 Cross-validation (CV)

I will now give a brief presentation of the very popular and well-known tool cross-
validation, which is a major topic of Paper III. For a more details, consult Hastie
et al. 2009, Ch. 7.

Assume Zy,...,Z, are i.i.d. data points where Z; = (Y;, XI)T for each 1,
and that YV is a prediction or classification model returning an estimate of the
associated value of y given a co-variate x. This function Y could be the prediction
in a linear regression model, e.g. ?(x) = By + BTz for some fitted coefficients
(Bg, BT)T, the classification in a fitted binary logistic regression model, e.g. ?(a:) =
argmax Pray(Y = k| X = x), where Prg(Y = 1| X = x) = [l +exp(—fFo— " 2)] ",
or something more complicated like the prediction returned by a fitted smoothing
spline or neural net. Call the fitting procedure T" so that f/(x) =T(x,Z1,..., 7).
Suppose further that one wishes to estimate how well this fitting procedure
performs on “average” with respect to a loss function L. A natural way to evaluate
this is the EPR discussed in Section 3.1.1 which tells us exactly how much the
fitting procedure used to create Y is expected to loose when repeated on new data
sets.

A simple way to estimate EPR(T'), is to use what I will call the training error
(TE), defined as

TE(T) = 0 Y LIV, V(X))

i=1

This estimator averages the loss incurred by using ?(Xz) in place of Y; over the
data set, which “should” in some sense measure how much one looses on average
by using V. In the above, however, the function Y is kept still, and hence, the
randomness introduced by fitting this prediction or classification model is not taken
into account. For this reason, TE(T') cannot possibly be a good way to estimate
EPR(T).

If multiple independent data sets Z; ..., Zg where Z, = {(Y?, (X?)T)T}, for
b=1,..., B were avaliable, one could use T on each data set to get B “samples”
of the function Y'(-). This could be used to create an estimator of EPR(T). One
does, however, need to be a bit careful. The definition of EPR(T') is

EPR(T) = EZl,-~~7Zn E(KX){L[}/J T(X7 Z17 SRR Zn)] ‘ Z17 ) Zn}7

where (Y, X) is assumed to be independent of Zi,...,Z,. Because of this,
(Bn) ' SB s LY, T(X?, Z,)] or similar estimators cannot be used to
approximate EPR(T), as T'(-, Z;) is not independent of (Y2, (XPZ)T)T. A way
to solve this problem could be to set one data set aside and evaluate each fitted
model on this data set. In symbols, this means using the approximation

(B 1) 0 LY T(XE )] (39)

(3.9) is a nested mean, and “should” converge to its expected value, EPR(T), in
most cases.
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The calculations in the previous paragraphs are all well and good, but (3.9)
can only be used when B independent data sets are available. In practice, this is
rarely the case, as one in such a situation would probably just merge all the Zs
into one large data set and create a prediction or classification model based on
this larger set. Luckily, there is a way to “cheat” and approximate (3.9) without
B different data sets. This way is called cross-validation.

Cross-validation works by taking a data set Z = Z;,..., 7, and splitting it
into subsets Z, ..., Zp called “folds”. For each of these folds, the model is fitted
to the data points not present in that subset. Afterwards, the average loss of the
fitted model is computed on the fold held out. This is repeated for all Zys and the
risk is estimated by the average of the result. In symbols this means

[Z5]

CV(T) = B Y IEI S LIYS T(X 2.0), (3.10)

where Z_, = Uy, 2y and |Z;| denotes the number of elements in the set |Z|.
When B = n and Z; = {Z;}, CV(T) is called the leave-on-out cross-validation
(LOOCV). When B = n/K for some K and Z, = {Z;, |i = (b—1)K,...,bK},
CV(T) is called the K-folded cross validation.

The LOOCV was introduced independently by Stone 1974 and Allen 1974,
although some rudimentary versions predates these sources (see the historical
remarks in Arlot and Celisse 2010). The paper Geisser 1975 is also often cited
as an inventor, as other schemes for omitting observations than the LOOCV are
considered here. This includes the K-folded CV discussed above, although Geisser
does not use this term.

By the previous arguments, it seems reasonable to think that CV(7') estimates
EPR(T). Taking a second look at (3.10), however, reveals that this is not so
immediate at one might first think. Even though the expression is a mean, the
components of the outer sum are not independent. This is because T is applied to
Z_3 in each term, and these sets overlap and are therefore dependent. This makes
convergence of CV(T') towards EPR(T") a lot less trivial than for (3.9). For this
reason, it is sometimes recommended to increase the size of the folds to reduce
dependence and improve the estimator CV(T'). This can reduce variance, but will
in turn introduce bias as the predictor or classifier Y will be applied to fewer data
points in each iteration and hence the expected prediction risk of 7" when applied
to |Z_p| rather than 7y, ..., Z, will be estimated. See Hastie et al. 2009, Ch. 7.10
for more discussions.

It also is worth noting that in the above I started with the EPR as the target.
This is natural if one wishes to estimate the quality of an estimation procedure, but
might be of less interest in specific applications if one wishes to evaluate how well
a fixed and fitted model performs. By the previous informal arguments, however,
this quantity is not what CV estimates! For nuances in these two goals, see Hastie
et al. 2009, Ch. 7 or the excellent discussion in Bates et al. 2024.

Although I used the framework of prediction and classification in the above
exposition, there is nothing in the definition of CV which requires such a setting.
Indeed, let L be any function depending on z and a parameter #, and assume
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there is some estimation procedure 1" such that é(z) =T(z2,...,7%,). Then,
EL[Z,0(Z)] where Z, Zy, ..., Z, are i.i.d. can be estimated by

| Zb]

B
CV(T,L) = B~ Y |2| 7' Y LIZ, T(Z], Z-)).
b=1 =1

In Paper III, the above definition of CV in parametric contexts is studied, when
the leave-one-out procedure is used.

Lastly, I want to remark that there exist lots and lots of variations on cross-
validation, e.g. the 0.632 method of Efron and Tibshirani 1997 which combines CV
with the bootstrap, or repeated learning-testing (Breiman et al. 1984) and Monte-
Carlo CV (Picard and Cook 1984), where splits are repeatedly and randomly
created without and with replacement respectively. The Generalized CV (GCV),
introduced in Craven and Wahba 1979, is another important example, where the
LOOCYV of linear fitting models® under squared-error loss, is approximated by an
elegant expression which is easy to compute. For an overview, consult Arlot and
Celisse 2010, which also contains multiple references to theoretical developments.
This paper is, however, relatively old in a field which moves so quickly and therefore
does not include some of the more recent methodological developments. For
instance, some authors have worked with developing theory to better understand
the asymptotic properties of CV and create confidence intervals for their risk based
on the technique, see e.g. Bayle et al. 2020 or Bates et al. 2024, in addition to the
sources given therein.

6As defined in Hastie et al. 2009, p. 244
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Chapter 4

Summary of papers

In Geisser 1975, p. 320, the author writes the following about the paper Stone
1974:

And so it goes. Indeed the step- by-step evolution of the method as
discussed by him is really a model in many ways for how research should
proceed. That Stone actually advanced along these lines is doubtful,
but it is conceivable, he being scholar as well as researcher.

In the previous chapters I have attempted to do as Stone and give a step-by-
step evolution of the background material for this thesis, and when I now present
summaries of each article in the thesis, I hope it will be clear where in the field
my research fits in.

4.1 Paper | - Accurate bias estimation with applica-
tions to focused model selection

Daehlen, 1., Hjort, N. L. and Hobaek Haff, I. (2023). ‘Accurate bias estimation with
applications to focused model selection’. In: Scandinavian journal of statistics 51.2,
pp- 724-759.

In this paper, we derive formulas for the second order bias of a large class of
estimators, as well as approximations thereof. We use these results to create
approximations to the MSE, which are correct to the order o(1/n) in expected
value. Such precision is nessecary to make sure that the variance is properly taken
into account as this term is typically of size O(1/n). Furthermore, we use the
approximations to derive a new and more precise version of the FIC.

In the paper, we work with the bias of estimators on the form

én = 90 + n_l Zgb(ZZ, 60) + €n,
i=1

for some function ¢. This includes many popular estimators like means, medians
and ML estimators. In particular, we take a second look at the remainder term
€n, and give conditions for when nEe, converges towards a fixed quantity c.
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In additions, we give formulas for and estimators of this ¢ for many types of
estimators, including means, quantiles, ML estimators and functions thereof. In
particular, we show a result characterising ¢ when 0, is an ML estimator in a
possibly misspecified parametric model. This is an extension of the result of Cox
and Snell 1968, which covers correctly specified models only.

We use the estimators of ¢ to define approximations to the MSE of 6, with
expected errors of order o(1/n). This is done as explained in Section 3.2.2, and
leads to a new version of the FIC extending that of Jullum and Hjort 2017. In the
2017 paper, the following criterion is defined

FIC.q = max{0, 0> — #/n} + 7%/n,
where 13, k and T are estimators given in the paper. We instead propose
FICyew = max{0,b* — &/n + 2b¢/n} + 72 /n,

where ¢ is either of the estimators of ¢ derived in the article. Unlike FICq, FIC oy
has expected error of order o(1/n), which is the precision required to properly take
the variability of 6,, into account. See Section 3.2.2 for more details.

4.2 Paper Il - Model robust hybrid likelihood

Deehlen, I. and Hjort, N. L. (2024). ‘Model robust hybrid likelihood’. Submitted

for publication.

In the second paper, we study a strategy for fitting parametric models introduced
in Hjort et al. 2018. This technique is called hybrid likelihood and is based on
combining the classic parametric likelihood with the empirical likelihood function
developed by Art B. Owen in Owen 1988, 1990, 1991, and defined in the following
way. For ii.d. data Z,..., 7, from a distribution F', the empirical likelihood
function for the solution to Em(Z, 1) = 0 where m: R4 — R® is some function
and Z ~ I is defined as

EL,(n) = maX{H w; | Zwi =1, Zwim(Zi,,u) =0and w; >0fori=1,... ,n}.
i=1 i=1 i=1

One can show that EL,(u) is large when p is close to solving the equation

n=t S m(Z;, 1) = 0. Furthermore, Owen 1988 showed that —2log EL, (110) % X;
for the solution p to the equation Em(Z, ) = 0. This can be seen as an
analogue to Wilks’ theorem in parametric likelihood theory, which states that
—2[ln(6) — €,(60)] X; when 0, is an ML estimator in a correctly specified
parametric model with log-likelihood function ¢,, and true value of 6 equal to 6,
see e.g. Schweder and Hjort 2016, Ch. 2. For this reason the empirical likelihood
function can be seen as a nonparametric counterpart to the classic parametric
likelihood.
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For a given parametric model fy for 6 € © C RP and a control parameter
p € R? taking the value p(#) in the parametric model, Hjort et al. 2018 defines
the hybrid likelihood function as

0) = (L2 ELluor,

for every fixed value of the balance parameter a € [0,1). Furthermore, the
authors suggest fitting the parametric model by maximising HL,,. The likelihood
function is large at values of # for which the model fy fits the data well “overall”.
EL,, on the other hand, is maximised when p(#) is close to the solution to
n~tSt  m(Z;, ) = 0. Hence, when a is close to zero, maximising HL,, ensures
that the fitted model will fit the data well overall, while an a close to one would
ensure that fy is fitted in a way ensuring that the corresponding model’s estimate
of the control parameter is robust. For intermediate values of a, both overall model
fit and model robust estimation of y will be taken into account.

Hjort et al. 2018 studies the behaviour of the maximiser of HL,,, @n, when the
model fp is assumed to be correctly specified. With this assumption, they show
that 6, is consistent for the true value of 0, y, and that N4 (6’ — ) converges in
law towards a central normal distribution. Since the hybrid likelihood framework
is created as a way to ensure model robust estimation of the control parameter,
however, the assumption of correct model specification is a hard pill to swallow.
Why use hybrid likelihood to ensure robustness if there is nothing wrong with
the model? In Paper II, we address this issue by deriving results for 6, also in
the case of possible model misspesification. We show that 6, is consistent for the

minimiser of a well-defined divergence function as well as \/n(6, — 6y) % N(0,V),
where V' is a variance matrix given in the paper. In addition, our framework allows
for plug-in estimators in the empirical likelihood function, i.e. that p(6) can be
replaced by (u(0), P) where P is some Z-estimator.

For the hybrid likelihood framework to be useful in practice, one needs a way
to decide on a balance parameter. Ideally, this should be done in a data-driven
way, where a is set to a value close to zero if the parametric model fits the data
well, and closer to one otherwise. In Paper II, we propose doing this by using the
FIC derived in Paper I. Using this method, researchers can, with relative ease,
choose a good hybrid model, be it purely parametric (a = 0) or partly parametric,
partly nonparametric (a > 0).

4.3 Paper Illl - The asymptotic effect of tuning
parameters

Daehlen, I., Hjort, N. L. and Hobaek Haff, I. (2024). ‘The asymptotic effect of
tuning parameters’. Submitted for publication.

In Paper II, we derived limiting results for the maximizer of the hybrid likelihood
function. These theorems hold true for every fixed value of the balance parameter
a. We also gave a way to estimate the optimal a from data: a. By fixing a at
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this optimal value a, we get a new estimator én(&) to which the point-wise results

of Paper II cannot be applied. In the third paper of this thesis, we attempt to

correct this by deriving results taking the process of estimating a into account.
In general, we consider classes of estimators én(A) € RP defined as

A

0n(X) = oo of 3 ¢(2,6.3),

for every value of a tuning parameter A € A C RY. Furthermore, we assume that
a value of A is chosen by minimizing some approximation to the risk: X. What is
shown in Paper III, is that under relatively general conditions, QA(:\) is consistent
for a natural quantity 0(\g), where () is the solution to 0 = Ep(Z, 0, ) and Ag is
“optimal” in the limit. Furthermore, we prove that v/n[0,(X) —60(X)] converges in
law towards a central normal distribution. With these results one can make valid
asymptotic inference about # in a way taking the added randomness by estimating
A into account. This includes the maximiser of the hybrid likelihood function when
the balance parameter is chosen as proposed in Paper 11.

The framework described in the previous paragraph often shows up in
regression and classification settings. 1In, for instance, ridge regression, the
regression coefficients are found by minimising n=! 31 (Y; — 8o — 87 X3)? — \|| 8]
In such settings, ) is often found by minimising the cross-validated estimator of the
risk discussed and defined in Section 3.2.3, and for this reason, the procedure for
estimating A should allow for cross-validation procedures in order to be really useful
in practice. In Paper III this is ensured by deriving an alternative characterisation
of the LOOCYV. In particular, we show that

n

S (2B = (20 0) + T ) 4 0,(1), (@)

i=1

for matrices J and C' defined in the paper and when 0 and é(_j) are the roots
of YLy ¢(Z;,0) and X, ,; p(Z;,0) respectively. This expression is a generalisation
of the result of Stone 1974, which shows (4.1) when ¢ is the score function in a
correctly specified model and Vg = ¢.
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Chapter 5

Discussion

A major theme of this thesis is the concept of “precision”. Paper I defines precise
approximations to the bias and MSE, Paper II investigates how the most precise
in a class of estimators can be chosen, and in Paper III, precisely estimating the
effect of tuning parameters is considered. As a mathematician, this word “precise”
has a very technical meaning to me, and when I say that a result is “precise” I
usually mean that a specific remainder term is of this and that order. In daily
speech, however, the concept of precision is much broader than this, and to be
“precise” means to be accurate and in some sense “error-free”. In this chapter I
will attempt to address a couple of ways in which I believe my own research fails
to be precise. Since this is in some sense a critique of my own work, I will be a
lot more opinionated than previously in this thesis and give my own subjective
thoughts.

5.1 Can precision be precisely estimated?

The two very first papers I read in relation to this PhD project was Efron 1975
and O’Neill 1980. In these articles, the authors investigate the performance of
generative and discriminative classifiers. When Y is a categorical variable taking
K different values, discriminative classification procedures are methods which
estimate Pr(Y = k| X = z) for £ = 1,..., K directly from data. Generative
classification methods instead estimate the full distribution of Pr(Y, X') and deduce
Pr(Y = k|X = z) for k = 1,..., K therefrom. Both classes of procedures
attempt to approximate Bayes’ classification rule by classifying a response Y (z)
as the maximiser of Pr(Y = k|X = z) for ¥ = 1,..., K. Furthermore,
for every generative model, which is fit by maximising the full log-likelihood
lg(0) = Y log fo(Yi, X;), there is a corresponding discriminative procedure,
which maximises the discriminative likelihood ¢p(6) = SP, log{[>F  I(Y; =
k) fo(ky Xi)l/[X0 fo(k, X))}

Efron 1975 and O’Neill 1980 find that using a correctly specified generative
model grossly outperforms the discriminative counterpart. Building on this, the
first idea for this PhD project was to create estimators of the error rate and use
these approximations to choose between generative and discriminative models in
a data-driven way. As one might guess from the fact that there is no paper
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in this thesis titled “Precise selection of generative and discriminative models”,
however, this idea did not really go anywhere. Creating estimators for the expected
risk is not too complicated. Using the approximations in a meaningful way,
however, turned out to be more difficult than first anticipated. To see this,
assume Z, ..., Zy,, are i.i.d. following some distribution g, with Z; = (V;, X1
for each 7 where Y; is a binary response variable and X; a vector of covariates.
Furthermore, consider parametric classifiers %’ and let L be the 0-1- loss function
L(y,9) = I(y # §). By Section 3.1.1,

EPR(T) = EPR(fy) + n~* <VEPR(9)TC + ; Tr[HglePR(H)VD +o(1/n), (5.1)

when 6,, = T(Zy,...,Z,) is some estimator of 6 consistent for 6 and with the
property \/ﬁ(én — Oy) N N(0,V). A special case of this expansion was shown in
O’Neill 1980 when 6, is an ML estimator resulting from fitting either a correctly
specified generative model or a corresponding discriminative one. Among other
things O’Neill shows that when the model is specified correctly, the ML estimator

of 6 in the generative model, 8¢, as well as the estimator obtained from the

discriminative counterpart, 82, converge in probability towards the value 6y, which
makes the corresponding classifiers into Bayes’ classification rule, the optimal
solution to the classification problem, see e.g. Hastie et al. 2009, Se. 2.4. Because
of this, the first terms in (5.1) are equal for both ég and é,? . Furthermore, as both
the generative and logistic regression classifier is Bayes’ classification rule at the
limit, the EPR attains its minimum at 6y in a correctly specified model. For this
reason, the first term within the parenthesis in (5.1) disappears, and the limiting
risk of the two methods differ only in the n=!(1/2) Tr[Hy, EPR(0)V]-term. The two
methods can therefore be compared by computing this value for both procedures.
Doing this, O’Neill finds that, in his words (O’Neill 1980, p. 157),

The poor performance for situations in which good discrimination is
possible casts doubt on the use of logistic regression discrimination
and suggests that the maximum likelihood estimator of the optimal
discriminant rule for the specific distributions at hand should be used
whenever possible.

Here the ML estimator refers to é,? while by “logistic regression discrimination”,
O’Neill means the corresponding discriminative model. Efron 1975 who studies
the special case of linear discriminant analysis (LDA) vs the alternative of classic
logistic regression (LR), arrives at a similar conclusion.

But how different are really these two methods? By simply fitting LR and
LDA models to some simulated data, one quickly finds that the two procedures
give very similar results. This is illustrated in Figure 1, where I have plotted the
decision boundaries in fitted LDA and LR models based on 50 simulated data
points.! Looking at the plot, one notices that there is virtually no difference

IFifty data points (Y1, X7)T, ..., (Y50, XZ)T were simulated from the following model.
Y ~Bernoulli(1/2) and X |Y = j ~ N(u;,X), where po =~ (1.237,1.237), ;1 = —po and X
is equal to the identity matrix in R2*2. These parameters were chosen to be able to compare
the results with the table in Efron 1975
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LR and LDA

() ® Y=0
x Y=1

— LDA

e --- LR

X2
)

X1

Figure 1: The figure shows a randomly drawn data set from an LDA model together with
the decision boundaries obtained from fitted LR and LDA models.

between the two methods in this case. According to Efron 1975 and O’Neill 1980,
however, LDA should be a little more than twice as efficient as logistic regression
for this simulation setting. So what is happening here? Well, Efron and O’Neill
are comparing the models in terms of relative efficiency, which means they are
computing
EPRLDA - EPR(Q()) . TI‘[BVLDA]
EPRig — EPR(6y)  Tr[BVig]’

where EPRr and EPRpa are the EPRs when # is estimated using LR and LDA
respectively, B = Hyp, EPR(A) and Vi g and Vipa are the limiting variances of Hf
and 02 scaled by 1/n. Computing (5.2) is in some sense natural if one wishes
to calculate the limiting efficiency loss, but the shifting and implicit scaling in
(5.2), makes the comparison quite misleading. It is true that for the simulated
setting in Figure 1, the relative efficiency loss as defined in (5.2) is about 0.486,
which is what Efron 1975 finds. That being said, the true values of EPRy g and
EPRpa are 0.048 and 0.044 respectively, numbers which are very close and almost
indistinguishable in most settings. I therefore believe that the results of Efron 1975
and O’Neill 1980, although mathematically correct, are presented in a way which
puts generative models in a much better light than what is really the case.

The lack of actual difference between generative and discriminative models
is, however, not the only reason why this attempt at a PhD project did not
revolutionise the academic community. By the calculations of O’Neill 1980, using
a generative model is always preferable to the discriminative counterpart when
the model is specified correctly. Because of this, estimating EPR and using the
approximation to choose between the two approaches is really only necessary

(5.2)
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when one is not willing to make this assumption. In this case, however, precisely
estimating the EPR becomes a lot more difficult than in the case of correct model-
specification. This is because, when the model is not correctly specified, the first
term in (5.1) needs to be estimated.

Looking at (5.1), one notices that the expansion consists of a constant
term EPR(6y), a term of size O(1/n) and a remainder term of smaller order.
By the previous arguments, the difference between generative models and the
discriminative counterpart is of size O(1/n) when the model is correctly specified.
For this reason, it is necessarily to approximate the EPR with errors of at most
order o(1/n) for the estimator to be able to work well in all settings and be truly
model-agnostic. This is relatively easy to achieve for the O(1/n)-term in (5.1).
Since this term is divided by n, it suffices to find consistent estimators of all
quantities inside the parenthesis and plug them into the expression in (5.1). This
is of course not trivial, but in principle relatively easy since the n~! factor in the
O(1/n)-term in (5.1) will ensure that that the resulting estimator has an error of
size 0,(1/n). This is sufficiently precise. When it comes to estimation of the first
term in (5.1), however, one runs into problems.

The estimator of EPR(f) needs to be precise to the order of o(1/n).
In Section 3.2.2, a similar property needed to hold for the estimator of the
limiting bias in construction of the FIC. There, this was achieved by creating an
approximation which had expected error of size o(1/n). An idea could therefore
be to proceed in a similar manner and try to define an approximately unbiased
estimator of EPR(f). My first attempt at this involved the cross-validation
procedure described and discussed in Section 3.2.3. The LOOCV estimator of
the EPR would in this case be

n

LOOCV = n ' STIIY; # Voi(X,)),

i=1

where f/_z(x) =Tw(x,Z1,...,Zi1,Zis1,...,2Zy) is the classifier one gets after
fitting the model to all but the i-th data point. Since the Z;s are i.i.d. we get

ELOOCV =n"'Y PrlY # Y. ,(X)| Y.
i=1
=EPr]Y £ T (X, Z1,..., Zu 1) | Z1,. .. Zpi]
=By, B 1Y AT (X, 24,..., 2y | Z]
= EPR(T},_)

where Z,Z1,...,Z,_1 are ii.d.. Now if the classifiers Y, and Y,_; are fit by
estimating some parameter # and setting Y, (z) = g(z,0,) and Y, (z) = g(z,0,_1),
where én and én_l are estimated based on all n data points and only the first n —1
data points respectively, one sees EPR(T,,—1) = EPR(T,,) + o(1/n) by plugging
everything into (5.1). Hence, the LOOCYV estimator of EPR(7},) misses its target
by only a term of size o(1/n) in expectation. Because of this, the LOOCV is
approximately unbiased for what it estimates! There is not even really a need to
estimate the term of size O(1/n) in (5.1). The LOOCV does it for free. If one
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instead considers K-folded cross-validation (CV ), completely analogue arguments
show

ECVg = EPR(T(k-1)/k)
= EPR(T},) — f(VEPR(@)TC + ; Tr[HglePR(G)V]) +o(1/n).

Because of this, CV g needs to be slightly corrected in order to estimate EPR(T,,)
to the desired level of precision. It is therefore necessary to either use the LOOCV
or a modified version of the K-folded CV if one wishes to capture the O(1/n)
effects of the EPR. This point is, however, sometimes overlooked in the literature,
see e.g. Bouchard 2007. In my opinion, this is a huge oversight in works where
one wishes to seriously discuss and capture the difference between generative and
discriminative procedures.

Based on the arguments above, one would expect that using the LOOCYV to
choose between generative and discriminative counterparts outperforms using the
CVg. Surprisingly though, this is not always the case, something which can be
seen by repeating the simple simulation used to create Figure 1 a number of times,
using both LOOCV and CVj to estimate whether a generative or discriminative
model is preferable in each iteration. By the results of Efron 1975 and O’Neill
1980, one would expect the generative model to be the best choice in this case. I
did this simulation experiment B = 1000 times, and found that the LOOCV chose
the generative model about 84% of the time. For the the 5-folded procedure, the
asymptotically optimal model was found to be preferable in around 89% of the
iterations. Moreover, in each iteration, I registered which model both LOOCV
and CVj5 chose and the error rate of the preferred model as computed on an
independent test set of N = 10000 data points. After averaging the results over
the B iterations, I found that the procedure which selects either LDA or LR based
on the LOOCYV had a mean error rate of 0.046, while choosing model based on the
CV5 gave an average error rate of 0.045. From this simulation, it seems like the
C'Vs actually works better than the LOOCYV for capturing the 1/n-effects! This
could of course be an artefact of the previously discussed fact that LDA and LR
have extremely similar performances in this case, but I believe there is more to it
than that, and that a main reason for this strange behaviour is the fact the neither
the LOOCYV nor CV5 manage to precisely estimate the EPR.

The previous arguments show that LOOCYV is only o(1/n) away from the EPR
in expected value. This is a good first step and indicate that the LOOCYV “should”
be a reasonable estimator for the EPR, as the bias is of a sufficiently small order.
In Section 3.2.2, T used the same argument to justify why minimising the FIC
is desirable when one wishes to get a small value of the MSE. The simulations
described in the previous paragraph, however, indicate that the LOOCYV does not
perform as well as one might expect. I believe this is partially due to the fact the
even though the LOOCV (and the FIC) misses its target by a term of order o(1/n)
in expectation, the actual estimators are much more imprecise. To show this, I
will change the setting slightly and work with

CV=n"t Zg(Zi, énfl,(fi))a

i=1
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where ¢ is a smooth function and én,l,(,i) is some Z-estimator based on
ZiyeeisZi1yLig1y- -y Zy. In Paper 111, it is shown that

NS 9(Zi 001 ciy) =0t 9(Zi,0,) — (20) T Te[@(6y) 71O + 0,(1/n),
i=1

i=1

where 6, is the Z-estimator based on all data, and C' is the covariance between
©(Z,0x) and V,9(Z,0). Taylor expanding this equation around 6y, reveals

CV=n"'>"g(Z;,0x)+n'V,] U, +n" U W, U, — (2n) " Tr[®@' (6y) "' C]+0,(1/n),

i=1

where U, = \/ﬁ(én — Oy), Vi = nV2%R Vp.9(Zi,0) and W, =
n~t3 Ve,9(Z;,0). Assuming everything is sufficiently regular, U,, and V;, both
converge in law towards central normal distributions, while W,, converges in prob-
ability towards a fixed number by the law of large numbers. Hence,

CV =n"">"g(Z;,0x) + O,(1/n).
i=1

The first term on the right-hand side of this equality is a mean, and by the CLT
one therefore has v/n[CV — E ¢(Z, 6)] % N[0, Var g(Z, 6.2 A similar argument
can be made to show that also \/n[FIC — (u; — 0)?] converges in law to a central
normal distribution, and similar results for the AIC and TIC.

At first glance, the observation that CV and the information criteria are y/n-
consistent for natural quantities might look like a good thing. After all the
result can be used to make inference about the estimators and create confidence
intervals for the limiting risks. The limiting behaviour does, however, have another,
quite dire implication. Since CV and the information criteria are \/n-consistent
for...something, their error is of size O,(1/y/n), a term which is larger than
O(1/n), and since these extra precise estimators are used to properly capture
effects of size O(1/n), the CV and the information criteria do not achieve their
goals outside of the expected value!® In Paper III, this is made very clear by the
fact that the terms of size O(1/n) have no effect on the limiting distribution of
0(\) when X is set to the minimiser of either of the risk estimators.

The above might lead one to conclude that the FIC, CV, AIC and TIC are
simply “bad” estimators and that one should sit down and come up with better
alternatives. Sadly, I doubt this is an easy task. More precisely, in all but a very
few cases, I believe it to be impossible to estimate precisely enough to capture
O(1/n)-effects.

To see this, assume the true underlying distribution is equal to fy, for some 6,
and that one is trying to estimate a parameter 7 with true value 7 = g(6) for
some smooth function g. For simplicity, let 7 and 6 be one dimensional. Assume
furthermore that some estimator 7 has the property Eg7 = g(0) + §,(0), where

2This fact has been noted before, see e.g. Wager 2020. This paper also claims Yang 2007
implicitly shows the result.
3Tn the context of linear regression, this was pointed out for the CV by Shao 1993.
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0,(0) = o(1/n), 0. (6y) = o(1/n) and the subscript in the expectation indicate
that integration is being done with respect to the measure induced by fy. By the
Cramer-Rao inequality discussed in Section 3.1.3,

[9'(00) + o(1/n)}?
nJ(QO) ’

Var 7 >

which shows that the variance of 7 is at least C'/n + o(1/n) for some C' > 0. In
particular, this ensures that the variance of n(7 — 79) is bounded from below by
nC + o(n), which grows arbitrarily large as n — oo. The fact that the variance
of n(7 — 1) diverges, proves that n(7 — 7) does not converge towards zero in the
L?-norm.* This type of convergence is, however, stronger than convergence in
probability, and the above therefore does not prove n(7 — 1) /0. For this to
be implied, one needs the additional assumption that n*(# — 7)? be uniformly
integrable, i.e. that lim, osup, EI(|X,| > «)|X,| = 0 where X,, = n*(f — 7)?
which follows when sup,, E|X,,|'™¢ < oo for some ¢ > 0 (Billingsley 1995, p. 338).
If this property holds, standard theory ensures that n(7 — 7) 2 0 implies
n?E(f — 7)2 — 0, see e.g. Billingsley 1995, Th. 25.12. This is equivalent to,
Var 7 = o(1/n?), but Var ¥ > C'/n+0(1/n), by the Cramér-Rao inequality, leading
to a contradiction and showing that 7 can only be o(1/n)-consistent for 7 when
n(7 — 7) is relatively “irregular”. Because of this, I am unsure if approximating
functions on the form of (5.1) with errors smaller than O(1/n) is really doable, at
least if one also wishes to estimate the first term in the expansion, and want the
estimator to be relatively well-behaved.

5.2 Accounting for every little thing

In Paper I, a new version of the FIC is derived, and it is proposed to use
this criterion to choose between different parametric models or estimators. In
Paper II, the FIC is used to choose the balance between parametric and
nonparametric in the hybrid likelihood framework. In both cases, a whole new
step in the estimation procedure is created, and this step requires the estimation
of multiple quantities. Because of this, a lot of variance could potentially be
introduced, which is not accounted for by the results in Paper I and II. This
makes the results “imprecise”. 1 will now address this issue, but as parts of the
following discussion are covered by Paper III, I will allow myself to be slightly
brief. I also remark that the issue of extra variability introduced by adding a model
selection step into the estimation procedure is not unique to the FIC. The same
problem arises if one uses the AIC, the TIC, CV or any other model selection tool.

First, I will introduce some notation. For each value of a parameter A,
I will assume there is a corresponding estimator é()\) The parameter A can
be continuous like the balance parameter in the hybrid likelihood framework,
or discreet which covers the problem of model selection in a finite class of
models M, ..., Mg by letting é(k) be the estimated parameter in model k& for
k=1,...,K. I will also assume there is exists some procedure which estimates

41X, converges to X in L%-norm if E(X,, — X)? — 0.

41



Chapter 5. Discussion

the optimal value of A, A. One usually more of less knows how é()\) behaves
for each fixed value of X. Typically, one can show results like O(\) % () and
Va[d(N) = 0(N)] = N[0, V()] for each A. T will refer to this as point-wise results,
and since these results only hold true for each fixed value of A, they cannot be used
to make inference about é(j\) In practice, however, this point is often ignored, and
X is treated as fixed at ), leading to the approximation §(\) ~ 6(\) and that A()\)
is approximately NJ[0, V(S\)]—distributed. This conclusion is, however, not correct
a-priori, as the added randomness of estimating A is not taken into account.

In Paper 111, the issue described in the previous paragraph is addressed when
A is continuous, i.e. when A takes values in an open subset of a Euclidian space, and
precise limit results are derived for GA(;\) when A is set to the minimiser of either of
the risk estimators discussed in this thesis. This covers the case of models fitted
with hybrid likelihood when the balance parameter is set to the minimiser of the
FIC, which was indeed the motivation for Paper III, but since \ is required to be
continuous, the extremely common situation of choosing between K € N candidate
models, is not covered. The reason why this situation is left out from the article is
that the result is simply. .. uninteresting, as one often gets that estimating A\ has
no effect on the limiting distribution of é(;\)

To see that the effect of estimating \ vanishes when X is discreet, assume
that R(f) is some function which quantifies the risk of using 6, see Section 3.1.
Furthermore, let R(\) be some estimator of the expected value of R[#())] for each
A, this covers the case of the FIC, the AIC, the TIC and also the CV. Typically,
one has R(\) & R[A(N\)] for each X. If the limiting risk R[#(\)] takes unique
values for all As, there is some Ay which is asymptotically optimal in the sense
that it minimises R[@(\)]. Furthermore, since R[f())] is assumed to be unique
for all values of A, the function (z,y) — I(x < y) is continuous at every pair
(R[O(\1)], R[6(N2)]). Hence, the continuous mapping theorem guarantees that

K

000 =300 TT1ROw) < RO = 32 60 TTHAIBOW] < RO, = #00)

k=1 J#k k=1 J#k

proving that A()) is consistent for #()\y). Furthermore, if /n[d(A) — 6(\)] LN
N[0, V(N)] for each A =1,... K,

VAIDG) ~ 08)) = 32 VAlIO) ~ 0] TR < RO N0 VO]

J#k

by Slutsky’s lemma and the continuous mapping theorem once again. This shows
that when R(\) takes different values for every A, the effect estimating A has on
the limiting distribution of é(S\) disappears as the sample size grows!

The above argument only holds when R[f()\)] takes different values for all As.
When 6()) is constant with respect to A, none of the arguments above can be
applied. This is the case for instance when the models considered are nested and
the smallest model is the correct one, or when choosing between discriminative
and generative classifiers in correctly specified models, see Section 5.1. In these
cases, however, the limiting risk differs only in a term of size O(1/n), by (3.3).
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Because of this, one needs to be able to estimate effects of this size in order to
properly choose a value for A\. As discussed in the previous section, however, this
comes with it own whole set of problems, and I will therefore not consider this
situation in the present section. See, however, Appendix B in Paper III for more
discussions.

Even though the above arguments show that the effect of estimating discrete
A disappears in the limit, the theory says nothing about what what happens for
finite sample sizes, and in practice, the model selection step can introduce quite a
lot of variance for finite n. To illustrate this, I fitted linear regression models in
one and two dimensions to some simulated data, and used the AIC to choose one
of the two models.® This procedure was repeated B = 10000 times for a selection
of sample sizes. Figure 2 shows the empirical variance of \/ﬁB (5\) in the B samples
as a function of n together with the theoretical limit. From the plot, one sees
clearly that although the variance of \/ﬁﬁA (5\) approaches what the theory suggests
as n — 00, the convergence takes some time to “kick in”. Because of this, methods
which account for the added randomness of the model selection step are often
desirable to use, even though they are not necessary, asymptotically speaking.

The field which attempts to make inference about QA(S\) in a way taking the
added randomness of estimating A into account is called post-selection inference
and has been popular in recent years, see Kuchibhotla et al. 2022 for an excellent
review and overview of methods. I do, however, have some reservations against
these techniques. By the previous arguments, the effect of estimating A is too
small to affect the limiting distribution of 5(5\), and using point-wise results is
therefore really asymptotically unproblematic. Moreover, most of classic inference
is based on asymptotic arguments, results which require infinite sample sizes no
less than the arguments above. For this reason, it feels a bit arbitrary to me not
to accept the above calculations and use, oftentimes quite complicated, techniques
to account for an effect which is no less negligible than the error one makes by

approximating the distribution of \/n[f(\) — 6(X)] by N[0, V(\)].

5.3 Smoothing over the hard parts

In all papers in this thesis, it has been required that everything is “sufficiently
regular”.  When this assumption is made, the conditions are usually relatively
unproblematic and standard, typically requiring that means of certain orders exist
or that a quantity is uniformly integrable. There is, however, one assumption
which is required in all articles and which has pretty big consequences on the
theory. This is the assumption of smoothness discussed in Section 2.3.1.

In my opinion, the results in Paper II and Paper III are severely weakened
by the smoothness conditions imposed. In Paper II, one needs the estimating
function used in the construction of the empirical and hybrid likelihood function
to be smooth. This renders the theory inapplicable when m(y, u) = I(y < u) — p,
which makes it impossible to use quantiles as control parameters in the hybrid

5T simulated independent variables X ~ N(0, I3) where I, is the 2 x 2 identity matrix and
e ~N(0,1), and sat Y = By + BT X + € where 8 = (81, 32)" and 3; = 0.1 for j = 0,1,2.
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Figure 2: The figure shows the empirical variance of \/n3(\) based on B = 10000
samples, together with the theoretical limit as a function of the sample size n. In the
figure, Vj j refers to the covariance between the j-th and k-th component of /nfS(\)

likelihood function while using the theorems of Paper II. In Paper III, it is
required that the tuning parameter X is set to the minimiser of S, ¥[(Z;, O(N)]
where 1) is smooth in its second argument. This excludes the very common
situation where A is tuned with respect to the error rate, i.e. when ¢ (y,0) =
Iy # f/(é’)] Furthermore, it is in this paper assumed that for each fixed value
of A, A()\) is a Z-estimator, which also can be seen as imposing a smoothness
condition as M-estimators which maximise non-smooth maps cannot be rewritten
as Z-estimators, see Section 2.2. For these reasons, it is impossible to use the
results of Paper IT and Paper III to make precise inference in many situations.

The problem in both Paper II and Paper III can be reduced down to the
fact that standard theory is not able to cover M-estimators on the form

A

0, = arggnax <n_1 ig(@)](Zi <0)+ h(Q)), (5.3)

where g and h are functions. This is because the map (y,0) — I(y < 0) is
discontinuous in @ for all , which implies that the Lipschitz-condition of Theorem 2
cannot possibly hold. Because of this, the asymptotic behaviour of 0, defined as
in (5.3), cannot be studied with standard theory. At first, I thought this problem
could be avoided by replacing the indicator function with a smooth approximation
to the map. This would allow all the theory to go through as if the Lipschitz-
condition in Theorem 2 was satisfied, and with a close enough approximation,
replacing [ with a smooth approximation would make virtually no difference to
the analysis. I quickly discovered, however, that this worked poorly in practice,
something I believe stems from the fact that the lack of smoothness in I makes 0,
of (5.3) behave very differently from classic M-estimators in smooth problems. To
show this, I will now informally derive some results for 0,. All of my arguments
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are based on van der Vaart 2000, Ch. 5, in particular Example 5.54.
I will start by showing consistency of 6, towards

0o = argmax [9(0)F(0) + h(0)],

where F' is the cdf in the true underlying distribution of the data. By van der
Vaart 2000, Th. 5.7, it suffices to show that ®,,(0) =n=t 3, 9(0)1(Z; < 0)+h(6)
converges uniformly towards ®(6) = ¢(0)F(6) + h(f) in probability, and that ®
does not “flatten out” around 6y. The latter property is ensured by assuming

d'(6y) # 0, and since
[P (0) — 2(0)] = g(0)[Fn(0) — F(6)],

where I, is the empirical distribution function based on Z1, ..., Z,, and F is the cdf
in the true underlying distribution, the first property follows more or less directly
from the Glivenko-Cantelli theorem (see e.g. van der Vaart 2000, Th. 19.1).% Hence,
0, 5 6, under relatively weak conditions.

The next goal is to show that na(én —6p) converges in law to some distribution.
To do this, one first needs to establish that n®(f,, — 6,) = O,(1) for some a. This
can be achieved with relative ease by applying 5.52 in van der Vaart 2000. To
use this result, however, one needs to be familiar with bracketing numbers and
related quantities. I will now give a very informal introduction to this topic, but
as the concepts I will discuss are quite abstract, a formal introduction is beyond
the scope of this section. For more details, consult van der Vaart 2000, Ch. 19,
which is also the main inspiration for my presentation.

As alluded to in Section 2.3.1, one needs to figure out “the size” of the class of
functions M = {(y,0) — g(0)1(y < 0) + h(0) — g(6o)I(y < by) — h(bp) |0 € ©} in
order to find the rate of convergence for 0, — 6. One such way of measuring “size”
is in term of bracketing numbers. The bracketing number of M, Njjle, M, L, (F)],
is the minimum number of e-brackets in L,(F)” needed to cover the class M.
A bracket is defined in terms of two functions: a lower bound [ and an upper
bound w. For [ and u, the L,(F)-bracket [l,u] is the set of all functions in
L.(F) which are point-wisely bounded from below by [ and from above by u,
ie. [Lul={f|f € L. (F)and l(z) < f(2) <wu(z)}. The size of [I,u] is the L,.(F)
norm of z — u(z)—1(2), i.e. E[[u(Z2)—1(Z)]"]"/". Hence, Njj[e, M, L,(F)] measures
how “large” M is by counting how many brackets one needs to cover the set. One
can think of this as a functional analogue of measuring the size of a set in R? by
counting how many balls with diameter € one needs to cover it.

For a fixed €, Njj[e, M, L,(F)] measures how large M is in terms of e-brackets
in L,(F). As e = 0, Nyjle, M, L, (F)] will therefore usually grow large. To be able
to properly evaluate the size of M, one therefore needs to ensure that this growth
is not too explosive. This is measured in terms of the bracketing integral defined

6For the argument to go through, one needs g to be bounded. This can be ensured by assuming
g to be continuous and the parameter space compact.

"Here L, (F) refers to the vector space of functions with bounded L,(F)-norm, i.e. all F-
measurable functions f with || f[|r,. ) = (E f(2)")'/3 < cc.
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in the following way

Jy[6, M, Lo(F / \J1og Nij[e, M, Ly(F)] de.

Notice that the above is only defined for brackets in Lo(F'). This is intentional, as
this definition is really all that is needed.
With the definition of the bracketing integral in our arsenal, the order of
convergence of 6, — 6y can be computed. By van der Vaart 2000, Th. 5.2,
P10 — o] = O,(1) if the following two conditions are satisfied for sufficiently
small ¢ and some C' > 0:

sup  D(0) — () < —Cd* and (5.4)
§/2>10—60p|<8
<gsgll)<6\/_|<1> (0) — o (60) — () — <1><eo>|) <o, (55)

Since 0y maximises ®(#) by definition, one usually has ®'(6,) = 0, and hence a two
term Taylor expansion around 6, ensures that the first property holds true with
a = 2 assuming P is twice continuously differentiable in a neighbourhood of 6.
For the second condition, it follows from van der Vaart 2000, Co. 19.35 that

( sup  /n|®;,(0) — @y (fo) — @(9)—@(90)0 < Jylllenvllr2, Ms, La(F)], (5.6)

|9 90‘<5

where env is an envelop function for the class Ms = {(z,0) — ¢g(0)I(z <
0) + h(0) — g(6o)L(z < 0y) — h(by) |10 — O] < 6}, ie. f(z) < env(z) for every
f € Ms. For Mg, the function which is constantly equal to

Ks=  sup  {[g(0)] + |[h(0]}
0o—06<0<60p+0

is an envelop with |lenv||po = K which, by the extreme value theorem and
mean value theorem, is bounded by K; + §dK5 for constants K, Ky if g and h
are continuously differentiable in [0y — 0, 0y + 0].

To be able to compute the right hand side of (5.6), the e bracketing numbers of
the class Mjs for each 0 need to be found. If the Lipschitz property in (2.4) had held
true for ¢(z,0) = g(0)I(z < 0) + h(0), this would have been a relatively easy feat,
as this property ensures that the functions in M are in some sense as close as the
s in [0y — §, 0y + d] are, and hence, that the class is small, see van der Vaart 2000,
Ex. 19.7. The Lipschitz property does, however, not hold true for ¥. Because of
this, one needs to proceed differently when computing the bracketing numbers for
this class of functions than in the case where the Lipschitz-property holds true.

Assume first that g(6p) # 0. Then for sufficiently small § one has either g(#) < 0
or g(0) > 0 for all § € [0y — 0,0y + 6], provided g is continuous. I will without loss
of generality assume g(fy) > 0. The other case is similar. To construct suitable
brackets, start by picking ¢ < 0, < ... < 0y where 0;; —0; < dy. For each j, let
g' and g% denote the maximum and minimum value of g(#) in [6;,6;,1]. By the
extreme value theorem, these values are attained, so by the mean value theorem

46



5.3. Smoothing over the hard parts

and the extreme value theorem yet again gj — gé < Géy for some G > 0 provided
g is continuously differentiable. Let hl and h% be defined similarly. Again one
has, hj — hé- < Hoy for some H if h is continuously differentiable. With these
definitions, define the following brackets [l1,u1], ..., [ly, uyn]| where

1i(2) = ¢ 1(= < ;) + B — g(80)I(= < ) — h(fo) and
uj(z) = gi1(z < 0j41) + hi — g(0o)I(z < ) — h().

By construction, these brackets cover Mjs. Furthermore, very extensive and
tedious computations show

E(u; — 1;)* < (9¥)*?M&g + (G + H + 29/ GM + 29 HM + 2GH),

if F'is continuously differentiable with |F'(z)| < M in [0y — 6,00 + 0]. Hence, to
ensure that the brackets [[;, u;] for j = 1,..., N have size at least €, one needs to
choose the points 64, ...,60y in a way such that the right hand side is bounded by
2. For small ¢, this amounts to choosing the points so that dy oc €2, which requires
a number of points proportional to 2§/€? since [0y — 6,0y + 0] has diameter 2.
Because of this, Njj[e, M, Ly(F)] is bounded by a number proportional to /¢
for small e. For larger €, one gets Nyjle, M, Lo(F)] < Kd/e for some K.

Everything is now ready for the bracketing integral to be computed. For
sufficiently small §, J;j[0, M, Lo(F')] is bounded from above by

K1+K26 Ki1+K26
/ \/10g5—210g6+01d6+/ \/10g5—10g6+6’2de,
0 0

where C; and C5 are the logarithm of the proportionality constants in the relations
derived in the previous paragraph. By performing change of variables, one can
show that the above is bounded by C}d'/2 + C46 for some constants C,C} > 0.
Hence, (5.5) holds true with = 1/2, which yields a rate of convergence of
nt/@220) — pl/3 e g, — 6, = O,(n~1/3). This is a slower convergence than
the classic O,(1/+/n)-behaviour M-estimators often shows.

In the above, I assumed g(6y) # 0, so it is natural to ask what happens in the
case of g(fp) = 0. Well, in this case the brackets need to be constructed slightly
differently as whether z — ¢(0)I(z < 0) is increasing or decreasing depends on the
sign of g(f) which can be both positive and negative. However, since g(6y) = 0,
the following functions can be used to construct brackets which cover Mg

lj(2) = =G0 + ), — g(6)I(z < 6y) — h(6p) and
uj(z) = GO+ hi — g(6o) (2 < 6o) — h(6o).

By similar computations as previously, one gets that E[l;(Z) — u;(Z)]? is bounded
by a term proportional to §3, which yields a bracketing number proportional to § /e
and a bracketing integral, J;j[0, M, Ly(F")] bounded by C¢ for some C. This shows
that when g(6y) = 0, 6, — 6y = O,(1/y/n) which is a quicker rate of convergence
than when g(6y) # 0.

The above arguments indicate that the estimator 6, has the slightly weird
behaviour of converging quicker when ¢(6p) = 0 than when g(6p) # 0. This
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makes estimators on the form (5.3) pretty hard to use in practice, as one cannot
know the rate of convergence of 6, without also knowing the true value of the
parameter one is trying to estimate. This problem shows up in the context of
hybrid likelihood estimation. It is possible to show, using arguments similar to
those given in Section 2 of Paper II, that when one uses a quantile as the control
parameter in the construction of the empirical likelihood function, the hybrid
log-likelihood function is asymptotically equivalent to an expression on the form

1,9(0)1(Z; <60)+ h(f). Furthermore, one also has that in this case g(6y) = 0,
when the parametric model used in construction of the hybrid likelihood function
is correctly specified and ¢(6y) # 0 otherwise. Hence, the maximiser of the hybrid
likelihood function converges quicker if the model is correctly specified than in the
case of misspecification! This makes it extremely hard, if not impossible, to create
truly model agnostic results for this estimator.

Although the above shows that 6, — 6y = O,(n~'/3) when g(,) # 0, this does
not strictly speaking prove that one does not also have 6, — 6y = O,(1/y/n). A
sequence which converge to zero in probability is stochastically bounded, so any
O,(1/4/n)-consistent estimator is also O,(n~'/3)-consistent. In order to show that
0, — 6o # O,(1/4/n), one first needs to also prove that n'/3(d, — 6) converges to a
non-trivial limit. This does, however, require quite a lot of additional efforts, which
is slightly demoralising when the result one is trying to prove is a negative one.
The belief that the order of convergence is different when g(6y) = 0 and g(6y) # 0
can, however, be strengthened by performing a small simulation experiment. For
a selection of sample sizes n = 100, 200, ...,5000, I computed the maximiser of
the hybrid likelihood function when the median is used as the control parameter,
both in a setting where the parametric model used in construction of the hybrid
likelihood function was correctly and incorrectly specified. This procedure was
repeated B = 1000 times, and the mean value of \/n|6, — 6| and n/3|0, — 6,
for each n are displayed in Figure 3. From this plot one sees quite clearly that
when the model is specified correctly, \/ﬁ(én — 6p) looks bounded, while the same
quantity seem to diverge in the case of incorrect model-specification. This is a
good indication that the speed of the convergence of 0,, does indeed differ within
and outside of model conditions.

Although not as explicit as for the maximiser of the hybrid likelihood function,
this slower speed of convergence is also what makes it hard to generalise the results
in Paper III to allow for tuning with respect to non-smooth error estimators. In
this paper, the limiting behaviour of ()) is studied by reformulating the fitting
procedure as a two-stage estimation procedure, and standard two-stage arguments
do not work in the case of mixed convergence rates. To work with non-smooth
risk estimators, one therefore needs more advance theory than what what is used
in Paper 11I.

The above is not the only reason why extending the results of Paper III to
also cover tuning with respect to non-smooth error estimators becomes complex.
One of the main results of the paper is that the LOOCV estimator of the
risk, CV = n 'Y (Z;,0_;) is not too far away from the training error,
TE= Y1, v(Z;, é) In the paper, this was shown by Taylor expanding v around
é, an argument which requires some degree of smoothness from . If one were to
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Figure 3: The figure shows the mean value of n®|, — 6| for & = 1/3,1/2 and different
values of n over B = 1000 iterations in a simulation experiment. Here 6,, is the maximiser
of the hybrid likelihood function and 6y the theoretical limit of the estimator.

try and extend the results of Paper III to allow for non-smooth functions v, one
therefore needs some alternative way of computing how far off CV is from TE. For
the case of the error rate, i.e. ¥(y,z,0) = I[y # Jo(x)], an option could be to use
Stute 1984. A special case of Theorem 0.1 in this paper ensures that for any a@ < 1
the following quantity converges to 1 almost surely

s |]Fn(90) — F(Qo) — Fn(eo + Sn*“) + F(e() + sn*a)|
clgsg@ nt/2=2/2,/2salogn

for any fixed —oo < ¢; < ¢ < oo. In particular, this in combination with the
definition of the derivative shows

sup [F,(6p) —F,(0o+sn™ %) =0, <n1/2_°‘/2\/10g n> + F(0g+ sn™*) — F(0y)

c1<s<c2
=0, <n1/2°‘/2\/10g n> + f(6o)sn®,

where f is the pmf or pdf in the distribution F', assuming it exists. And hence,

nPF, (00 + sn~®) = n"PF,(6) + f(6)sn>" + O, (nl/Za/Qﬂ log n), (5.7)

which can be seen as a type of Taylor expansion of F,, around 6#,. In particular,
with a = =1/2,

n~ V2R, (0 + snV?) = n7V2F,(0) + f(60)s + O, <n_1/4\/log n)

Although the above expansion is beautiful and provides a whole lot of intuition
about how [F,, behaves, it is not precise enough to sharply characterise the distance
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from CV to TE. The reason for this is that, after dividing by n'=#?, (5.7) says

nF, (0o + sn™*) = n'F,(0y) + f(00)sn® "t + O, (n_l/Q_O‘/Z\/log n)

For the two-stage arguments to be applicable, one needs the remainder term in
the above to be of order o,(1/n), which would require @ > 1, but by Stute
1984, the result is only applicable when o < 1. For this reason, I believe the
sharpest result one can obtain using Stute 1984 is an expansion of the type
CV = TE + Cn~ '€ + 0,(n~*°), where ¢,§ > 0, which is not precise enough
for the setup used in Paper III.

5.4 Concluding remarks

The main goal of this thesis can be found in its subtitle “precise and robust
estimation and model selection”. Yet the conclusions of the previous sections do
in some sense give the impression that this goal has not been achieved, and that
“precision” is not really something which one can or should strive for. To ensure
a more nuanced discussion, I will give some concluding remarks.

Although the conclusion of Section 5.1 is that estimation of O(1/n) effects is
impossible in all but a few cases, no amount of theoretical calculations can ruin
the fact that the concepts critiqued in this section work very well in practice. The
AIC and CV are obvious examples thereof, but also the FIC seems to work well in
practice, as is indicated by the simulation studies in both Paper I and I1. Because
of this, concluding that estimating O(1/n) effects is something which simply should
not be done, is way too negative a conclusion. The calculations of Section 5.1
indicate that the O(1/n) effects are not properly being taken into account. That
being said, there is nothing in the computation proving that estimating these terms
somehow makes the risk estimator worse than it otherwise would be. In practice,
the effect of the estimated terms of size O(1/n) often serves as a way to punish
very complex methods, which can be beneficial in many situations. So, although I
still believe that neither the AIC, the CV nor the FIC achieves the goal of properly
estimating the O(1/n) effects in the risk, I cannot deny the fact that they are useful
and practical tools which perform well in applications and ensure that estimation
procedures become extra precise.

In Section 5.3, I showed that when the indicator function is involved, estimators
often exhibit more complicated behaviour than what one usually finds with smooth
M-estimators. Again, the conclusion drawn is that creating proper model-agnostic
results is not really doable, and that real precision is therefore not possible in this
case. Furthermore, since the calculations of this section show that involving the
indicator function decreases the rate of convergence, one might be lead to believe
that one should avoid this map altogether. This is problematic if one wishes to
make precise inference, as the indicator function is crucial in the definition of many
famously robust estimators, e.g. the mode or the median. As before, I believe this
to be too negative a conclusion to draw. If robustness is really important in an
application, a slower rate of convergence may very well be “a price worth paying”.
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5.4. Concluding remarks

It is just important to know what one is giving up by involving the indicator
function and to keep the bias-variance trade-off in mind.

All in all; T will say that unlike its meaning, the word “precise” is a somewhat
ambiguous term. The answer to whether or not this thesis achieves its goal of
performing estimation and model selection in a “precise” manner, is therefore
perhaps neither yes nor no. I do, however, believe that addressing the issue of
precise estimation is done as well as can be, and that although the results derived
in the thesis are not perfect, they might be, within their own small sub-fields, the
best of the bad.
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1 | INTRODUCTION

Bias estimation has a long tradition and an extensive list of techniques. Cox and Snell (1968)
give expressions of the bias of maximum likelihood estimators under the assumption of a
correctly specified model. The jackknife, a way of estimating bias based on resampling, was intro-
duced in Quenouille (1949), with important extensions in Quenouille (1956) and Tukey (1958).
Firth (1993) takes a different approach and proposes techniques for reducing the bias, and
hence removing the need for its estimation. In the present article, we build on classic the-
ory by deriving approximations to the bias of a large class of estimators. Our goal will be
to give comprehensive formulas throughout the article, and special attention should be given
to Section 2.3. Here we derive model-robust expressions for the bias of maximum likelihood
estimators. We believe the main theorem of this section serves as a modern extension of the
results in Cox and Snell (1968) and is a novel addition to the field of bias estimation and
correction.

Our main motivation for deriving precise bias approximations is estimation of mean squared
error, or MSE for short. This risk function measures the expected squared L?-distance from an
estimator to the value it is aiming for. In symbols, this means MSE(9) = E(8 — 6, )?, where  is an
estimator of a parameter 6,. Famously, the MSE decomposes into the sum of the squared bias and
the variance of the estimator evaluated. For many popular and well used estimators, for example,
means, medians, and maximum likelihood estimators, the variance component is relatively easy
to estimate. The bias component of the MSE, on the other hand, is often more complicated as
the true value 6, shows up in the expression. Furthermore, the variance of many estimators, for
example, quantiles, maximum likelihood estimators, and means, is of order O(1/n), where n is
the sample size. Because, of this, estimators of the squared bias must have expected errors of order
o(1/n) for the variability to be given sufficient weight in the estimated MSE. To achieve this, the
precise bias approximations is crucial.

Recently, estimation of bias and MSE has been developed in great detail within the field of
model selection. This is mainly due to the information criterion introduced in Claeskens and
Hjort (2003) and later extended by multiple authors. See for instance Zhang and Liang (2011),
Claeskens et al. (2006), or Claeskens and Hjort (2008). The criterion is called the focused informa-
tion criterion, or FIC for short, and ranks models by the quality of their estimate of a prespecified
parameter of interest. Quality is measured by MSE, and as a consequence, the formulation of
the FIC requires sophisticated estimators of the MSE and squared bias. Because of this, many
advanced techniques for estimation of the squared bias have been developed in the literature con-
cerning the FIC. The original versions of the criterion were created for situations where models
are nested within a true parametric alternative, with the degree of misspecification decreasing
by the order of O(1/ \/ﬁ). In Jullum and Hjort (2017), however, a new version of the criterion is
given, which gives a general way of estimating the MSE of estimators.

The approximation given in Jullum and Hjort (2017) avoids the assumption of asymptotically
correctly specified models. Because of this, the estimators in this article have found use in multiple
situations, see for example, Jullum and Hjort (2019), Ko et al. (2019), Claeskens et al. (2019), and
Cunen, Wallge, and Hjort (2020). The approximations can, however, be shown to have an error
term of order O(1/n) in cases where some or all of the quantities involved are asymptotically
biased. This makes the criterion too imprecise to give proper weight to the variance component
of the MSE. As a result the variability of estimators can potentially be greatly downplayed in the
estimator of the MSE developed in Jullum and Hjort (2017). In the present article, we will build on
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the estimators given in Jullum and Hjort (2017) and derive an approximation to the MSE which
has expected error order o(1/n).

We will start by considering precise bias estimation for a wide class of estimators. After-
wards, we will discuss MSE estimation and the FIC. In particular, we will consider when and
why the expressions given in Jullum and Hjort (2017) need to be corrected. In Section 4.1, we will
give a new version of the FIC, extending that of Jullum and Hjort (2017). Lastly, we will illustrate
the techniques developed in this article by estimating the MSE of a selection of estimators of the
difference in the median number of battle deaths in major inter-state wars before and after the
Korean war.

2 | PRECISE BIAS ESTIMATION

Our main topic is precise estimation of the bias. We will work with estimators on the form
1 n
A= pt = DY)+ e (M)
i3

where Y7,..., Y}, are i.i.d. from a distribution F and Ev(Y) = 0 when Y ~ F. At first glance, con-
sidering estimators on the form of (1) only might look slightly restrictive. In practice, however,
this condition holds for many commonly used estimators. If, for instance, /i, is a mean, the above
equation holds trivially with v;(y) =y — u;. For the p quantile p,, vi(y) = [p — Iy < up)1/f(up)
can be used when f, the density in the distribution F, exists. When /i, is a maximum likelihood
estimator of y in some parametric model fp, (1) holds with v, (y) = Vg(6ir)TJ(01r) ' u(y, 6¢) where
0yt is the minimizer of the Kullback-Leibler divergence from the true distribution to the paramet-
ric family, u is the score function, J(8y) is the Fisher matrix in the model evaluated at 6 and g
is a function mapping 6 to the value of i in the parametric model, see Section 2.3 for details. In
addition, expressions for v; when /i, is a smooth function of the above estimators, can be derived
by the delta method. For conditions ensuring that (1) is satisfied for the influence function, see
for example, Thm. 5.5 in Shao (2003).
The main goal of this section is to find expressions for and estimators of

c= lim nE(i — u) = lim n Ee,.
n—oo n—oo

Before we can begin with estimation of the quantity, however, we need to discuss when nEe,
converges and c is well-defined. We start with an informal argument which hopefully will provide
some intuition about what c is really is and when it exists.

Let F, be the empirical distribution function of Yi,..., Y, € R and F the true cumulative dis-
tribution function. Assume that /i can be represented as a functional of F,, that is, that there exists
a function T such that g = T(F,). If T is sufficiently smooth, a Taylor expansion around F reveals

T(Fy) = T(F) = D) T(F) + (1/2)Dg  T(F) + O(|F = FI%), )

where D}kz r T isthe kth order directional derivative of T in direction F,, — F. The expression above
is called the von Mises expansion, see for example, chap. 20 of Van der Vaart (1998) for more
details.
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The Donsker theorem, see for example Van der Vaart (1998, p. 266), ensures ||F,;, — F|lo =
O,r(1/ \/ﬁ). Hence, (2) implies

T(Fy) = T(F) = D) T(F) + (1/2)Dg ; T(F) + 0pr(1/m).

The first term on the right-hand side is a sum of influence functions of T and has expectation
zero. Under sufficient regularity, we therefore have

E(n[T(F,) — T(F)]} = (n/2)ED*Tr_r, (F) + o(1). (3)

Since D*Tr_f, (F) is the quadratic term in a Taylor expansion, we would expect it to be of order
O(||F, = F||?) = Op(1/n), ensuring that the expression in (3) converges and c exists. A formal
statement, proof and precise set of conditions showing that this intuition is indeed correct is given
in Thm. 3.1 of Shao (1991).

In principle, we can always estimate ¢ by approximating the right-hand side of (3). This
method is quite general and can, in theory, be used for most estimators. In practice, however, this
procedure is far from straightforward and, when done in full generality, results in incomprehen-
sible formulas requiring fine-tuning and extensive calculations in each new application. We will
therefore instead focus on some situations where precise formulas and/or estimation strategies
for c can be found.

We will present four ways to estimate c. First, we will work with functions of unbiased esti-
mators and quantiles. In Section 2.3 we will work with higher-order Taylor expansions of the
log-likelihood function to give expressions for the bias of maximum likelihood estimators. After-
wards, we will discuss how ¢ can be estimated when f is a function of estimators for which
approximations to the bias exists. Lastly, we will discuss resampling techniques.

Remark 1. In the following, we will derive multiple approximations to c. Most of
the formulas will be obtained by finding estimators with sufficiently small remain-
der terms, 6,. Typically these will be of size o,,(1/n), and we will take this to imply
that their expected values are of order o(1/n). For this to hold true, a sufficient
condition is that {né,}, is uniformly integrable. See, for example, Billingsley (1999,
p. 31) for a proof and details concerning uniform integrability or Shao and Wu (1989)
for an alternative set of regularity conditions. To make arguments more transpar-
ent, we will not focus on these technical details in the proofs, but take E 0,,(1/n) =
0o(1/n) for granted. All required regularity conditions will, however, be stated in
the theorems and full proofs dealing with all technicalities may be found in the
Appendix B.

2.1 | Functions of unbiased estimators

The first situation we will consider is when / is a function of unbiased estimators. The following
result gives a formula for c in this case.

Theorem 1. Let a@ € RP be an unbiased estimator of a € RP such that \/ﬁ(d —a) con-

verges in distribution to a N(0, X)-distributed variable and all components of \/ﬁ(d —-a)

to the power of three are uniformly integrable. Assume h : RP — R is a function for

which all partial derivatives up to and including order three exist and are continuous in
64
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a neighbourhood of a. Then, if u = h(a) and ji = h(a),
¢ +o0(1) = nE(fi — p) = (1/2)Tr[Hh(a)X] + o(1), (4)

where Hh(a) is the Hessian matrix of h evaluated at the point a. Furthermore, ¢ can be
estimated consistently by

¢ = (1/2)Tr(Hh(@)S), (5)
where £ is some consistent estimator of X.

Proof. Taylor expanding h around a, shows
ji—u=(@a-a)TVha) + (1/2)@ - a)"Hh(a)@ — a) + e,. (6)

for some remainder term e,. Typically, e, will be of order O,,(||d@ — a||*) which ensures
Ee, = O(n3/?) under uniform integrability. Under the conditions of the theorem, this
is indeed the case. Consult the Appendix B for details. Hence,

E(4 — p) =0+ (1/2)E[(@ — a)"Hh(a)(@ — a)] + o(1/n).

As is shown in the Appendix B, the conditions in the theorem ensures that

\/ﬁ(d -a) i» N(0, X) implies nVard — X. Hence, by properties of the trace operator,
(4) holds true.

Lastly, since d and S are consistent estimators of ¥ and a, respectively, ¢ defined in
(5) converges in probability to ¢ by the continuous mapping theorem. This concludes
the proof. n

The simplest examples of functions of unbiased estimators are unbiased estimators them-
selves. For such estimators h is linear and its Hessian zero. Hence, ¢ = 0 and needs not be
estimated. Example include linear function of means and ordinary least squares regression
coefficients.

Another important example is maximum likelihood estimators in exponential families. To see
this, let f be a member of the exponential family. Then f is on the form

f(0) = A(0)B(9) exp[(0)" T(x)], (7)

for some functions A, B, w, and T and a parameter 6. The maximum likelihood estimator based
on a sample Y3,..., Yy, is the maximizer of the log-likelihood function,

£2(0) = ) 10g A(Yy) + nlog B(O) + w(0)" ) T(Y)),

i=1 i=1

which is the solution to the following equation

nB'(6)
B(0)

0=

+a'(0)" Y T(Y).
- 65
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Solving the equation shows

n
f=g" <12Tm>> ,
h i=1
where g is the function

10 _1B'()
0) = —'(0) "' — log B(9) = -/ (0) ' ——.
8(0) = —w'(0)" = 1og B(0) = —w'(9) B©)
Now assume the focus parameter takes the value k(6) in the family parameterized by (7) and let
4 = k() be the maximum likelihood estimator of this quantity. Then

S B T
fi = h[n;T(Yl)],

where h(x) = k[g~}(x)]. This shows that the maximum likelihood estimators in exponential
families are functions of means. By Theorem 1, we get

¢ = (1/2)Tr{Hh[ET(Y)|Var[T(Y)]}. (8)

It is worth noting that (8) makes no assumptions about the parametric model being correctly
specified. Hence, the expression in (8) holds true even when the true distribution of the data is
not a member of the parametric family f.

2.2 | Quantiles

We will now consider the case where /i is a quantile. More specifically, for Y3,..., Y, ~ Fi.i.d. and
some p € (0, 1), we will work with (1 —y)Y(; + yY(j4+1), where Y, is the kth order statistic and j
and y are functions of p and n. All of the standard quantile estimators in R and Python are on
this form, with j and y given in Table 1.

We start by considering the case when Yj,..., Y, are uniformly distributed. The results are
stated in the following lemma.

Lemma 1. Let Uy,..., U, be i.i.d. uniformly distributed variables and set ji = (1 —y)
Ui + rUj+1) with y and j defined by any of the rows in Table 1. Then, c takes the
following form

c+o(1) =nE(i—p)=n[(+y)/(n+1)-pl, )

as p is the p-quantile in the uniform distribution.

Proof. By standard results, the jth-order statistic follows a Beta(j,n—j+
1)-distribution. The expression in (9) follows. [

In many cases, the left-hand side of (9) converges as n grows to infinity. For the quantile ver-

sionsin R with the type argumentequal to4, 5,..., 9, this is the case, and the corresponding limits
66
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are shown in Table 1. When type is equal to 1, 2, or 3, however, the expression to the left in (9)
does not converge unless very specific conditions on how n changes from iteration to iteration is
assumed. In applications, we recommend reading the limit of (9) off Table 1 when using a quan-
tile estimator corresponding to one in the default quantile function in R with type equal to
4,...,9. When type equal to 1, 2, or 3 is used, the left-hand side of (9) can be estimated directly
using j and y from Table 1. The latter approach can, of course, also be used when type equals
4,...,9, but using the limit in Table 1 leads to relatively simpler formulas.

We will now use Lemma 1 to find an expression for ¢ for more general distributions than the
uniform.

Theorem 2. Let Y,...,Y, be i.i.d. from a distribution F with p-quantile u for some
fixed p € (0,1). Assume that F is invertible and that there exists a neighborhood around
u onwhich F is thrice continuously differentiable. Let f be the density in the distribution.
Then, when i = (1 — y)Y(j + yY(j+1), with j and y defined by either of the rows in Table 1,

n <.} +v _ > _ f/(ﬂ)p(l _P) + O(l’l_l/z). (10)

C+O(1)=nE(ﬁ_H)=JTM) n+1 2f(M)3

provided n*/?(ji — u)? is uniformly integrable. Furthermore, ¢ can be estimated consis-
tently by

n (j+y _p> _["GopQ = p) 1)

ﬁ n+1 oo

where f/(;) and ]7(;4\) are some estimators going in probability to f(u) and f'(u),
respectively.

Proof. We sketch the proof here. More details can be found in the Appendix B.
By the probability integral transform, U; = F(Y;) is uniformly distributed. Fur-
thermore, Y; = F~}(Uy) as F is increasing and preserves ordering of variables.

TABLE 1 Eachrow in the table describes the nonparametric quantile estimator (1 — 7)Y, + y Y1)

Type Jj Y Limit

1 |pn| I(np # |pn)) —

2 Lpn] (1/2)I(np = |pn]) +1(np # |pn]) —

3 lpn —1/2] I(np # |pn| or jeven) —

4 lpn] np — |pn] -

5 lpn+1/2| np+1/2— |pn+1/2| 1/2-p

6 lpn+p| np+p—|pn+p| 0

7 lpn+1-p] np+1—p—|pn+1-p| 1-2p

8 lpn+(p +1)/3] np+(@+1)/3-[pn+(+1)/3] 1/3-(2/3)p
9 lpn + p/4] np +p/4 - |pn+p/4] —(3/4)p

Notes: The column Type gives the type argument that should be given to quantile in R to get the corresponding estimator. To
the far right we have displayed c, the limits of (9) when they exist. The symbol |- | denotes truncation.
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Hence,
fa=1-yF(Ug) +ryF (Ugjsy) (12)
A Taylor expansion around p shows
F N (Ug) = u+F ) @)Uj —p)+ 1Q/2)F Y (p)(Ugj) — p)* + 6. (13)

By arguments that can be found in the Appendix B, &, = Op[(Uj; — p)*]. All the
standard versions of quantile estimators, have j chosen in such a way that U —p =
Opr(1/ \/ﬁ). Hence, ), = Opr(n~3/?). A similar result holds for F~1(Uy1)).

By the inverse function theorem (F~! ) (p) = f(u)~* and (F~' )" (p) = —f"(u)f (u) 3.
Combining this with (12) and (13), shows

fa=p+fw g —p) = Wfw>1A = y)Ug —p)* + y(Ugeny = )1+ 6. (14)

where 8, = Op(n=3/?) and fiy = (1 — Y)U) + yUgs)-
Direct computations reveal

nE[(1 - y)(Ug) — p)* + y(Ugs1y — p)*1 = p(1 — p) + o(1).

Furthermore, the arguments in the Appendix B ensure that 6, = o,(n™!) implies
E(6,) = o(n™!) under the present conditions. Plugging this into (14), shows

nE(fi — u) = nE(ay — p)/f (1) = f' (wpQ = p)/2f(1)* + o(D).

Combining the above equation with Lemma 1, shows (10). By the continuous map-
ping theorem (11) is consistent for c. This concludes the proof (]

If a parametric model is known, we can estimate f(u) and f’(u) by their maximum likelihood
estimate. When working with for instance nested models, one may then fit larger models by max-
imum likelihood and use the fit to estimate f(x) and f'(u). Otherwise, kernel density estimation
can be used. In the Appendix A, we discuss the latter approach and give suggestion for bandwidths
minimizing the MSE of the estimates of f(x) and f’(u).

2.3 | Maximum likelihood estimators

In some situations, we either know or at least strongly believe, that the true underlying distribu-
tion of the data belongs to some parametric family. When this is the case, the maximum likelihood
estimator of the focus parameter will be both consistent and asymptotically unbiased for the true
value. Hence, it can be used as the consistent estimator, /i,, from Section 3.2. Because of this,
we need expressions for ¢ when /i is a maximum likelihood estimator. Such expressions exist
already. Cox and Snell (1968) derived formulas for the limit of nE(d — 6,) when 8 is a maximum
likelihood estimator in a correctly specified model and 6y is the true value of this parameter. In
most situations, however, we do not know which, if any, parametric model the distribution of the

data belongs to. Using the results of Cox and Snell (1968) will therefore be too optimistic. In this
68
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section, we will derive model robust expressions for c. These can be applied even when we do not
believe that the chosen model is the true one.

Let Y1,...,Y, € R? be i.i.d. random variables from some underlying distribution with den-
sity or probability mass function, g, and assume we fit a parametric model, fy, to these
data using maximum likelihood. We will let § € RP denote the maximum likelihood estima-
tor of @, that is, the maximizer of £,(0) = Z?:l log fy(Y;). Under the assumptions stated in
White (1982), § converges in probability to the minimizer of the Kullback-Leibler divergence
from g to fy,

KL(g.fy) = Eg[logg(Y) — log fo(Y)].

The minimizer of this expression is in some sense, the “least false” parameter and is the quantity
we have denoted by 6)r. By White (1982), we also know that the speed of convergence is Op,(1/ \/ﬁ)
and that

a d
\/n( - ) — N(©0,J'KJ ™),

where

2
J=E, < 9 logfg(Y)> and K = Varg <

00007 |a=alf 10gfe(Y)> : (15)

0
00 |9=9lf

In the above, g is added as a subscript to emphasize that we are taking expectations with respect
to this distribution.

The normal limit of \/ﬁ(é — O) is proved by finding the root of the one term Taylor expansion
of V¢, and showing that this is only op,(1/ \/ﬁ) away from . This allows us to study the behavior
of an explicit expression rather than the, in general, only implicitly defined 8. For our purposes,
however, a linear approximation is not sufficient, as we want to estimate the bias with an error
of order o(1/n) and therefore need higher precision than op,(1/ \/ﬁ). This is the main idea in the
proof of the following proposition.

Theorem 3. Let Yy,...,Y, € R% bei.id. from a distribution F and let fy be some para-
metric family of densities or probability point mass functions indexed by an open set
© C IRP. Furthermore, let 8 be the maximum likelihood estimator when fitting this fam-
ily to the data and 6y the minimizer of the Kullback—Leibler divergence from F to f,.
Then, the bias of 0 is given by the following formula,

Tr(J~1Vy) Tr(WJ1KJ 1)
c+0(1) = nE@ — 6y) = J : + % +o(1), (16)
Tr(J-1V,) Tr(W,J-1KJ )
where J and K are defined in (15) and
V; = Cov i’ log fo(Y), o logfp(Y) | and W; = E _¢ log fo(Y)
! 0 lo, 0000 10, / 000070; |6,
forj=1,...,p, 17)
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provided the following four regularity conditions hold true:

(A1) All partial derivatives up to and including order four of log fy(y) at 6y exists and
are continuous for F-almost all y. In addition, with Y ~ F we need all fourth
order moments of Vg _logfs(Y) and all second order moments of all second- and
third-order partial derivatives of log fy(Y) to exist and be finite.

(A2) The matrix J is positive definite.

(A3) All fourth-order powers of all components of \/ﬁ[é — 0 — (n))"'VZ,(61)] are
uniformly integrable.

(A4) There exists a function m : R® - R such that in a neighborhood of 6y all
fourth-order partial derivatives of log fy(y) are bounded by m(y) for F-almost all
y, and Em(Y)* exists and is finite.

In addition, ¢ can be estimated consistently by replacing the matrices J and K and
V; and Wj for j=1,...,p by the empirical means, covariances, and variances of the
corresponding functions evaluated at 6 = 0.

Proof. As mentioned previously, we will only sketch the proof of Theorem 3. For full
arguments taking care of all details, consult the Appendix B.

Fix j and let #; denote the jth component function of V#,, that is, 0¢,/06;. Taylor
expanding the function around 8y, shows

ni(0) = i) + (0 — 1) Vgj(O1p) + (1/2)(0 — Oip) " Hry (1) — O1p) + €4 (0).

If 5; is sufficiently regular, we have €,(0) = O(n||6 — 6yl|*). At 6 it therefore holds that

0 = 1(6x) + (B — 61" V() + (1/2)(6 — 61)"Hry(016) (6 — 1) + Opr(1/4/ 1), (18)

since 6 — 9y = Opr(1/ \/ﬁ). Here we have used that the maximizing ¢, satisfies
ni(0) = 0.

Since 6 minimizes the Kullback-Leibler divergence, the derivative of
0 — Elogfy(Y) at 0y is zero. Hence,

n

0
En@n = 2,55 ooy, B logfo¥) =0,
Because of this, taking the expectation of both sides of (18) shows

E[(0 — 019" Vij(0)] + (1/2)EL(D — 6ir) " Hrj(01)(0 — 01p)] + O(1/+/n) = 0. (19)

We will work with each term in (19) separately, and use the result to find an expres-
sion for E(§ — 6y) with remainder term smaller than o(1 /n). In the following, let
b, = E(0 — 0i).

We start with the first term. By definition of 7; and properties of the trace operator,

P,
06,00

R R R 2
E[(0 — 019)7 Vr;(0i)] = E ((9 )" (elf)) — TrE ((0 o2l (elf)T> .

06,06

By definition of the covariance, this equals

733
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¢ g A P,
Tr [ b,E 6 TrCov | 0 — 6y, 6
I | by (aaae( 1f)> +Tr 0V< I aeae( 1f)>

2 2
= br{E <a 4 (91f)> + TrCov <é — Oy, i (01f)>

00,0 00,00

We recognize the vector Eo*Z,(6r)/ 00;00 as —n times the jth column of the Fisher
matrix J. Let this be denoted by J/. Furthermore, White (1982) showed that

0 — 6 = T\ E0(0) + 0pr(1/ /). (20)

Hence,

2
E[(d - 6i)"Vj(01)] = —nbLF + %Tr [J 1Cov <f’ (O), 26,0 (01f)> + o(1).

Let u be the score function and u; its jth component function. Then, since the Y;s
are independent and identically distributed,

Cov <f’

> ZV = nVj,

with V; defined in (17). Putting all of our results together, shows that the first term of
(19) is equal to

—nbiF + Tr(J7'V)) + o(1). (21)

The second term of (19) requires less effort. First notice that
(0 — 0)" Hny(010)(B — 61r) = /n(d — 01) ™" Hry(01)\/n( — Oyp).

A d
By White (1982), \/E(H — 6) — U where U ~ N(0,J'KJ~!). Furthermore, by the
law of large numbers Hyj(6r)/n = W; + op,(1), where W; is defined in (17). Hence,

N A d
(0 — 01)THnj(0)(0 — 6) — UTW;U. This implies
E[(6 ~ 610)" Hny(6i)(@ — 619)] = Te(WiJ 'K~ + 0(D). (22)
Here we have again used properties of the trace operator multiple times.

We are now ready to complete the argument. Combining (19), (21), and (22) for
j=1,...,p, shows

0= —nblF + Tr(J'V}) + Te(WiJJ ' KJ ™) + 0(1),
forj = 1,..., p. These p equations hold simultaneously if and only if

Tr(J-1V)) Tr(W,J-1KJ1)
Tr(J~'V,) Tr(W,J 1K)

+ o(1).

N |~

Rearranging the terms and multiplying the equation by (nJ)~1, shows (16).
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Consistency of the estimators defined in Theorem 3 is shown in the
Appendix B. n

If one of the parameters of the model itself is chosen as focus parameter, Theorem 3 can be
used to estimate c. In most situations, however, i is a function of 6, and the above expressions do
not suffice. This is a special case of what we will discuss in Section 2.5. First, we will, however,
give extensions of Theorem 3 to the more general case of M- and Z-estimators.

2.3.1 | M- and Z-estimators

The calculations made in the proof of Theorem 3 are not limited to maximum likelihood estima-

tors. Similar arguments can be made to find the bias of a more general class of estimators: M- and

Z-estimators. Examples of such estimators include copulas fitted using a two-stage procedure, see

Joe (2005) and Ko et al. (2019), and robust M-estimators, see for example, Huber (2009).
M-estimators are maximizers of expressions on the form

1 n
0 ;gfcm,o), (23)

where ¢ : R*P — R. The most obvious example of such estimators is maximum likelihood
estimators. In this case {(y, 0) = logfs(y). Because of their similarity, M-estimators share many
properties with maximum likelihood estimators. It can for instance be shown that the maximizer
of (23), 8, converges almost surely to 6, the maximizer of the limit function 8 — E(Y, 6), and
that \/ﬁ(é — 6p) has a normal limit, or in particular, that

Vi =00 = V=3 2| (1,0 +0pr(D)
=1 0

N

where V is the Hessian matrix of the limit function 8 — E{(Y, 6) at 6. This expression is an
analogue to (20). For more details and proofs, consult Chap. 4 of Van der Vaart (1998).

Looking at the proof of Theorem 3 we notice that the arguments can be repeated for the more
general class of M-estimators. This is achieved by replacing log fo(y) by the function ¢ and using
the properties listed in the previous paragraph in place of the corresponding results for maximum
likelihood estimators. The argument is very similar and will not be repeated here, but the result
is stated in the following theorem.

Theorem 4. Let Y,,...,Y, € R? be i.id. from a distribution F and 0 € RP be an
M-estimator maximizing n‘lz?ﬂc (Y3, 6). Furthermore, let 6y € R be the maximizer of
the limit function 6 — E&(Y, 0) where Y ~ F. Then the bias of 0 is given by the following
formula,

Tr(J-1V,) Tr(WJ1KJ 1)
c+o(1l)=nE®@ — 0y =J! : +
Tr(J~1V,) Tr(W,J'KJ ™)

N[ =

+ 0(1),

25 where J and K are defined as

35US017 SUOWIWLOD A0 3deatjdde au Aq pousenof ae Safo1ie VO 8Sn JO S3|N1 o Akeiq1 duljuO AS|IM UO (SUORIPUOD-pLE-SLUBH 0D AB | 1M ALe1q 1BUIUO//SARY) SUOIPLOD PUe SWe 13Ul 39S *[7202/0T/70] Uo A%igiTauliuo AJIM ‘00 JO AlsieAIUN AQ 9692T SOB/TTTT OT/10p/W0d A8 | 1M Aseiq1|oul|uo// Sy WOy papeo|uMoq ‘2 ‘7202 ‘6976.L9%T



DAHLEN ET AL.

736
—l—Scandinavian Journal of Statistics

_ 0*¢ _ a¢
J=E <—W(Y, 00)> and K = Var <£(Y, 90)> .

and

vi=cov( %0025 v.oy) and w=E(—2% (v.o0) forj=1
= 06" " 2906, 7" 1=\ 60670, " J= Do

provided the regularity conditions (A1-A4) of Theorem 3 hold true after replacing
log f with ¢, 6y with 6y and the maximum likelihood estimator with the maximizer of
Y (Y, 0).

In addition, ¢ can be estimated consistently by replacing the matrices J and K and
Vi and Wj for j=1,...,p by the empirical means, covariances, and variances of the
corresponding functions evaluated at 6 = 0.

Assume that the function ¢ is differentiable in 8. Maximization of (23) can then be rephrased
as solving

1 0¢
=) —(Y;,0)=0.
n;(w(l )

Solutions to equations like the one above, are called Z-estimators. In the proof of Theorem 3, it is
the fact that the maximum likelihood estimator is a Z-estimator which is used in the arguments.
Because of this, the result holds true also for this class of estimators, as stated in the following
theorem. The proof is very similar to that of Theorem 3 and is left out.

Theorem 5. Let Yi,...,Y, € RY be iid. from a distribution F and ) eRP be a
Z-estimator solving 0 = n‘lz?zlf(Yi, 0). Furthermore, let 0y € R be the solution to the
limit equation 0 = E¢(Y, 0) where Y ~ F. Then the bias of 0 is given by the following

formula,

Tr(J~1Vy) Tr(W1J1KJ 1)
c+0(1) = nE@ — 6) = J : + % +o(1),

Tr(J~V)) Tr(W,J'KJ™1)

where J and K are defined as
o¢
J=E <—£(Y, 90)> and K = Varé(y, 6p).
and
V: = Cov §(Y9)§(Y0) and W;=E ﬁ(YQ) forj=1
J = ’ 0509 s V0 J = a@a@T > V0 J_ ""’p’

provided the regularity conditions (A1-A4) of Theorem 3 hold true after replacing
0logf /00 with &, 6y with 6y and the maximum likelihood estimator with the solution to
0=n"1Y" {(Y; 0). In the above &; is the jth component function of €.
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In addition, ¢ can be estimated consistently by replacing the matrices J and K and
Vi and W; for j=1,...,p by the empirical means, covariances and variances of the
corresponding functions evaluated at 6 = 0.

Lastly, we remark that Theorem 4 and Theorem 5 hold true even when 6 is only “almost” an
M- or a Z-estimator. In fact, it is sufficient that 8 is an estimator which can be expressed as the
root of a function on the form

0> Y E(Yi,0) + 5,(0),

i=1

where 6,(0) = 0p,(1) uniformly in a neighbourhood of the root of the limit function 6 — E{(Y, 6).
This follows from the fact that §,(6) can be incorporated into the remainder term of (18).

2.4 | Resampling techniques

The last way of estimating ¢ we will present is resampling techniques. We will discuss two
methods: the bootstrap and the jackknife. The main ideas will be presented briefly here, but
additional details, proofs, and discussions can be found in for example, Efron (1982), Efron and
Tibshirani (1993), or Shao and Tu (1995).

The bootstrap was first introduced in Efron (1979), and has since become a popular statistical
tool. To see how the procedure can be used to estimate c, notice that by (1)

E[n(i — )] = nEe, = c+ o(1).

The left-hand side of this equation can be easily estimated with bootstrap. Let ,&;‘ be the estimator
of u based on the jth out of B bootstrap samples. Then

B
A _n At
Cboot = szzl(ﬂj i),

is an estimator of ¢, see for example, Chap. 10 of Efron and Tibshirani (1993).

The bootstrap procedure is quite general and works for most focus parameters. Hence, this
technique is an option when all other methods fail. Using the procedure in practice is, however,
often inconvenient, as a very large number of bootstrap samples must be drawn to achieve suffi-
cient precision. To see this, notice that the bootstrap estimate B‘IZjil(ﬁJf" — fi) is a Monte Carlo
estimate of its expectation. Since the variance of ﬁ;‘ is of order O(1/n) by (1), the central limit

theorem ensures that the Monte Carlo error of B‘lZf;l(ﬁ;‘ — fi) is of order Op,(1/4/nB). Hence,

the error of Cpoo: is of order Opr(ﬁ / \/1_5’). For ¢,00t to be consistent we would therefore need
B > n.To achieve a convergence rate of 0,,(1/4/n) for ¢ we would need a million bootstrap sam-
ples when n = 1000, and even with a mere 50 data points, we would need B to be greater than
2000. Because of this, the computational burden might be too heavy for bootstrap to be practical
in many situations.

The jackknife is another resampling technique. It was introduced in Quenouille (1949) and
Tukey (1958), and was developed specifically for the purpose of estimating the bias with an error
of order o(1/n). It is therefore well suited for estimating c.
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The jackknife estimate of the bias of /i is defined as

n
A N S« N
Ciack = (N — 1 ——E 4 -
jack ( )(/’l n /"1>

i=1

Here /i_; is the same estimator of u as i, but based on Y1,..., Y;_1, Yis1,..., Yy, fori = 1,..., nrather
than the full dataset. More formally, we assume there is a functional T, such that g = T(F,) and
A_; = T(F;"), where F," is the empirical distribution function based on all but the ith data point.
Under certain smoothness conditions, &jack is consistent for the true value c. This is shown in Thm.
3.1 of Shao (1991).

The jackknife procedure is a flexible and general tool for bias estimation. That being said,
the method requires n applications of the functional T to estimate c. In cases where application
of the functional is computationally expensive or n is very large, the jackknife estimate can be
slow to calculate. To ease the computational burden, it is possible to use less computer inten-
sive versions of the standard jackknife procedure. Options include the one-step jackknife and the
grouped jackknife. See Chap. five of Shao and Tu (1995) for an overview. These methods limit
the number of times T needs to be applied, reducing the overall computational cost. In certain
situations, however, resampling techniques can be too time consuming to be practical, even with
modifications like these. In such cases, the formulas derived in the previous sections can be used
instead.

2.5 | Functions of the above

In the previous sections, we derived formulas and described strategies for estimating c in certain
situations. We will now show how these results can be used to estimate the bias of even more
complex estimators.

Theorem 6. Let § be some estimator of 0 for which cy, the limit of nE(@ — 6) is known.
Assume furthermore that \/ﬁ(é — 0) converges in distribution to a N(0, X)-distributed
variable. and that h : RP — R is a function for which all partial derivatives up to an
including order three exists and are continuous in a neighborhood of 0. Then if u = h(6)
and i = h(9),

c=Vh(®)cy + (1/2)Tr[Hh(O)Z]. (24)
Furthermore, if ¢y is a consistent estimator of cy,
Vh(6)Tes + (1/2)Tr[HR(D)S], (25)

converges in probability to c.

Notice the similarities with Theorem 1. When # is unbiased, the first term of (24)
reduces to (4).

Proof. As before, we present a proof sketch only. A full argument is similar to that of

Theorem 1. Consult the proof of this theorem in the Appendix B for more details.
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A Taylor expansion reveals the following
fi=u+Vh©)T@ - 0)+1/2)0 - 6)"Hh(®O)@ — 6) + 0, (1/n).
Let b, = E(@ — 0). Taking expectations on both sides of the above equation, shows
nE(i — p) = V() 'nb,, + (n/2)E[( — 0)" Hh(0)(0 — 0)] + 0(1),
which, by standard rules for the trace operator, is equivalent to nE(ji — u) =

Vh(0)Tnb, + (1/2)Tr[Hh(0)Z] + o(1). By assumption nb, converges to cg, and
hence,

c=Vh(®) cy + (1/2)Tr[HR(O)Z].

Since ¢y is consistent for cp, (25) converges to c¢ by the continuous mapping
theorem. ]

Now that we have discussed c in detail, we are ready to move onto our main application:
estimation of the MSE and the FIC.

3 | ESTIMATING MSE

We will start by introducing notation and assumptions. In addition, we will derive equations that
show explicitly the quantities needed to estimate the MSE.

3.1 | An approximation to the MSE

Assume we have i.i.d. data Yi,...,Y, € R? from a distribution, F. Let /i; be an estimator of some
focus parameter with true value yy € R based on these data, and assume ji; admits an influence
function, v;, with a small enough remainder term, in the sense that

n

N 1

fu = g+ = D (YD) + Sy, (26)
i=1

with Evi(Y) = 0 and S, = Op,(1/n). Lastly, let ¢; denote the limit of nES,,.
Direct computations show

n
MSE(f) = By = po)® = b + © + %‘“ +2E <%ZV1<Y»> +ESZ+o(1/n).  (27)

i=1

where b = u; — pp and 7 is the variance of v;(Y). By the above assumptions S, = o0p(1/ \/ﬁ).
Hence, S2 = opr(1/n). In addition, n‘lz?zlvl(Yi) = Op(1/ \/ﬁ) by the central limit theorem.
Because of this, n71S, Y\ vi(Y:) = 0,(1/n). If we further assume S2 and S,n' Y v1(Y;) to be
uniformly integrable, the above is sufficient for the last two terms in (27) to be of order o(1/n),
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see for example, Billingsley (1999, p. 31). Hence, the MSE of /i, takes the following form
MSE(ji;) = b* + 7 /n + 2bc; /n + o(1/n).

We summarize our findings in a theorem for easier reference.

Theorem 7. Assume Yi,...,Y, € R? are i.i.d. from a distribution F, and fi, is an
estimator of g satisfying

n

N 1

A=+ — Y (Y + S,
i=1

for some S, = Op,(1/n). Furthermore, let b = u, — po, and take c; to be the limit of
nES,. Then

MSE(fi;) = b* + 7/n+ 2bc; /n+ o(1/n), (28)

where 7 is the variances of v,(Y), provided this quantity exists and is finite and nS, is
uniformly integrable.

To estimate the MSE of /i;, we need to approximate all quantities in (28). This will be the topic
of the next section.

3.2 | Estimating to the correct order

Looking at (28), we notice that the limiting bias, b, is constant while the remaining terms decrease
at the speed of O(1/n). Because of this, b will dominate when n gets large. Hence, minimizing the
MSE asymptotically reduces to choosing a fi; with b = 0. In practice, however, we do not have infi-
nite data points, and blindly choosing the estimator with the lowest limit bias is therefore rarely
useful. Most applications require extremely flexible estimators to ensure that the bias disappears
in the limit. Such procedures often have high variance. As a result, their MSEs tend to be high
in finite samples. Because of this, many statistical applications instead attempt to find a trade-off
between bias and variance. For our MSE estimates to be useful, they therefore need to take both
the bias and variance into account. Since the latter is of order O(1/n), we will need to create an
approximation with an error of a smaller order. Otherwise, the variance is on the same scale as
the error of the estimator, washing out the effect of the variability.

We will create an estimator of the MSE which is only o(1/n) away from (28) in expected value.
To do this, we need to estimate three quantities: the asymptotic bias b, the variance = of v;(Y)
and the limit ¢; of nES,. If we can find asymptotically unbiased estimators for these quantities,
the two last terms in (28) can be estimated with an error of o(1/n), due to the n appearing in the
denominator of these terms. We do, however, need to be extra careful with the estimator of the
squared bias. This quantity is not divided by n, and hence, we need to make sure that the bias of
the estimator is of order o(1/n).

To estimate the asymptotic bias, we need to approximate the distance from the limit of our
estimator, y, to the truth, uo. This is impossible to do without having some idea of the value of uy.
Because of this, we need to introduce a second estimator which is consistent for this true value.

We will call this estimator /i, and make similar assumptions about its form to the ones made for
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i, that is,
1 n
Ao = po + — Y vo(Yi) + T, (29)
i=1

with T, being an error term of order Op,(1/n) and v : R4 — R a function such that Evy(Y) = 0.

The introduction of fi, might seem slightly counter-intuitive at first glance, and one might
wonder why we would bother with /i; when we have a consistent estimator available. The answer
to this concern is that even though /i, is inconsistent for uy, its MSE might still be lower than that
of the consistent estimator /i, making in preferable for estimation. In addition, /i, does not need
to satisfy all the conditions we require of ji;. The most obvious example of this is when we wish to
fit a parametric model to the data. In such cases we might “need” /i, to be a maximum likelihood
estimator, while this condition is not required of f,. This is a crucial point when working with
the FIC, which will be discuss in Section 4.

Since /i, is consistent for the true value py, the asymptotic bias can be estimated consistently

by the following quantity

A~

n
. . 1
b=p1—fo=b+= > $Y)+Ry,
i=1

where ¢ = v; — vy and R, = S, — T,,. Squaring the above expression shows

n 2 n
2 e (1500 ) 22 EER S 4y
b =b +<n§¢(Yz)) +Rn+2< . ;¢(m+bRn>.

Taking expectations on both sides of the equation and arguing as in Section 3.1, reveals
a2
Eb = b*+ k/n+ 2bER, + o(1/n),

under the assumption of uniform integrability of RZ and n'R,Y ., ¢(Y;). In the above,
k = Varg(Y;). Since R,, = S,, — T,,, we further have

EBZ = b? 4+ 2bc,/n + k/n — 2bET, + o(1/n).

Just as for S, ET,, will typically be of order O(1/n). So let ¢y be the limit of nET),,. Then, the above
equation implies

Eb* = b? + 2bcy;/n+ «k/n —2bcy/n + o(1/n).

We summarize the results in a theorem for easier reference.

Theorem 8. AssumeY,,...,Y, € Riarei.id. from a distribution F, and ji, and ji, are
estimators satisfying

n n

N 1 . 1

fr= g YY)+ Sy and fg = o+ — 3 vo(Y) + T,
i=1 i=1
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Jorsome Sy, T, = Op,(1/n). Furthermore, let b = i, — fiy andb = uy — po, and take c
and c; to be the limits of nET,, and nES,,. Then

EBZ=b2+2bcl/n+K/n—Zbco/n+o(1/n), (30)

where k and t are the variances of ¢(Y)=vi(Y)—vo(Y) and v1(Y), respectively,
provided x and t exists and are finite and nS, and nT, are uniformly integrable.

The first two terms in (30) appear in (28), the asymptotic approximation we wish to estimate.
The last two terms, however, do not and need to be corrected for. If we can find consistent esti-
mators, ¢ and &, for ¢y and «, respectively, the following estimator is only o(1/n) away from
b? + 2bc; /n in expected value

b* — & /n + 2bey/n. (31)

The approximation b — & /n + 2béy/n + £/n of the MSE, therefore has an error of order o(1/n)
in expectation. Here & and 7 are the empirical variances of ¢(Y1)...., ¢(Y,,) and v1(Y1),..., vi(Yy),
respectively.

Sometimes, (31) will be negative, leading to an estimate of the squared bias which less than
zero. By definition, however, b?> > 0. Negative estimates are therefore both counter-intuitive and
always further away from the true value than 0. Hence, when negative estimates show up, we will
truncate them to zero, as in Jullum and Hjort (2017). This leads to the following estimator of the
MSE of i,

MSE(f;) = max{0,b" — & /n + 2beo/n} + 2/n. (32)

Estimators for b, x, and 7 have already been discussed. By definition ¢, is the limit of
nE(f, — mo), and estimation of this quantity was discussed in length in Section 2.

Remark 2. The estimator in (32) is not the only way to estimate the MSE of ;.

Rather than adding 2be, /n to 132 to remove the bias, we could subtract ¢y/n from
i, before estimating b. This would correct the bias of ji, and remove the need to
add 2b¢, /n to the squared bias estimate. Such a procedure is indeed an alternative
to using (32), but does not lead to a significantly different estimator. By correcting
the bias of ji, before using it to estimate the MSE of ji,, we are left with the estima-

tor b + 2be, /n+ ¢ /n* — & /n of the squared bias. The expected difference between
this expression and (30) is a term of order O(1/n?). As we are attempting to create
estimators with biases of order o(1/n), the difference between the two approaches is
negligible.

That being said, estimating and subtracting ¢, is only one out of many ways
to remove bias from fi,. Modifying the score function as in Firth (1993), removes
the O(1/n) part of the bias of the maximum likelihood estimator. For M-estimators,
similar alterations can be made to the moment equations to achieve approximate
unbiasedness, see Kim (2016). For situations where such techniques are available,
correcting the bias of /i, before using it to estimate b is indeed an alternative to the
methods suggested in this article.
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4 | THE FOCUSED INFORMATION CRITERION

As mentioned previously, estimation of the MSE has been developed recently in the literature
concerning the FIC. This criterion attempts to choose the model with the most precise estimate
of a prespecified focus parameter, y, rather than the one fitting the data the best overall. This is
achieved by ranking candidate models by the MSE of their estimate of . The estimator in (32) can
therefore be seen, not only as a way to approximate MSEs, but indeed as an information criterion.

Assume we fit a parametric model f using maximum likelihood. The resulting estimator 8 of
0 then satisfies the following equation

n
A a1
6= 0 +1(0n)" - > u(Y:. 0) + Opr(1/n),

i=1

where u is the score function and s and J(6y¢) are as defined in Section 3.1. See for example, Thm.
5.39in Van der Vaart (1998) for a proof and a set of conditions. Applying the delta method ensures
that the focus parameter satisfies (26) with v;(y) = Vu(6i)TJ(6) " u(y, 6y;), where V denotes the
gradient operator. Because of this, the MSE of w(0) can be estimated using (32), provided a consis-
tent estimator of the true value exists and satisfies the conditions stated previously in this chapter.
Since the FIC of the parametric model is the MSE of y (@), we can compute the FIC of f, using
(32). A related idea is used in Jullum and Hjort (2017), and their formulas are indeed quite sim-
ilar to ours. We will now discuss the FIC of Jullum and Hjort (2017) in closer detail and use (32)
to define a new FIC.

41 | The new and old FIC

In Jullum and Hjort (2017), the authors derive a FIC, allowing for comparison of multiple
nonnested parametric models and nonparametric alternatives, by evaluating how well a certain
pre-specified parameter of interest u is estimated. This quantity is called the focus parameter, and
a model’s FIC score is an approximation to the MSE of its estimator ji, of u.

To derive the criterion, the authors proceed more or less as we have done in Section 3. They
argue that 132 = (fi; — fiy)? tends to overshoot the actual bias of 4; and that x/n = Varg(Y;)/n
should be subtracted from the expression ot correct for this. Using our notation, their final formula
for the FIC is as follows,

FIC,q = max{O0, 132 —Kk/n}+17/n.

This expression is very similar to the one given in (32). The only difference is that the above
expression lacks the 213?:0 /n term, which is present in (32). Because of this, FICyq is easier to
compute than the expression in (32), but, unless b or c is zero, the expected value of the quantity
is O(1/n) away from the true MSE of /i,. Hence, the FIC of Jullum and Hjort (2017) will, in many
cases, underemphasize the importance of the variance since the error of the estimated squared
bias is on the same scale as this quantity. We therefore propose the following new form of the FIC,
which in some sense can be seen as a corrected version of FICq4,

A2 ~
FICpew = max{0,b — &/n+2b¢/n} + ¢ /n.
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As argued previously, this estimator is only o(1/n) from the true MSE of /1;. With this new version
of the FIC, we need to estimate c;, as was discussed in Section 2. All other quantities can be
approximated by the canonical estimators.

4.2 | How much does it matter?

Even though the the FIC from Jullum and Hjort (2017) is slightly off its mark, this version of the
FIC has had success in many applications. See, for instance, Cunen, Wallee, and Hjort (2020),
Claeskens et al. (2019), Wang and Hobak Haff (2019), and Hermansen et al. (2015). It is therefore
natural to ask “how wrong” this formula really is. In this section, we will present some examples
illustrating the differences.

Firstly, notice that when j, is unbiased, ¢ = 0. When this is the case, the term distinguish-
ing FIC4 from FIC,.,, is equal to zero and the two versions of the criterion agree. This happens
when /i is a mean or some bias corrected estimator. Another perhaps less trivial example is linear
combinations of the regression coefficients used in linear regression. These estimators are unbi-
ased for the true values, provided the model is correctly specified. Hence ¢ is zero in this case.
Because of this, the use of the FIC in, for instance, Cunen, Wallee, and Hjort (2020) and Claeskens
et al. (2019) is unproblematic.

Another situation where FIC,q and FIC,e,, give very similar results, is when either b or ¢
are very small. If either fi; or fi, are almost unbiased for the true value py, this can happen, and
the term distinguishing the two versions of the criterion is too small to have any real effect. In
addition, we truncate negative estimates of the squared bias to zero. In some cases, the estimated
squared bias will be less than zero regardless of whether we subtract 2b&,/n or not. Hence, the two
criteria can end up being very similar, if not equal, when the bias is small, relatively speaking. An
example of such a situation, is when estimating the difference in median life lengths of Roman
era Egyptian men and women using data from Pearson (1902). Jullum and Hjort (2017) analyze
this data set in their article and use FIC,4 to choose the model estimating the focus parameter
with the highest precision. We repeated their computations in addition to calculating FIC,,, for
the same data. In this example, the two information criteria gave almost identical results. The
reason for this, is that the bias estimate is truncated for all but one model. This happens for both
FIC,ew and FIC,y4, and hence, the two criteria agree for all but the Gompertz model. For this one
case, FICey was 0.022 larger than FIC,)4. The Gompertz model is, however, by far the worst of the
ones considered in Jullum and Hjort (2017) with very high estimated MSE of the focus parameter.
Because of this, adding 0.022 to the result, does not change the conclusions we would draw from
using the FIC in this case.

The above example might lead one to believe that the difference between the new and old FIC
is negligible in all but a few situations. It might therefore be tempting to use FIC4 rather than
FIC,ew because of its relatively easier formulation. This, however, is not to be advised, as there in
general is no bound on the size of term 2bc/n. To see this, consider fitting an exponential model
to i.i.d. data points Y7,..., Y, ~ Gamma(k, \/E) for a fixed number k in order to estimate the SD
in the distribution, which is 1 for all k. In this situation, the limiting bias in the model will grow
with k, and as a result FIC,4 will loose precision when k is large. A small simulation supports
this claim. For a selection of k-values, we simulated one million data sets of size n = 100. In each
case, we fitted an exponential model and computed FIC,4 as well as FIC,,.y using the SD as focus
parameter. We used the empirical SD as the consistent estimator /. In Figure 1, we illustrate the
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FIGURE 1 The figure displays the absolute value of the difference between the mean of 10° simulated
FIC-values and the true mean squared error as functions of the shape parameter in the underlying

Gamma(k, \/E)-distribution of the data. The error for the old version of the information criterion is shown by a
grey dashed line, while the error of new version is plotted as a solid black line. The focus parameter is the SD in
the distribution and the empirical SD is used as the consistent estimator fi,. The sample size is n = 100.

results. We have plotted the estimated absolute value of the error of both FIC,4 and FIC,y as
functions of k, the shape parameter in the true underlying Gamma distribution. The figure shows
clearly that not taking the term 2bc/n into account, causes the error of FIC,,, to grow large as k
increases.

This is of course only a toy example, but shows that there, at least in theory, is no bound
on 2bc/n and that in certain situations ignoring its effect can be very problematic. We therefore
recommend using FIC,., unless working exclusively with unbiased estimators. We will now illus-
trate this even further by trying out the new and old FIC on a dataset where the two criteria give
very different results.

4.3 | Application—battle deaths in inter-state wars

In Pinker (2011) it is claimed that the world is gradually becoming more peaceful. Such statements
have since been a heated topic of discussion. See for example, Cirillo and Taleb (2016a, 2016b),
Clauset (2018), or Cunen, Hjort, and Nygérd (2020). When investigating claims like that of Pinker
statistically, proper modeling is important.

In this section, we will use the FIC to evaluate suitability of different models for checking
the claim of Pinker based on the Correlates of War (CoW) dataset (Sarkees & Wayman, 2010).
This dataset consists of the number of battle deaths in the 95 most recently concluded wars.
The number of battle deaths is by no means a complete measure of violence. Hence, using the
CoW data set to assess the claim of Pinker is of course somewhat lacking. Nevertheless, we use
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these data to estimate the difference in median battle deaths between newer and older inter-state
wars.

To compare recent wars to older ones, we need to decide which conflicts should be consid-
ered new. Cunen, Hjort, and Nygérd (2020) investigate this question. Their analysis finds that the
Korean War marks a change in the number of battle deaths in inter-state wars. Building on this,
we define the “old” wars to be all conflicts before and including the Korean war. The remaining
wars are treated as “new” conflicts.

We consider the data points as independent. Furthermore, we assume that the battle deaths
in the recent wars are identically distributed and that the same holds true for the older wars.
In our analysis, we consider eight different models and investigate how well they estimate the
difference in median deaths between newer and older inter-state wars. For each case, we fit the
corresponding model to the data sets consisting of newer and older wars separately. Afterwards,
we use the fitted models to estimate the difference between median number of battle deaths in
older and more recent wars. To evaluate the different models, we compute FIC ., for each case. As
the consistent estimator, fi,, we use the difference between the empirical median for the older and
newer wars. We use the default method in R with type equal to 7 to estimate this quantity. Since
the two datasets are independent, x /n and z/n are estimated by the sum of the corresponding
quantities for each separate data set. To approximate cy and b, we take the difference between the
corresponding estimates for older and more recent wars. Afterwards, the squared bias is estimated
and truncated to zero in the cases where the approximation is negative. It is worth noting that the
forms of x, 7, b, and ¢ are relatively simple in this case where the focus parameter is the difference
between two quantiles. For more complicated functions, for example, jig/ i, Where i, and jig are
the median number of battle deaths in newer and older wars, respectively, the delta method and
the result of Section 2.5 need to be applied.

We worked with a slightly modified version of the data. In the CoW dataset only wars with
more than 1001 battle deaths are registered. To avoid problems with observations on the bounds
of the support, we replaced all observations of 1001 with 1001.01. The same trick is used in Cunen,
Hjort, and Nygard (2020). See this article for more explanations and discussions. After transform-
ing the data, we fitted eight parametric models. Firstly, Dagum, Log-logistic, Pareto IV, Lomax,
log-normal and log-Cauchy distribution were fit to the data shifted by 1001 to the left. Secondly,
we fitted log-Gamma and log-Weibull distributions to the data scaled by 1000. The resulting val-
ues of FIC,y, for each model can be found in the plot in the left panel of Figure 2 together with the
maximum likelihood estimate of the focus parameter for each model. From the figure, we notice
that using the log-normal distributions results in the lowest MSE for the focus parameter. With
this model, the estimated difference between median battle deaths before and after the Korean
War is 2066.

To illustrate the difference between FIC . and FIC,4, we also computed the criterion of Jul-
lum and Hjort (2017). The results are displayed in Figure 2. From the plot, we notice that the two
methods indeed give very different estimates of the MSE for many of the models, though not all.
In fact, using FICy rather than FIC,4 actually leads to different models being chosen. With the
model selected by FIC,4 the difference between median number of battle deaths before and after
the Korean War is estimated to be 3958, which is almost twice as large as the estimate we got
from the model chosen by FIC,y,. This shows that the additional term in FIC,.,, does have a real
implication and is important for analysing the CoW dataset correctly.

The above analysis can be repeated for other quantiles than the median. In the right panel of
Figure 2 we have computed and displayed the FIC values for and estimates of the difference in

the third quartile in the two distributions. This can be used as a measure of how violence in the
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FIGURE 2 The figure shows FIC,4 (colored grey) and FIC,., (colored black) for different models fitted to

the correlates of war (CoW) dataset together with the models corresponding estimate of the focus parameter. The
focus parameter is the difference in the p-quantile for older and newer wars. The value of p is shown in the title of
each plot.

more deadly wars has changed in recent years. From the plot we notice that the two criteria give
similar results in this case, with both the new and the old FIC selecting the Lomax model with
an estimate of 28,740 for the focus parameter.

The plots in Figure 2 give some insight into how the new and old version of FIC differ. For
the case of the median, ¢y/n was estimated to be approximately 1227. This is a positive number,
and hence the nonparametric estimate of the focus parameter is biased upward. Because of this,
we would expect models underestimating the focus parameter compared to the nonparametric
estimate, to be “less off” than what the naive estimate b suggests. Models estimating the focus
parameter to be even larger than /i, on the other hand, are likely to be more biased than what b
would lead one to believe. This intuitive idea is what is caught by FIC,y,, but not FIC4. If b and
Co have the same signs, 2b¢/n > 0 and the model is penalized by the criterion developed in this
article, whereas when /i, is biased in the opposite direction of sign(B), 23&/ n <0, resulting in a
lower value of FIC,, than FIC,4 unless the estimate of the squared bias is truncated to zero.

The above calculations show that there can be real and impactful differences between the
old and new FIC. This is, however, not a guarantee that FIC,,, performs better than FIC,q4 in
this example. To investigate whether this is the case, we need to compute the true value of the
focus parameter and compare the true MSEs with the corresponding FIC,,e, and FIC,j4 scores. In
theory, this is a simple task, but in practice we do now know the true underlying random structure
of battle deaths in inter-state wars. Because of this, we cannot check the performance of FIC
and FIC,q directly. To get some indication on the quality of the MSE estimates we will therefore
instead work with a distribution similar to our data set where the truth is known. To achieve this,
we fitted a Lomax model to the data as explained previously. Afterwards, we simulated 10,000
datasets from this model. For each simulated dataset, we computed fi;, FICqq and FIC,, for

each of the models considered in this section. We used the difference in median number of battle
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deaths before and after the Korean war as the focus parameter. Afterwards, we used the 10,000
samples to estimate the expected value of FIC,,, and FIC,4 in addition to the true MSE for ji, for
each model. For five out of the eight models considered, the average value of FIC,,, was closer
to the true MSE than FIC,4. For the remaining three cases FIC,q performed better than FIC,ey.
The wo criteria were more or less equally variable, with VarFIC,,,/VarFIC,q ranging from 0.655
to 1.186 for the different models.

Comparing only the FIC-scores gives somewhat of a limited view. FIC,q and FIC,,, differ
only in their estimate of the squared bias. The estimated variance is identical in the two criteria.
Because of this, an over- or underestimated variance might make it beneficial to under- or over-
estimate the squared bias, respectively, as this “cancels” parts of the error made by the variance
estimate. Although this might lead to more precise estimates of the MSE in certain cases, such
cancellation happens mostly due to “luck” and is in general not something one should hope or
aim for. We therefore believe it is more relevant to compare the quality of the estimates of the
squared bias made by each criterion rather than the full MSE scores. Looking only at the esti-
mated squared bias shows that the cancellation described above has happened in two of the cases
where FIC,y performed better than FIC,4. We find that the estimate of the squared bias in the
new criterion is indeed closer to the true value than the estimate provided by FIC,q in all but one
model.

Choosing to fit a Lomax model and simulate from this is of course not the only way one
can generate data similar to the number of battle deaths in the 95 most recent and concluded
inter-state wars. We could fit any of the models considered in this section or even draw bootstrap
samples from the dataset itself. We have tried out a number of these methods, and similar results
were found in all cases. For the sake of clarity and brevity, we will therefore not go into depth
about all settings, but taking the average over all simulation settings gives the following result.
More often than not, FIC.,, performed better than FIC,4 when it comes to estimation of the
MSE. Furthermore, the squared bias estimate provided by FIC,.,, were on average more precise
than the one from FIC,4 for a little more than five out of eight models. In addition, the average
value of VarFIC,y /VarFIC,4 ranged from 0.457 to 1.025 between the different models.

5 | CONCLUDING REMARKS

In this article, we have only considered the framework of i.i.d. data, but extensions to more com-
plicated situations are certainly possible. For regression and classification settings with responses
Y; and predictors X; fori = 1,..., n, the formulas derived in this article are directly applicable when
the covariates are considered random. This is because the tuples Z; = (Y;, X;) fori = 1,...,ncan be
considered as i.i.d. data points in this case. In addition, results like the Lindeberg-Feller theorem
(see e.g., Billingsley, 1995, p. 359) allows most of the formulas derived in this article to be general-
ized to situations where the covariates are considered nonstochastic. It is, however, worth noting
that in regression and classification settings, nonparametric estimators satisfying (29) can be hard
to come by. This is especially true when the number of covariates is high. In such cases, a solu-
tion can be to replace the true parameter, ug, by the least false parameter in a widest model. This
is in some sense the closest we can get to the true value, and the FIC should therefore measure
the MSE of estimators relative to this quantity. Claeskens et al. (2019) and Cunen, Wallege, and
Hjort (2020) take this approach for the simpler FIC of Jullum and Hjort (2017). Modifications
along the same lines can be made for the FIC derived in this article as well, but to use the more pre-

cise information criterion developed in this article, ¢y needs to be estimated. This can be achieved
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using Theorem 3. Further extensions of the iid framework include dependent and censored data
. Arguments similar to those given in Hermansen et al. (2015) and Jullum and Hjort (2019),
respectively, can be used to generalize the results of this paper to these more complicated data
structures.

FIC is a popular research topic and there exists many extensions. Most of which can also be
made for the criterion developed in this article as well. We will mention two such extensions, but
many other possibilities exist. For an overview of techniques, consult Claeskens and Hjort (2008).

In certain situations, multiple focus parameters are of interest and should be taken into
account when performing model selection. One way of achieving this for the FIC is to use aver-
age FIC (AFIC). Assume the focus parameters can be written as u(u) for u in some index set U.
A risk function taking all parameters into account is the following expression,

E </ [Aw) — uw))? dW(M)) = / bias[a(w)]* dW () + / Varj(u) dW(u),
U U U

where W is some distribution over U indicating how much each focus parameter matters relative
to the others. The risk of the estimators i(u) for u € U can therefore be estimated by the following
expression

AFIC = max {o, / <B<u)2 _kw 2”(”)&0(”)) dW(u)} 41 / ) dW ).
U n n nJfy

Here B(u), Co(u), €(u)a, and 7(u) are the estimators discussed previously in this article computed
for the estimator /i(u). Notice that AFIC does not equal the integral of the individual FIC scores
as we truncate possibly negative estimates of the integrated squared bias rather than the individ-
ual bias estimates for each u € U to zero. For more information about and variants of AFIC, see
Claeskens and Hjort (2008, pp. 179-183).

FIC scores can be used for more than strictly selecting the optimal model for estimating the
focus parameter. An alternative approach, is to use model averaging. Assume we have p models
with estimates f,..., ﬁp of the focus parameter. Rather than using the FIC to choose the esti-
mator with the lowest MSE, we could use the weighted average fi,,, = Zj;leﬁj, where w; are
weights summing to one. The weights should be related to the FIC scores such that /i;s with low
MSE are given more weight than ;s for which FIC(4;) is large. Inspired by Eq. 6.1 in Jullum and
Hjort (2017), we suggest the following form for the weights

exp[—AFIC())]
P _ exp[—AFIC(f;)]

for some tuning parameter A.
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APPENDIX A. KERNEL DENSITY ESTIMATION

In Section 2.2, we derived an estimator for ¢ when /i is a quantile. To use the formula in (10),
however, we need consistent estimators of both the density f and its derivative f” at p,.
The classic kernel density estimators are

A 1 - Xi—X r N 1 o Xi—X
f(x)_n—h();K< e > and f(x)——@ K( h1 > (A1)

1i=1

In the above, h; and h; are called the bandwidths and K is the kernel. In principle, the kernel can
be any nonnegative and differentiable function, but to simplify calculations we will assume it is
symmetric. The obvious choice for such a kernel is the standard normal density, ¢.

The standard strategy is to minimize the asymptotic integrated MSE. Minimizing the L? dis-
tance between f and f " and the corresponding true values is reasonable when a good overall fit is
desired. In our situation, however, we are only interested in using the kernel density estimates to
approximate f(u,) and f’(u,). Hence, we should choose bandwidths minimizing the MSE of these
estimators and not the full integrated MSE. Arguing as in Singh (1979), one can show that this is
achieved by

/ ’ /
. < ROf (up) )15n_1/5 and o < 3RK)f (4p) )17;1—1/7,

SK2 @ (p)? SEKYfO (up)?
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where f® denote the kth derivative of f and
R(H) = / H(u)* du and SH) = / w’H(u) du.
R R

See Chap. 2 of Wand and Jones (1995) for more details.

To estimate the optimal bandwidths, we need to know the value of f(u,), f®(up) and f® (up).
These quantities are, however, unknown by definition of the problem. To estimate them, we there-
fore suggest fitting parametric models to the data. This can lead to inconsistent estimators of f (1),
F@(up) and f®(up), but this will only result in bandwidths being slightly off from the optimal
ones. The estimators in (A1) will still converge in probability to the true values, f(u,) and f'(up)
when inconsistent estimators of f(up), f® (1p), and f©®(up) are used to find optimal bandwidths.

We recommend the following rule of thumb: If the distribution has a heavy tail, fit a Pareto
distribution to the data. Otherwise, fit a normal distribution. These distributions are chosen
mainly because their maximum likelihood estimators have closed form expressions, allowing
Fup), f@(up), and f®(up) to be estimated without numerical optimization.

Combining all of the above, leads to the following rule of thumb for estimating f (11,) and " (up):

~ _Ln X — X N _Ln , u
f(x)—nhol;rb( e > and f(x)—nh22¢< . )

1i=1

where ¢ is the standard normal density and
; -1/5
ho = i, [2\/2(1@ Jup) a(@ + 1)2(@ + 2 )Zn] and
. -1/7
= fip|4/IVA (V) /11p) (@ + 1@ + 2@+ 37n|

when the distribution of Y is heavy tailed and
i i 2 -1/5
ho = 62 exp [(ﬁp -y )2/1082] { V26 [(ﬁp Y)Y - az] n} and
i i i 2 -1/7
h = o*exp | (4, — V)2/1467] {(2\6/3)&% V|, - V) - 367 n} ,

otherwise. In the above, 6, Y, and Y, are the empirical SD, mean, and minimum value in the
sample, respectively. In addition, £, is the empirical quantile and

n -1
N 1
a= [E; 10g(Yi/Y(1))] -

Lastly, we would like to remark that there exists more sophisticated methods for estimating
f(up) and f’(up) than the ones presented here. For instance, rather than using a purely non-
parametric or parametric estimate, a semi-parametric approach is possible. Parametric and
nonparametric models can be combined as in, for example, Hjort and Glad (1995) and Efron
and Tibshirani (1996). Another approach is to use local likelihoods, see Hjort and Jones (1996)
and Loader (1996).
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APPENDIX B. COMPLETE PROOFS

We will use the following notation. If A is a matrix A;; denotes the (j, k)th component of A.
Furthermore 4’ is notation for the jth column vector of A. Similarly, a; denotes the jth component
of a if a is a vector. Lastly we will use V, f(x) and H, f(x) as the gradient and hessian matrix of f
at xp, respectively.

B.1 Uniform integrability

To give full proofs and sets of conditions for the theorems in the article, we will need to show
that multiple quantities are uniformly integrable. We give the definition here, for the sake of
completion.

Definition 1 (Uniformly integrable, Billingsley (1999)). A sequence of random
variables (X,), C R is uniformly integrable if the following holds,

I}im supE(|X,| : |Xu| = K)=0.
—>00 n

We also state a lemma containing multiple results concerning uniform integrability. These
results are not new and proofs can be found in most textbooks on the subject. Properties we will
use are nevertheless included here fore easier reference in the arguments that follow.

Lemma 2. In the following, let (X;,)n, (Yn)n C R be two sequences of random variables.
Furthermore, let A, € RP*1 and B,, € R?*?' be random matrices and C € R?P" q fixed
matrix.

(i) X, is uniformly integrable if and only if |X,| is uniformly integrable.
(ii) Leta,b € R and assume that X,, and Y,, are uniformly integrable, then aX, + bY,
is uniformly integrable
(iii) Let X? and Y? be uniformly integrable, then X,Y, is uniformly integrable.
(iv) If X% is uniformly integrable, X! is uniformly integrable forall 1 < q < p.
(v) If X, converges in distribution to X and E|X,,| converges to E|X|, X,, is uniformly
integrable.
(vi) If each component of A, is uniformly integrable, each component of CA, is
uniformly integrable as well.
(vii) If the square of each component of A, and B, both are uniformly square inte-
grable, each component of A,B,, is uniformly integrable.

Proof. (i) holds by definition. (ii) follows from the triangle inequality and (iii) from
Holder’s inequality. Since EXY converges to EXP by uniform integrability of X%,
sup,, E(]X,,|7%¢) < o0 where € = (p — q@)/q > 0. By (3.18) in Billingsley (1999, p. 31),
this implies that X} is uniformly integrable, proving (iv). Case (v) is a consequence of
Thm. 3.6 in Billingsley (1999, p. 32), the continuous mapping theorem and case (i).
The two remaining points follow from (ii) and (iii) respectively. (]

B.2 Functions of unbiased estimators

We start with the simplest case: functions of unbiased estimators.
90
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Theorem 9 (Functions of unbiased estimators). Let @ € RP be an estimator of ay
such that \/ﬁ(d — ag) converges in distribution to some U with finite second moment.
Assume that all components of \/ﬁ(d — ag) to the power of three are uniformly integrable
and that there exists a neighborhood N of a, on which h : RP — R has continuous
partial derivatives up to order 3. Then

lim n E[h(@) — h(ay)] = %Tr[Hh(ao)EUUT].

Proof. Since all components of \/ﬁ(d — ap) are uniformly square integrable, case
(vii) of lemma 2 ensures that all components of En(d — ao)(d —ao )" are uni-
formly integrable as well. Hence, En(d — ao)(d@ —ao )T converges to EUUT and
nE(d — ag)THh(ay)(d — ag) = Hh(ap)EUUT + 0(1). To show the theorem, we there-
fore only need to prove that, nEe,(d) = o(1), where ¢,(d) is the remainder
term in (6).

Choose a compact subset K of N with ay in its interior. Since d converges in prob-
ability to ay, it lies in the interior of K with probability tending to one. Without loss of
generality, we will therefore assume that d lies in the interior of K. Since all third-order
partial derivatives of h are continuous on this set, the extreme value theorem guar-
antees that they are bounded by some M € R. Hence, by standard results for Taylor
expansions of multivariate functions,

N M, .
len(d)| < ;”a—ao”f-

See for example, Coroll. 6.5.8 in Lindstrem (2017). In the above, || - ||, denotes the L!
norm on RP. Since all components of \/ﬁ(d — @) to the power of three are uniformly
integrable, and n*?||@ — aol|? is Op:(1) by the continuous mapping theorem, we have
Elen ()| = O(n=3/?). "

For the special case of empirical means, the theorem simplifies somewhat.

Corollary 1 (Functions of means). Let Yi,...,Y, € R4 be random variables with
empirical mean fi and expected value uy. Assume further that the expected value of all
components of Y; to the power of four exists, and that h is a function with continuous
partial derivatives up to order three in a neighborhood of uy. Then

lim n Efh(2) — h(uo)] = %Tr[Hh(uo)VarYi].

Proof. By the central limit theorem \/ﬁ(ﬁ — M) converges to a normal distribution
with variance VarY;. Because of this, the result follows from Theorem 9 provided all
components of \/ﬁ(ﬁ — Hp) to the power of three are uniformly integrable. By case (iv)
of lemma 2, this holds true when all components of \/ﬁ(ﬁ — o) to the power of four
are uniformly integrable. We will show this latter statement.

Fix j. By the continuous mapping theorem, n*[(2 ); — (4o ); ]* converges in dis-
tribution to U* where U ~ NJO, (VarY));;]. Furthermore, utilizing that Y,...,Y, are

independent and have mean zero one can show o1

35US017 SUOWIWLOD A0 3deatjdde au Aq pousenof ae Safo1ie VO 8Sn JO S3|N1 o Akeiq1 duljuO AS|IM UO (SUORIPUOD-pLE-SLUBH 0D AB | 1M ALe1q 1BUIUO//SARY) SUOIPLOD PUe SWe 13Ul 39S *[7202/0T/70] Uo A%igiTauliuo AJIM ‘00 JO AlsieAIUN AQ 9692T SOB/TTTT OT/10p/W0d A8 | 1M Aseiq1|oul|uo// Sy WOy papeo|uMoq ‘2 ‘7202 ‘6976.L9%T



DAHLEN ET AL.

Scandinavian Journal of Statistics

n 4
1
E<ﬁ2[m ) = (o ),-]> =

i=1

%E{E[m ) = o )y 1* = 3(VarYi )2} + 3(VarYp; — 3(VarYiy,

which is equal to the fourth moment of the jth component of U. Hence,
n? [(ﬁ)j - (ﬂo)j]4 is uniformly integrable and Theorem 9 can be applied. n

B.3 Quantiles
The second case is quantiles.

Theorem 10 (Quantiles). Let Yi,...,Y, be i.i.d. with distribution F and let u, be the
true p-quantile in the distribution. Assume |\/ﬁ(ﬁp — up)|? is uniformly integrable and
that there exists a neighbourhood N of u, on which F : RP — R has continuous partial
derivatives up to order 3, then

+0(n73/?),

: , -
nE(f, — Hp) = — <]+y >_JM

fup) \n+1 2f (p)?

where f is the density function in the distribution F and fi, is the empirical quantile
defined by g, = (1 — )Y + yY(j+1) with j and y defined by either of the rows in Table 1.

Proof. The only thing we need to prove is that Eé, = o(1/n), where 6, is defined in
(14) of the article. The rest of the argument is similar to those given in the article.
Since 6, is a sum of remainder terms, it suffices to show that the expected value of
each of them are o(1/n). We will focus on §,,, defined in Equation (13) of the article.
The other case is similar.

By standard results for quantiles, /i, is consistent for u, and \/ﬁ(ﬁp — Up) con-
verges in distribution to a N[0, p(1 — p)/f(u,)] distribution. This allows us to argue as
in the proof of Theorem 9, to show

M N
n*Es, < SRV, — up)l

Since I\/ﬁ(ﬁp—,up)P is uniformly integrable by assumption and |\/ﬁ(ﬁp—
up)l*> = O(1) by the continuous mapping theorem, the above equation ensures
Es/, = O(n~3/?). "

B.4 Maximum likelihood estimators
We will now prove Theorem 3 of the article. We start by showing a lemma.

92

Lemma 3. Let Y1,...,Y, be iid. data points from a distribution F and F =
{logfy | 0 € ®} a family of densities indexed by an open set ©. Let 0y denote the min-
imizer of the Kullback-Leibler divergence from F to F and 0 the maximum likelihood
estimator. Furthermore, let

1

Jn==—Hy£n(0) and J=—HyElogfy(Y),
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and

3 . 3
1 J fn ,(91f) and W/ = 0

- = _ ————| Elogfy(Y),
n 00007 96) 0000700, |0, efo¥)

n

where ¢, denotes the likelihood function based on Yi,...,Y, and Y ~ F. Then the
following quantities are uniformly integrable:

(1) n?(0; — (0y))* foreachj=1,...,p
(2) n|Unjk —Jj,k]2f0r eachj k=1,....p
(3) n[(Wp)jx — Wjxl? foreachj, k =1,...,p,

provided the following assumptions hold true:

(A1) All partial derivatives up to order 4 of logfy(y) at 0y exists and are continuous
for almost all y. In addition, all fourth moments of Vg, logfy(Y) and all second
moments of all second- and third-order partial derivatives of log fo(Y) at 6y exists
and are finite.

(A2) The matrixJ is positive definite.

(A3) All fourth-order powers of \/ﬁ[é — 0 — (n))"IVZ,(0y)] are uniformly inte-
grable.

Proof. We start with (1). Fix j and introduce the two variables
Ny =n"2(J7YVeu0y) and 6, =/n { b — Oy — [T an(em} :
Then,
[\/E(é - elf)r = (N + 60)* = N* + 6% + 4N, + 4N36, + 6N262.

We will show that each term is uniformly integrable. By case (ii) of Lemma 2, this
ensures that n?(§; — (6);)* is uniformly integrable.

By the central limit theorem, N,, converges in distribution to a random variable
N ~ N(0, 62) where

_ AT _ .
o =[] Var[Vg, logfa(YD1J Y.
Furthermore, elementary computations show

EN; = %(E{ [T Y] Tvglf logfy(Y)}* — 36" + 36* - 36* = EN?,

since all fourth-order moments of Vg, logfs(Y;) exist and are finite. Hence, by cases
(v) and (iv) of Lemma 2, N? is uniformly integrable for p < 4.

By assumption and case (iv) of Lemma 2, 6/ is uniformly integrable for p < 4. The
remaining terms now follow directly. Since 62 and N2 are uniformly integrable, case
(iii) of Lemma 2 ensures that N,,6, is uniformly integrable. This, together with uni-
form integrability of N;} and &} and yet another application of case (iii) in Lemma 2,

shows that N,,6> and N3 6, are uniformly integrable.
93
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We will now prove (2). The argument for (3) is similar and hence omitted.
Fix j and k. By the law of large numbers n[(Jn)j,k —Jj,k]z converges almost surely

to VarHy, log fy(Y;)j . Furthermore, the expected value of n|[(J,);x —Jj,k]z is equal
to VarHy, logfy(Y);x. Hence, by case (v) of Lemma 2, n|(Jy)jx — Jj,k]z is uniformly
integrable. u

We are now ready to prove Theorem 3 of the article.

Theorem 11. Let all quantities be defined as in Lemma 2 and assume that (A1-A3)
hold true. Then the bias of 6 — 6y is on the form given in Theorem 3 of the article,
provided the following additional assumption:

o There exists a neighborhood, N of 0y and an integrable function m such that
all fourth-order partial derivatives are bounded by m(y) and Em(Y)* exists and
is finite.

Proof. By the mean value theorem, the following holds for all i,j,k = 1,..., p,

03

logfo) = 555 100

o
50 < | 35383838l ©

03
H 00;00;00; O log
for some 6* on the line segment between 6 and 6y. Hence, if we assume without loss

of generality that N is convex, the existence of m as described in (A4), ensures that
foralld e N,

3

d
l -
08fo) ~ 06,060,006,

log fy»)]| < Cm()Ilo - Oxl,

H 00; 00 ;00 O

for some C > 0. If we further, without loss of generality, assume that N is compact
we can use the above equation and the triangle inequality to show

logfo)|| =

H#@Sja@k 0 logfa(y)H +C'm(y),

” 00; 60 ;00
for some positive C’ € R. The right-hand side does not depend on 6 and has finite
expectation, hence all third-order partial derivatives of log fy(y) are bounded by a fixed
integrable function. This together with condition (A1) and (A2) of Lemma 3, ensures
that § exists with probability tending to 1, # converges in probability to 6;; and that

0 = Oy + (M) 1 n(By) + 0pr(1). (B1)

This follows from Thms. 5.41 and 5.42 in Van der Vaart (1998). Since # converges to
6y¢ in probability, the probability of § lying in A goes to one. In the following, we will
therefore assume that § € A without loss of generality.

To show Theorem 3 in the article we need to prove that the expected value of
the remainder term ¢,(9) is of order O(1 / \/Z), and that each component of W{,n(é -

A A 5 . T
01)(0 — 6;p)T and \/Z(G - 91f)\/ﬁ (J]n - JJ> is uniformly integrable. The rest of the
argument is similar to that given in the article.
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We start with the remainder term e,(d). Since m bounds all fourth order partial
derivatives of logfp(y) in N for almost all y, standard results concerning remainder
terms in Taylor expansions can be used to show

n
~ 1 ~
len(@)] < iz;mmaue — Oy,
1=

Taking expectations on both sides of the inequality shows,

Ev/nlen(d)] < %E |mIVA@ - 0013

Furthermore, applying Holder’s inequality twice, reveals

3/4

Ev/len®)] < £ (Ema)*)" (EIlV/n@ - o1l

By (B1) \/ﬁ(é — 6ir) = O(1). Applying the continuous mapping theorem, ensures
n?||d — 6y|* = O(1). Furthermore, uniform integrability of n?||§ — 6y¢|| can be shown
using case (1) of lemma 3 and case (ii) and (iii) of Lemma 2. Hence, E|| \/ﬁ(é - Glf)ll‘l‘ =
O(1), showing that Ee, () = O(1/4/n).

Uniform integrability of each component of W’ n(d — 6r)(@ — 6;r)T holds true as
long as the square of each component of Wf; is uniformly integrable and each
component of \/ﬁ(é — 6y¢) to the power of four is uniformly integrable. This follows
from case (vii) of Lemma 2. Each component of \/ﬁ(é — 0y) to the power of four is
uniformly integrable by (1) in Lemma 3. For W{;, notice that the square of each com-
ponent of Wfl is uniformly integrable by (3) in Lemma 3. Hence, W,jin(é — 00 — 0T
is uniformly integrable.

. T

For the last case, notice that each component of \/ﬁ(é — Hlf)\/ﬁ (J{l —J ) is uni-
formly integrable by case (vii) in Lemma 2 if the square of each component of
\/ﬁ(é — 6) and \/E(J{l — J/) is uniformly integrable. By by case (1) of Lemma 3 and
case (iv) of Lemma 2, the square of each component of \/ﬁ(é — By) is uniformly inte-
grable, while the square of each component of \/E(J{l — J) is uniformly integrable by
case (2) of Lemma 3. n

To show consistency of the estimator of ¢ defined in Theorem 3, we first state and prove a
lemma.

Lemma 4. Let Yq,...,Y, € R? be i.i.d. from some distribution F, 6 € RP a consistent
estimator of 6y € RP and w : R¥P — RY q function. Then n 'Y w (Y, 0) converges
in probability to Ey (Y, 0y) where Y ~ F, if there exists an F-integrable function m :
R4P — R and a neighborhood N for 6, such that ||y (y, 0)|| < m(y) for F-almost all y
and all 9 € N and y(y, 9) is continuous in 0 with probability 1 forall € N'.

Proof. Since 0 is consistent for 0y, there exists a compact subset K of A such that 0 e
K with probability tending to 1. We will assume § € K C A, without loss of generality.
Since K is compact and y is continuous in 6 with probability 1 on K, the existence

of m asin the theorem, guarantees that the uniform law of large numbers holds true on
95
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K. Hence, sup||n~! Y w(Y;:,0) — Ey(Y, )| converges in probability to 0. This implies
oeK

that ||n™1 Y w(Y;, 0) — Ew (Y, 60|l 2, 0, showing the theorem. [

Theorem 12. Let all quantities be defined as in Lemma 3, and assume that condi-
tion (A1-A4) of lemma 3 and Theorem 11 hold true. Then, replacing J, K, V;, and W;
for j=1,...,p in Theorem 3 with the empirical variances, covariance or means of the
corresponding functions evaluated at 0 yields a consistent estimator of c.

Proof. By the continuous mapping theorem, it suffices to show that the proposed
estimators of J, K, V;, and Wj for j = 1,..., p are consistent.

Arguing as in the beginning of the proof of Theorem 11, one can show that there
exists functions m;(y), m,(y) and m;(y) with finite expectation bounding all first-,
second-, and third-order partial derivatives of log fy(y) in a neighborhood of 6y, respec-
tively. This, combined with Lemma 4, ensures that the estimators for J and W; for
j=1,...,p are consistent. The estimator of the matrix K is

1N 1oa (VY oz (Y )T
> V1og (Y)Y log f(x)".

i=1

The existence of m; guarantees that the norm of the above expression is bounded by
Cm,(y)? for some C > 0. Direct computations show m(y) = C1g(y) + Com(Y) where
g(y) is some linear combination of first-, second-, and third-order partial derivatives
of logfy(y) at 0. By condition (A1), Eg(Y)? exists and is finite and hence, Holder’s
inequality implies

Em;(Y)? < Eg(Y)? + 2(Eg(Y)*Em(Y)»)'/? + Em(Y)>.
Each term on the right-hand side of this equation is finite, showing that Em, (Y)? < o0.

By lemma 4, the estimator of K is consistent for the true value of the matrix. The
argument for the estimators of V; for each j = 1,..., p is similar and left out. m
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