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Abstract

Proportional hazards is commonly assumed in survival analysis. This assumption appears to be mainly
a mathematical convenience, made in order to interpret Cox models in a simple manner. There remains the
questions of whether this assumption is actually true to reality in a su2cient number of cases, and whether the
assumption relates to other ways of modelling survival data. We shall look at the latter issue, in pointing out
that certain frailty models may yield proportional hazards in a natural way. We consider frailty distributions
determined by L6evy processes. In our framework, the hazard ratio may be interpreted as the ratio between the
squared coe2cients of variation of the frailty distributions. c© 2002 Elsevier Science B.V. All rights reserved.
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1. Introduction

The assumption of proportional hazards functions plays a major role in survival and event history
analysis. Judged by the extremely wide application of methods based on proportional hazards, espe-
cially in terms of Cox models, it seems clear that one ought to understand better what this assumption
really means. For instance, when assuming proportional hazard this is a statement about averages:
on the ‘average’ the hazard in a group is, say, twice the hazard in another group. However, each
group will contain a wide variation in individual risk, and one may ask what proportional hazards
means for this variation. This, of course, is a frailty point of view. Although frailty considerations
often lead to prediction of decreasing hazard ratios, this is not always so. In fact, we will present
classes of frailty constructions which necessarily lead to proportional hazards.
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Usually, when studying the comparison of two groups in the frailty context, one assumes that the
groups have the same frailty distribution, but that the individuals in one group have a proportionally
higher individual hazard than in the second group. When integrating out the frailty and computing
the population hazards, one Inds that these hazards are not any more proportional. (There is one
exception to this, namely when the frailty follows a stable distribution, see Hougaard, 2000.) The
lack of proportionality, and in fact decreasing, or even crossing, hazard ratios is often observed in
practice, and seems to undermine the general validity of proportional hazards.
We shall assert that the way the comparison of groups is usually made in the frailty context is not

the most natural one. When comparing a low-risk and a high-risk group, one should rather assume
that the frailty distribution could be diJerent in the two groups. One way to construct this is to think
of some process that has generated the frailty in both groups. In the high-risk group this process
has been running for a longer time, or with a greater rate, thereby yielding a greater frailty. It may
be natural to use a L6evy process as we shall do here, and we shall show that very simple models
are compatible with proportional hazards. This of course does not argue for the actual presence of
proportional hazards in practice, but in view of the importance of the proportionality assumption in
statistics it is of interest to connect it to frailty theory.

2. Frailty distributions coming from L�evy processes

2.1. General formulation

Here we apply the ‘standard’ frailty model, assuming, given the frailty, that each individual has a
hazard function equal to Z�(t) where Z is the frailty variable, that is, a random variable indicating the
individual level of risk, while �(t) is a basic hazard rate common to all individuals. The distribution
of Z is called a frailty distribution, and it is well known that the Laplace transform of this distribution
plays an important role in frailty theory.
We shall consider frailty distributions deIned by a non-negative L6evy process, which in our paper

is taken to be a process with non-negative, independent, time-homogeneous increments. The Laplace
transform of such a process D = {D(u): u¿ 0} is given by the L6evy–Khinchin formula

L(s; u) = E exp{−sD(u)}= exp{−u (s)}; (1)

where u is the time parameter of the process, while s is the argument of the Laplace transform.
The function  (s) is called the characteristic exponent of the L6evy process. The family of L6evy
processes contains a number of important special cases, like compound Poisson processes, gamma
processes, stable processes, etc. In fact, all non-negative L6evy processes are limits of compound
Poisson processes. For background material on L6evy processes, see e.g. Bertoin (1996).
The main point of our construction is to view the frailty as having arisen by a cumulative damage

process D(u) which is then modelled as a L6evy process. This means that the amount of ‘damage’,
or frailty, of an individual is determined by how long the L6evy process has been running, and of the
stochastic outcome of the process. Note that the damage process is supposed to have run its course
prior to the start of observation, so that u is not a time parameter in the actual survival model. We
assume that individuals belonging to a high-risk group have a large value of the parameter u, while
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individuals belonging to a low-risk group have a small value of this parameter. Accordingly, the
covariates deIning high- and low-risk groups are supposed to only inMuence the parameter u. The
population hazards corresponding to this model are necessarily proportional, as will be seen below.
An example of this kind of model is given by Aalen and Tretli (1999), where a frailty model for

the incidence of testicular cancer is studied. Here, it is assumed that the frailty has developed in
foetal life according to a compound Poisson process. In this model, a small minority of men is then
born with a distinct susceptibility to get testicular cancer, while the remainders are non-susceptible.
The reason why some men are susceptible at birth is thought to be partly due to genetic makeup,
and partly due to environmental factors operating in foetal life.
Why should frailty be generated by a L6evy process? This is of course a mathematical assumption

made for convenience, and may not describe reality. However, the main assumption of the L6evy
process is independence, and in practice it might correspond to various parts of the frailty com-
ing from independent sources, like genetics, various environmental inMuences, etc. Also, the frailty
distributions generated by L6evy processes constitute a Mexible and versatile set.

2.2. Examples of L8evy processes

We will present a number of examples of L6evy processes. The majority of the frailty distributions
applied in practice follow from these processes. The gamma distributions are the prototype of frailty
distributions due to simple and nice mathematical properties. The power variance (PVF) and stable
distributions have been applied extensively by Hougaard (see Hougaard (2000) for an overview).
Compound Poisson frailty distributions have been shown by Aalen (1992) to be useful when there
is a subgroup of non-susceptible individuals.

(i) Standard compound Poisson process: These are constructed as follows. A Poisson process of
rate � is running on time scale u, and to each jump there is a gamma random variable, independent
of the past, with shape parameter � and scale parameter . The compound Poisson process is the
sum of the gamma random variables up to time u. The Laplace transform of the random value of
the process at time u is given by

L(s; u) = exp
{
−�u+ �u

(


+ s

)�}
; �; �; ¿ 0:

Hence, the characteristic exponent is

 (s) = �
{
1−

(


+ s

)�}
:

(ii) Compound Poisson process with general jump distribution: Let the gamma variables be
substituted by random variables G with Laplace transform L0(s)=E exp(−sG). The Laplace transform
of the process now takes the form L(s; u) = exp{−�u+ �uL0(s)}, giving

 (s) = �{1− L0(s)}:



338 O.O. Aalen, N.L. Hjort / Statistics & Probability Letters 58 (2002) 335–342

(iii) Gamma processes: Let the value of the process at time u be gamma distributed with shape
parameter �u and scale parameter . Then

L(s; u) =
(


+ s

)�u

= exp [− �u{log(+ s)− log }]; �; ¿ 0

with  (s) = �{log(+ s)− log }.
(iv) Stable processes: Stable frailty distributions have been applied successfully by Hougaard

(2000), who has pointed out that they may preserve proportional hazards. The Laplace transform
takes the form L(s; u) = exp(−u�s�), where � is a parameter in (0; 1). Hence

 (s) = �s�; �¿ 0 and 0¡�¡ 1:

(v) PVF processes: The power variance function distributions constitute a general class of distri-
butions studied, for instance, by Hougaard (2000). A class of L6evy processes may be deIned from
the PVF distributions by

 (s) =− �
(1− �)�

(
1−

(
1 +

��
�
s
)1−�

)
; �; �; �¿ 0:

The special case �=1 is deIned by continuity and gives the gamma process. For �¡ 1, the model
yields the standard compound Poisson process.
(vi) General L8evy measure representation: Each L6evy process of the time-homogeneous type

considered here has a representation (1) where the characteristic exponent  furthermore can be
written

 (s) =
∫ ∞

0
{1− exp(−sv)} dN (v)

in terms of the so-called L6evy measure N , see e.g. Bertoin (1996).

3. Proportional hazards derived from L�evy processes

3.1. General formulation

We shall compare two groups of individuals. Suppose individuals in group 1 have frailty Z1 with
Laplace transform E exp{−sD(u1)} = exp{−u1 (s)}, while individuals in group 2 have frailty Z2
with Laplace transform E exp{−sD(u2)} = exp{−u2 (s)}. The basic hazard rates in both groups
equals �(t), with cumulative hazard denoted by �(t). The population survival functions in the two
groups (i.e. those observed in the population as opposed to the unobservable individual survival
function) can then be written

S1(t) = E exp{−Z1�(t)}= exp{−u1 (�(t))}
and similarly S2(t) = exp{−u2 (�(t))}. This implies that the two population hazard rates are given
by

�1(t) = u1 ′(�(t)) �(t) and �2(t) = u2 ′(�(t)) �(t): (2)
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Fig. 1. Densities of gamma distributions with time parameter u = 1 and u = 2; for both cases � = 1 and � = 2. These
densities correspond to a hazard ratio of 2 between the population hazard rates.

One sees that these two hazard rates are proportional, with u as the proportionality parameter. Clearly,
the special Laplace transform of a L6evy process produces this result.
Proportional hazard regression models may be derived by putting a regression structure on the

parameter u. Let a vector covariate (x1; : : : ; xP) be given. A Cox model will then arise if u satisIes

u= exp(�1x1 + · · ·+ �PxP)

for a coe2cient vector �. One then assumes that the covariates only inMuence the model through
the parameter u.

3.2. Examples

Example 1. Gamma process. It follows from the above that if the two frailty distributions are;
e.g. two gamma distributions with the same scale parameter; but diJerent shape parameters; then
the population hazard rates will be proportional. The density of a gamma process at ‘time’ u is
given by

f(z; u; �; ) = �(�u)−1�uz�u−1 exp(−z):

Putting = 1, �= 2, and letting u have the two values 1 and 2 gives the densities shown in Fig. 1.
These correspond to a hazard ratio of 2 between the population hazard rates.
It is important to note the shapes of these two frailty distributions. Commonly in frailty theory

(see, for instance, Aalen, 1994, for a review) one assumes that the frailty distribution of a high-risk
and a low-risk group have the same shape, but with a diJerent scale factor. Typically, this results in
a decreasing relative population hazard. It might, however, be more likely that the frailty distributions
of a high-risk group has a diJerent shape from that of a low-risk group. For instance, considering
the risk of lung cancer for smokers and non-smokers, one would not assume that the risk distribution
of non-smokers is simply a scaled down version of the risk distribution for smokers. Biologically,
the reason why risk varies among individuals would be diJerent in non-smokers (genetical, environ-
mental) from smokers (with amount of smoking playing an important role). Considering the frailty
as being built up through a L6evy process gives one way to suggest reasonable and Mexible models
as to how the frailty distribution would develop with increasing risk.
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Fig. 2. Size of atom at zero and plot of density for compound Poisson distributions with time parameter u = 0:2 and 1,
respectively. For both cases �= 10 and = 1, and there is a hazard ratio of 5 between the population hazards.

Example 2. Compound Poisson process. A compound Poisson distribution is a mixture of an atom
at zero (when there is no occurrence in the Poisson process) and a continuous distribution. The
density of the continuous part at ‘time’ u; when the Poisson rate is 1 and the jump distribution is
gamma with scale parameter  and shape parameter �; can be written up directly as

f(z; u; �; ) = exp(−z − u)
1
z

∞∑
k=1

uk (z)�k

k!�(�k)
:

The probability at zero equals exp(−u). An illustration of the compound Poisson distribution is given
in Fig. 2, where u has the values 0.2 and 1, corresponding to a hazard ratio of 5.
The class of compound Poisson distributions is useful in frailty theory, see Aalen (1992) who

also gives a number of plots to illustrate the shape that the continuous density may have. It has nice
mathematical properties, and the point mass at zero corresponds to the inclusion of a non-susceptible
subgroup of individuals. This is often biologically reasonable, since only a subgroup of individuals
may have the genetic makeup which makes them vulnerable to certain diseases. An example of
Itting a compound Poisson frailty model to the incidence of testicular cancer is given in Aalen and
Tretli (1999).
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3.3. The squared coe?cient of variation

The squared coe2cient of variation, that is the variance divided by the square of the expectation,
is a useful measure of how much a frailty distribution is spread out. From (1) one may derive the
squared coe2cient of variation as

CV2 =
1
u

 ′′(0)
 ′(0)2

;

provided that the variance of the distribution exists. Comparing the distribution for two values of u,
say u1 and u2, gives the relative squared coe2cient of variation

RCV2 =
u1
u2

:

This may be a reasonable measure of relative spread also when the variance does not exist. For
instance, for the stable distributions, changing u corresponds to a scale change of the distribution,
which is otherwise independent of u. From (2) it is seen that RCV2 corresponds to the hazard ratio,
giving this concept a simple and explicit interpretation in terms of frailty distributions.
This explicit correspondence between the hazard ratio and the relative spread of the frailty distri-

butions may be useful in interpreting hazard ratios. It may also explain why one does not usually
Ind hazard ratios which are very large; commonly signiIcant ratios may have values of 2 or 3, but
usually not much higher. To take an example, if the high-risk group, with the smallest spread, had
a CV2 equal to 1, then the CV2 in the low-risk group would equal the RCV2. An RCV2 equal to
4, say, would imply a CV2 equal to 4 in the low-risk group. This means that the standard deviation
is twice the mean of the distribution. For non-negative distributions this implies that some of the
probability mass is at high values, while much mass is quite close to zero. This again would point to
risk factors aJecting a part of the population much more strongly than the rest. Genetic risk factors,
with major gene eJects, might have such a property, while polygenetic risks or those depending on
continuous risk factors would usually not have such a large eJect.

4. Other frailty process constructions

Let the time of the L6evy process be cu where c is a random variable. If c has a stable distribution
with parameters � and �, then the Laplace transform in (1) will transform into

E exp{−cu (s)}= exp(−�u� (s)�):

Considering again two times u1 and u2, the hazard ratio will be(
u1
u2

)�

and once more there is proportionality between the two groups. This result is closely connected
to the nice result of Hougaard (see, for instance, Hougaard, 2000) that stable frailty distributions
preserve proportionality.
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Note that the randomized L6evy process has dependent increments, showing that also processes
with dependent increments may give proportionality.
In the construction used above the outcome of the frailty mechanism is of the type D(u) for a

L6evy process D, with the process having run longer for high risk than for low risk groups. A frailty
process construction with a diJerent perspective is as follows:
Individuals are pictured as being continuously exposed to an unobserved cumulative damage type

process, of the compound Poisson type Z(t) =
∑

j6N (t)
Gj for t¿ 0. Here G1; G2; : : : are taken to be

i.i.d. nonnegative variables, interpreted as adding over time to the hazard level of the individual,
while N (·) is a Poisson process with cumulative rate �(t) =

∫ t
0 �(s) ds, that is, its increments are

independent and Poisson �(s) ds.
The connection to the person’s survival prospects is to model S(t|Ht) = Pr{T¿ t|Ht},

the survival distribution given the full history of what has happened to the person up to time
t−, as

S(t|Ht) = exp{−Z(t)} =
∏

j6N (t)

exp(−Gj):

With k = E exp(−Gj), it follows that the unconditional survival function must take the form

S(t) = E exp{−Z(t)} = EkN (t) = exp{−(1− k)�(t)}:
Note that even though the survival function is discontinuous given the jumps of the unobservable
damage process, it becomes continuous marginally, with cumulative hazard rate (1 − k)�(t) and
hazard rate function �(t) = (1 − k)�(t). The point in the present context is that we once again
have a broad scenario with proportional hazard rates, namely when diJerent groups of individuals
have Poisson process rates proportional to each other. For further discussion of such frailty process
modelling constructions, including indications of applications to nonparametric Bayesian event history
analysis, see Hjort (2002).
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