
Statistical model selection and the quiet scandal of statistics

Introduction and summary. The role of models are of great importance, especially in

the natural sciences like statistics and applied mathematics. With the term model I think

of a approximation or idealization of some real world phenomena, but in this essay I will

focus on the use of models in analysis of observed data.

There are often several possible candidate models when one tries to capture the relevant

features of a problem into a workable model. The consequence is of course that before

we are able to draw any conclusions, we have to select which of these candidates to work

with, preferably the one that we believe to be the best, and do the analysis under that

given model. The phrase the quiet scandal of statistics refers in a broad sense to the issues

involved with the practice of ignoring this first selection step, and using the winning model

as if it was given in advance. This practice do essentially hide some of the uncertainty

involved in the analysis, and it might effect your results in the end of the day.

The main focus in this essay is to point out some possible problems that can occur

when scientists, statistician and non-statistician alike, do not think thoroughly through

the implications of using a specific criterion to select a model from a body of candidate

models.

First I will give a brief introduction to how statistical analysis are done in practice. Then

I will go through some of the basics in model selection, before I discuss what I believe

has come to be the main points of the quiet scandal. Then I will finish with some general

thoughts on the subject.

I will assume that the reader have some understanding of the basic ideas in statistics. I

believe this is reasonable since the use of statistics has become a more or less integrated

part of modern science. Unfortunately some of the concepts I use is hard to explain

without referring to any mathematics. I have tried to keep the technicalities at a minimum,

but at some points in the text I do refer to certain concepts, these are not particularly

technical and should be familiar to anyone that have taken a introductory course in

statistics. If not, you can take a brief look at books like Moore & McCabe (2006) or

Devore & Berk (2007).

A normal day at work. As a undergraduate student in statistics, a lecturer once told

us that the job of a statistician consists of three parts: i) modeling, ii) estimation and iii)
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prediction. He also added a fourth point, iv) changing the world, but this was of course not

necessary a part of the normal week for most statisticians. This is a oversimplification of

a statistical analysis, but I still think it emphasizes the main themes. I will now elaborate

a bit on theses points to make the idea a bit more clear: Imagine a set of observations

ready to be analyzed by a statistician or a scientist. Modeling refers to finding a suitable

model, that hopefully is able to capture the most important features of the objects, and

that also is able to answer the relevant questions. Within their own restricted class,

most models are quite general and can take different shapes that depend on a set of

unknown parameters. The parameters determine the particular shapes of the model, and

since they for the most part are unknown they have to be estimated. The chosen model

is adjusted to the observations. Finally after the model is selected and fitted, we are

ready to make inference and draw conclusions. This depends on the context, but typical

choices are prediction, interpolation, estimation of important quantities, the construction

of confidence intervals, etc.

One point of dividing the statistical analysis into these three parts, is to emphasize the

role of models and to show how dependent the statistical analysis is of taking the first

step seriously: The selection of a good model.

Though this might sounds simple, the analysis of data is not as clear cut as the explanation

above indicates. Often one has to go back and fourth in order to derive a workable model.

Sometimes the physical properties of the objects helps to determine the type of model,

but it is not uncommon to pick a class of models by tradition, that are easy to compute

or are analytical tractable. Another possibility is to try to pick a model that is good at

performing certain tasks, like having low prediction errors.

Basics in model selection. The selection of a model is one of the main focuses of this

essay, but before I derive some of the needed concepts, I have to give a small warning.

The following section includes some technical issues and terminology, but the main ideas

and concepts introduced are of great interest and importance. For a more complete

introduction see the book Claeskens & Hjort (2008).

It is tempting to say that model selection is simply about selecting the “best” model.

There is of course a problem to use labels like good or best to describe a model, since they

have very little meaning before we are able to agree on what these words should mean in

this specific (statistical) context. This is perhaps a modern view, but I will argue that
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for most statistical analysis it is sufficient to establish two things in order to define what

we mean by a good model. First we have to determine the object(s) of interest(s) or our

goal(s), in short what is the purpose of our analysis. Second, given the purpose of the

analysis, what types of characteristics are most important when achieving this goal.

If we formalize this into a mathematical framework, statisticians are able to derive for-

mulas that when applied to all models in your set of candidates, give each model a score

that ranks them from best to worst, according to the given criterion. Note that this is an

idealization on how to derive what is called a model selection criterion.

As an example, consider for instance measurements of annual global mean temperature,

where we wish to predict something about the future temperatures. The chosen model

should do this, while it keeps the prediction errors as low as possible. Or you might want

to say something about past temperatures. For instance: Do we observe an increasing

in temperature, and is this just due to random variation, is it natural or is it caused by

humans? For these last questions it is not as clear as for prediction, what characteristics

our model should satisfy. One possibility is try to be as close as possible to what we call

the true model.

For the purpose of this text, I believe that it is meaningful to think of the true model

as the real underlying mechanism that generates the observations we have. Think of

something that generates completely random observations like white noise, or something

that also has a structure, like a signal plus noise model. It would be desirable to assume

as little as possible about the true model, such that the true underlying mechanism could

be anything1. It turns out that if we do not assume any structure on the true model, or

on a model in general, it becomes difficult, if not impossible, to do anything meaningful

or consistent. It is therefore common to assume that the true model has some of the same

features that we believe is reasonable for the observations we study. If we think that

the observations are independent, we might still assume that the true model generates

independent observations, but we open up the possibility that the true model is of infinite

complexity, meaning that we might not be able to describe it by a finite model.

One important aspect that I have not touched, is the fact that we are not sure that the

true model is included in our set of candidate models. Even if all the possible models

1If you are familiar with density or distribution functions you can think of such.
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seems plausible, it is still a bit naive to assume that we necessarily have been able to

include the true model among theses candidates.

Now that we have some intuition of what is considered the true model, and its relation to

the candidate models, we can derive a model selection criterion that aims at minimizing

some sort of distance between the true model and some estimated candidate model. This

introduces the concept of a least false model, the model in our set of candidate models

that is closest to the true model according to some distance function.

I will not go into details on the distance functions used, but rather discuss a concrete

case. The Akaike’s Information Criterion or AIC, is probably the best known and most

commonly used model selection criterion. The AIC scheme calculates a score for all the

models in our set of plausible models, and say that the model with the highest score is the

winner. It turns out that picking the model with the highest AIC score, is the same as

picking the model with smallest estimated distance to the true model in Kullback-Leiber

sense. Note that since we do not know the true model, we have estimate the distance and

AIC turns out to be a biased corrected estimate for this distance. The AIC winner is

therefore the least false model in Kullback-Leiber sense.

The point I am trying to make, is that there should not be an automatic use of model

selection criteria. The well known AIC scheme with its simple formula, is used as a model

selection criterion in several fields, also outside the statistical departments. But the AIC

do not necessarily has a meaningful interpretation2 in all contexts or for all models. Even

in simple cases it is not clear, even for someone who know what Kullback-Leiber distance

is, what is actually is going on. I believe that such practice might make model selection

and the use of certain criterion a bit arbitrary: Why should you prefer one over the other,

especially when there is some ambiguity of what the chosen model is supposed to be good

at.

The quiet scandal. The expression the quiet scandal of statistics refers to a paper by

Breiman (1992). The main concerns of the article are the problems related to model re-

duction, especially reduction of regression models, by an arbitrary chosen model selection

criterion and the inference based on the reduced model. As an concrete example, think of

a standard linear regression models where the response variable depends linearly on a set

2There is a connection between the AIC and cross-validation which gives some more insight.
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of observable and known covariates or regressors3. I will first try to describe the common

practice.

Consider a regression model. We do not necessary believe that all the observed covariates

are of equal importance, when it comes to determine the effect and relation between the

covariates and the response variable. This is also usually the main focus of such studies.

Small models are also easier to understand and a reduction decreases the variability of the

remaining objects in the model. Therefore it is quite common to use some sort of model

reduction scheme that removes covariates that are apparently unimportant. In order to do

a reduction of the model, we first need to choose a model selection criterion to determine

when the reduced model is optimal, that is where optimal means optimal according to

the selected criterion. Then when the optimal model is obtained, the inference is made

under the assumption that the reduced model is correctly specified.

There is some obvious problems with the scheme described above, and these difficulties

are the main points in the article by Breiman (1992). Firstly the optimal model is sort of

arbitrary, in the sense that different scientists who prefer different criteria might end up

with different optimal models. Also, since we use the data4 to determine which model to

use for the remaining analysis, we might pick a model that happens to correspond with

the particular observed observations, and this might give too optimistic5 results when we

do inference. As an additional point, it is a bit naive to think that the model used for

the inference is correct, meaning that we actually are in some sort of least false modeling

scheme.

I will try elaborate a bit more on the second and the most crucial point, and this is

also what I believe is mainly related to the quiet scandal. The model reduction include

and exclude covariates on the basis of the observed data and the criterion that we have

chosen. This means that the covariates that are in the final model are included because

they correspond well with the observations, model and the criterion. When we do our

final analysis and draw our conclusions on the basis that the selected model is correct, we

might obtain too optimistic results on the remaining components since the reason they

were included is that they already agree with the model and observations. Our results

3See any introductory text in statistics or do a quick search on the internet.
4Remember that we use the observations as stand-in for the truth, see the previous section.
5Optimistic in this context means: Too sharp estimates, too short confidence intervals, etc.
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might be biased towards the particular set of observations and they might not capture the

big picture. As a consequence there is actually some additional variability in our findings

that will disappear if the model reduction is not done with care. Note that this is of

course most critical when the number of observations are small.

The following example take this point to the extreme and will hopefully clarify the idea.

Consider a study of a illness where we believe that a certain regression model is suitable

for describing the effect of a new drug. Assume also that we have some other covariates

that we suspect to also influence the condition of the patients, this could be gender,

age, smoking habits, etc. Before the effect of the drug can be estimated, some of the

unimportant covariates are removed by reducing the large model to a smaller. Assume

that the chosen model do not give the needed significant effect of the drug. The doctor

(or statistician) now starts to evaluate a large body of possible models and applies several

different model selection criteria. Finally he finds a large model which he correctly reduces

to a smaller optimal model, with respect to a certain well known model selection criterion,

which produce a significant effect of the new drug on the magical five percent level. In

this final example something feels kind of wrong and we are certain that something fishy

is going on. But cleverly presented, it would not be straight forward to reveal the scam.

Most people would probably judge a scientist that deliberately test several models in order

to get the needed results as a fraud. I think that if you search for the best model in a large

set of candidate models, which is easy with modern computers, you might unintentionaly

do the same thing. It might be the case that you accidentally pick the model that happens

to fit this particular set of observations well, with the implications that the model you

end up using is in a sense overfitted, or overadapted. This possibility of having a model

that is too well adapted to a particular set of observations, might mislead the inference

and the conclusion drawn from the final analysis.

In the earlier days of the Fisherian era6 people did not test several models, they probably

considered a small number of models and did some goodness-of-fit test7 to ensure that

the model was not completely wrong. Now with the speed of modern computers there is

not a problem to test several, even millions, of models in a fairly short time, see Xavier

(1997). Since we are still using a lot of the concepts developed by Fisher and others from

6Referring to the time dominated by the theory of R. A. Fisher.
7See any introductory text in statistics like Devore & Berk (2007).
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and before the 1950s, I am not sure that we have the theoretical coverage wee need to

do analysis based on a vast number of plausible models. What should be the limit, tens,

hundreds or thousands of models to test?

I will not say that searching and testing in a large set of possible models are not necessarily

wrong, but I believe that it has to be done in a certain way. I believe that the way

statisticians work and think today has changed, especially over the last decades. Today

we have the possibility to be creative in a new way and invent models and model selection

strategies that are very complex, and argue that they perform well without any basis

in philosophy or with the use of asymptotics8, but rather through extensive testing on

simulated data on a computer. It is not uncommon to hear the following argument

on statistical conferences: “...and my method is shown to have good performance with

simulated data”.

Final thoughts and concluding remarks. There is a nice quote by Georg E. P. Box

saying: “Essentially, all models are wrong, but some are useful”, p. 424 in Box & Draper

(1987). I interpret the statement to be about a world that is far to complex to be captured

by any finite model, but by careful analysis and clever model building we are still able to

find patters and make inference. For me this represent a healthy view of the connection

between statistics and real world that surounds us.

In the introduction in the excellent book by Abelson (2009), he refers to a response to

students who ask if it is correct to use a certain method on a certain problem:

“You can do anything you want, but if you use method M you’ll be open to criticism Z.

You can argue your case effectively, however, if you use procedure P and are lucky enough

to get result R, then I’m afraid that you’ll have to settle for a weaker claim.”

My understanding of this saying is that you might do anything you want, and it is prin-

cipally not wrong, but your interpretation of the conclusion are not necessarily correct or

meaningful.

If we combine the two quotes, we get a very useful guideline in the understanding and the

use of statistical models and inference. You can do anything you like, even test millions

of models, plausible or not, before you pick a winner, but you always have to remember

8Large sample and asymptotic theory are standard tools for most statisticians when proving theorems.
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that they all are approximations to the real problem of interest, and also see the inference

and conclusions you draw from the final model in connection with the method used to

derive the it.

To sum up, the main points I have tried to emphasize are that in the case of competing

models, model selection criteria should be used with care, and not be an automatic pro-

cedure in the search for a so-called optimal model. Always ask the question: What is the

reason for using this specific criterion? Also when the number of possible models is quite

large, you should be careful since such cases are not necessarily supported by the classical

theory, and you should not be too tempted to jump to strict conclusions. Finally, careful

analysis combined with common sense and intelligent modeling on a monday can, if right

the choices are made, lead to world changing results on the following friday.
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