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1. Assessing paradigms

It is a useful exercise to re-assess one’s paradigms once in a while, perhaps both collectively and individually.

Such exercises may have both existential and practical aspects. Some of these paradigms tend to run quietly in

the background, perhaps more or less in default mode, while others might have finessed themselves over years of

conscious, active and deliberate discussions in demanding environments. At any rate they severely influence how we

go about our work, the type of problems that we are willing to touch, and the tools that we employ when attacking

them.
Laurie Davies deserves our respect for forcing our attention back to some of these basic principles that perhaps

form the everyday backbone of classical statistics. Such discussions are particularly welcome and potentially fruitful

in the current climate where modern statistics is losing some of its inherited cultural homogeneity, where we as a

field branch out more than ever before, forming new and sometimes uneasy alliances with parallel fields exhibiting

different outlooks, tools, aims, concepts, and languages.
Having another hard look at basic concepts is of course not the same as throwing these away. If something has

worked decently well for a number of years and for a number of researchers across various fields, that method forms

the null hypothesis that by our classical and still valid arguments needs a convincing amount of counter-arguments,

counter-incentives and counter-examples for it to be set aside. This concerns in particular the apparatus associated

with the likelihood function, and that Davies attacks here, but also other concepts related to the basics of statistical

modelling.

2. Likelihood methods are not blind

I shall first focus my attention on Davies’ critical remarks (his (a)–(i) of Section 2) concerning likelihood-based

analysis. My likelihood outlook is a more positive one, and I shall in particular attempt to counter Davies’ points

(a)–(d).
To set the stage, suppose observed data x1, . . . , xn are modelled as having arisen via i.i.d. sampling from a

parametric model f (x | θ), with consequent log-likelihood function ℓn(θ) =
∑n

i=1 log f (xi | θ). Let us assume

that there is an underlying (though unknown) truth, i.e. a data-generating density g. Then there is convergence of the

normalised log-likelihood function, with growing sample size:

An(θ) = n−1ℓn(θ) → A(θ) =
∫

g log f (· | θ) dx for each θ.
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Under weak conditions, the argmax θ̂ of An tends to the argmax θ0 of A. This is the ‘least false’ parameter value

that provides the best parametric approximation to the truth (inside the given parametric class), in the precise sense of

minimising the Kullback–Leibler distance

KL(g, f (· | θ)) =
∫

g(x) log
g(x)

f (x | θ)
dx (1)

from truth to approximation. Also, even for modest n, the An is of course the natural sampling analogue of A,

making the maximum likelihood estimator θ̂ the natural sampling analogue of θ0. The main point is that the maximum

likelihood method ought to be seen and interpreted in close connection with the KL distance.

Before returning to Davies’ points (a)–(d) I shall note three results that flow from examining the random function

Hn(s) = n{An(θ0 + s/
√

n) − An(θ0)} = ℓn(θ0 + s/
√

n) − ℓn(θ0) for s ∈ Rp,

with p the dimension (length) of θ . I assume that θ0 is the unique least false parameter value and that it is an inner

point in the parameter space. Then under various natural and weak conditions, a Taylor expansion and a bit of further

analysis yield

Hn(s) = st
√

nUn −
1

2
st Jns + opr(1),

where Un = n−1∂ℓn(θ0)/∂θ is the normalised score and Jn = −n−1∂2ℓn(θ0)/∂θ∂θ t the normalised Hessian. Under

such weak conditions,

Hn(s) →d H(s) = stU −
1

2
st Js,

where U ∼ Np(0, K ), for well-defined positive-definite variance matrices J and K ; the convergence is in distribution

and takes place inside each Skorokhod space D([−c, c]p).

The first good result evolving from this is that

Mn = argmax(Hn) =
√

n(θ̂ − θ0) →d M = argmax(H) = J−1U ∼ Np(0, J−1 K J−1). (2)

The second corollary is that

max Hn = n{An(θ̂) − An(θ0)} →d max H =
1

2
Z =

1

2
U t J−1U. (3)

Finally, with a little further analysis, one learns by how much An(θ̂) is likely to overshoot its target A(θ̂), as

An(θ̂) − A(θ̂) = An(θ̂) − An(θ0) − {A(θ̂) − A(θ0)} + An(θ0) − A(θ0)

= n−1 Zn + {An(θ0) − A(θ0)}, (4)

where Zn is seen to tend to Z = U t J−1U and the second term is an average of mean zero variables. Under model

conditions, g is equal to f (· | θ0), and J becomes the same as K ; then (2) is the classic textbook result about the

large-sample behaviour of the maximum likelihood estimator, and the Z of (3) and (4) is a χ2
p.

Armed with these theorems about likelihood behaviour, let us return to Davies’ points (a)–(d). These essentially

amount to saying that various statements cannot quite be reached on the basis of computing the numerical value

of θ̂ alone. My point is that positive, constructive answers associated with (a)–(d) can be put forward with modest

additional likelihood analysis efforts, utilising (2)–(4) here. Criticising a mathematical function as such is not

necessarily a useful exercise until one takes into account and makes precise what one actually plans to do with it.

A parametric model’s success may be measured by the closeness of the implied parametric approximation

f (· | θ̂ ) to the true data-generating density g. Using the KL distance (1) for closeness, ordering candidate models

is naturally achieved by estimating each
∫

g(x) log f (x | θ̂ ) dx , which is A(θ̂). By (4), the sample-based estimate

An(θ̂) = n−1ℓn,max tends to overshoot this target value by a random quantity close in distribution to a variable with

mean value p∗/n, where p∗ = Tr(J−1 K ). Thus computing

AIC∗ = 2 ℓn,max − 2 p̂∗,
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where p̂∗ is any sensible estimator of p∗, does a good job of ordering candidate models (with bigger values of

the criterion associated the better models). This is the model-robust version of the Akaike information criterion,

worked with by Takeuchi and others; see Claeskens and Hjort (2008, Ch. 2) for details and illustrations. Under model

conditions, p∗ = p, the number of estimated parameters, corresponding to AIC = 2 ℓn,max − 2p.

I view this as countering Davies’ point (d), via a sensible likelihood-based criterion that effectively takes the

complexity of both data set and candidate model into account. Answering questions about actual ‘closeness’ is a bit

trickier, but may also be done, by estimating also the first term in the KL distance expression
∫

g log g − A(θ̂); this

term is the same across candidate models and may be ignored as far as model comparison is concerned, though. Lee

and Park (2006) demonstrate how the
∫

g log g term may be estimated using local likelihood techniques for density

estimation. With such an estimate on board one may turn a list of AIC∗ values into a potentially even more informative

list of estimated KL distances, from the truth to each candidate model. Thus, with the indicated extended likelihood

analysis, one reaches relevant inference statements that also counter Davies’ points (a)–(c).

Above I used the concept of ‘truth’, not of the parametric model, but of there being some underlying (and unknown)

i.i.d. generating mechanism. This is fair, I think, both for test-bed purposes and qua a realistic assumption about

various real data collections. The assumptions may be weakened further, if judged important, by employing more

general ergodic theorems about convergence of averages. The main point, binding maximum likelihood procedures to

the KL distance (1), is merely that the average operation An(θ) approximates a well-defined
∫

g log f (· | θ).

The results very briefly surveyed above are not only valid for plain i.i.d. settings, but also generalise to regression

models, various cases with dependence (with different types of expressions for the K matrix of (2)), etc. There is also

a close link between AIC∗ given above and leave-one-out cross validation (for details, see Claeskens & Hjort, 2008

Ch. 2). Using closeness of the estimated model to the truth in the sense of overall KL distance is not always the most

relevant way, e.g. in situations where one function of the model parameters is judged to be of particular importance,

or when some regions in covariate space are more vital than others. In such cases one should deviate from the strict

likelihood path (e.g. by introducing weight functions in the covariate space), and one is led to the focused information

criterion FIC of Claeskens and Hjort (2003), with assorted variations.

That direct likelihood methods are not particularly robust is also touched on in Davies’ paper (e.g. his Section 11),

and I agree. One may robustify concepts, arguments, and procedures surveyed above, in a reasonably unified manner

— by first robustifying the KL distance itself (e.g. as in Basu, Harris, Hjort, and Jones (1998) or Jones, Hjort, Harris,

and Basu (2001)); then working out the associated robustified likelihood estimation procedures, along with theory for

their behaviour; and finally amend AIC∗, FIC and other model selectors to work for such estimators.

3. Densities, cumulatives, topologies

Davies argues in his Section 3 that diagnostics and model validation are F questions while inference is the business

of the f world. I cannot quite agree with this. A statistician looking at a histogram and deciding that the data are not

normal (e.g. by having visible skewness, or by having two clear modes) has used a density-based goodness-of-fit test.

Many formalised versions of f -based tests for fitting and for model validation are found in the literature, e.g. some

based on Hall (1984) and Bowman and Foster (1993). Similarly there are various density-based tests around for the

important two-sample hypothesis f = g, e.g. Anderson, Hall, and Titterington (1994). Smoothing parameters are

ideally found not from the usual criteria related to overall precision of estimates, but from power perspectives.

Suppose we test f = f0 vs. f 6= f0, and let us for a minute visualise some fixed alternative point f1 in density

space. Then the optimal power test is the Neyman–Pearson ratio, which is density based, not cumulative based. It

corresponds to using Wn( f1) = n−1
∑n

i=1 log{ f1(xi )/ f0(xi )} as a test statistic. A natural idea is now to insert a

nonparametric density estimate f̂ for the unknown alternative position, leading to a genuine (and density-based) test

statistic Wn( f̂ ). Various tests worked with in Claeskens and Hjort (2004) are of this sort, and are shown there to have

good theoretical and practical performance.

Similarly I cannot fully accept that the Kolmogorov metric maxx |F(x) − G(x)| is the natural topology for (all of)

statistics — first of all, there are various other cumulative-based versions, like
∫

|F − G| and the root-Cramér–von

Mises. On the F scale, distributions become ‘bland’ (in the sense of Tukey and Davies); the ‘horns’ etc. become visible

on the f scale. There are various arguments pointing to the naturalness of the L1 distance
∫

| f − g|, in addition to its

connection to the total variation. The probability of correctly identifying which is which, on the basis of an observation

that comes from either f or g (and using the optimal classifier), is a direct function of the L1 distance, for example.
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Fig. 1. Profile log-likelihood for the location parameter of the location-scale model using f0 of Davies’ equation (7), for the copper data.

I also note that the cumulative-based Kolmogorov distance is the same as |F(x0) − G(x0)| for a point x0 found from

the density-based equation f (x0) = g(x0), so also the Kolmogorov distance may be seen as intimately related to

densities. Finally, I would suggest that the Kolmogorov metric loses some of its appeal in higher dimensions, whereas

the L1 density distance carries authority and a natural interpretation in any dimension.

The copper data example treated by Davies in his Section 4 serves also to illustrate some of my points. The data

are y1, . . . , yn of his Table 1, with n = 27, and these are modelled via yi = µ + σεi , with the εi taken i.i.d. from

some f0. Davies compares the standard normal choice with that of the normal mixture f0 = (1/k)
∑k

j=1 N(x j , σ
2
0 ),

with k = 50, σ0 = 0.02, and x1, . . . , xk spread symmetrically around zero; cf. his equation (7). (The mean of f0 is

zero, but its variance is 1.148, not 1, as apparently claimed after formula (8).) For most statisticians, such a highly

wiggly affair (the model for the 27 points has 50 sharp spikes) would be ruled out on a priori grounds. It does ‘win’

over the normal, in terms of achieved log-likelihood maxima (23.935 for the spike model and 20.315 for the normal,

incidentally, not 23.634 and 19.805), but the 23.935 value ought to be penalised further (cf. the AIC∗ formula), since

presumably also k and σ0 have been arrived at using aspects of the data. Also, the log-likelihood function inherits some

of the wiggliness, making the parameter estimates rather less clearly defined, and rounding data to two decimal places

(as here) has a stronger influence on these than with more standard smoother models (such as the normal). Cf. Fig. 1,

which displays the profiled log-likelihood function of µ for these data. (Accurate maximum likelihood estimates are

(2.025, 0.137), not (2.010, 0.131); also, the 95% confidence interval becomes [1.984, 2.066] with length 0.082, a bit

broader than Davies’. This relies on simulating the t distribution using brute force searches in the parameter region,

as usual optimisation routines do not work well in situations such as that portrayed in the figure.)

Cumulative-based tests, like the appropriate Kolmogorov–Smirnov with (up to four) estimated parameters, would

have trouble rejecting the 50-spike model, but density-based tests, like

Wn(h) =
∫ ∣∣∣∣ f̂ (y | h) − f0

(
y − µ̂

σ̂

)
1

σ̂

∣∣∣∣ dy,

where f̂ (y | h) could be a kernel estimate with bandwidth h, would quickly reject the spike model. Only if prior

information about how data were collected very specifically allowed the possibility of spikes and ties would very

small h be worth inspecting, and Wn(h) rejects the f0 theory for all sensible bandwidths.

4. Validation, approximation and confidence regions

I do like Davies’ notion of approximation, and specifically that of α-typicality of data, etc. I view these ideas as

essentially reformulating and paraphrasing existing (and classical) thoughts about validating models, however. The

world’s first (serious) article on goodness-of-fit testing is arguably Pearson (1900), with the insightful title ‘On the

criterion that a given system of deviations from the probable in the case of a correlated system of variables is such that

it can be reasonably supposed to have arisen from random sampling’. I quote it in full since I like its century old spirit

and since I think it correlates highly with Davies’ notions. One may easily enough write out a classical chi-squared test

using words and phrases of Davies’ Section 7, including some that Pearson would have needed some extra minutes

to apprehend (computer programmes, simulations), but this is not making the chi-squared test (or the general testing
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principle) ‘new’. Correspondingly, the confidence region constructed in Section 8 for the nonparametric regression

function may be seen to be in the spirit of Neyman and Pearson, forming a region of confidence by ‘inverting tests’.

I do agree with Davies that there are severe difficulties surrounding the perhaps traditional way of passing from

‘model validation’ to ‘formal analysis’ (end of Section 4). In practice, statisticians tend to choose a model first

(sometimes via formalised selection criteria, and sometimes in conjunction with ad hoc judgments and decisions),

and then somehow proceed pretending that this model was given a priori. This ‘quiet scandal of statistics’ (in Leo

Breiman’s words) hides part of the uncertainty and may lead to over-optimistic confidence intervals and p-values,

etc. The theory of Hjort and Claeskens (2003) makes it possible to view and analyse the two steps (model choice,

inference) jointly. In particular, their framework and methods lead to a clearer analysis of what happens if one follows

standard practice (ignoring the uncertainty of the model selection step), and to modified procedures that do take this

uncertainty on board.

Similarly, using an ordinary off-the-shelf goodness-of-fit test, say with a guaranteed 0.05 level, is formally incorrect

if the model that one checks has been selected among candidate models via a criterion like the AIC or the FIC. The

test may of course still be carried out, but the 0.05 level rejection threshold ought to be modified. This is a non-trivial

exercise that also depends on the list of candidate models that were used and the details of the selection criterion.

Ongoing joint work with Alex Koning addresses some of these issues.
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